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Attention is called to the possibility that implementation of this standard may require use of sub-
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for conducting inquiries into the legal validity or scope of those patents that are brought to its
attention. A patent holder has filed a statement of assurance that it will grant licenses under these
rights without compensation or under reasonable rates and nondiscriminatory, reasonable terms
and conditions to al applicants desiring to obtain such licenses. The IEEE makes no representa-
tion as to the reasonableness of rates and/or terms and conditions of the license agreements offered
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Introduction to ANSI/IEEE Std 802.1D, 1998 Edition

[This introduction is not part of ANSI/IEEE Std 802.1D, 1998 Edition, Information technol ogy—Telecommunications
and information exchange between systems—Loca and metropolitan area networks—Common specifications—Part 3:
MediaAccess Control (MAC) Bridges.]

This standard is part of a family of standards for local and metropolitan area networks. The relationship
between the standard and other members of the family is shown below. (The numbers in the figure refer to
|EEE standard numbers.)
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* Formerly IEEE Std 802.1A.

Thisfamily of standards deals with the Physical and Data Link layers as defined by the International Organi-
zation for Standardization (1SO) Open Systems Interconnection (OSI) Basic Reference Model (I1SO/IEC
7498-1: 1994). The access standards define seven types of medium access technologies and associated
physical media, each appropriate for particular applications or system objectives. Other types are under
investigation.

The standards defining the technol ogies noted above are as follows:

|EEE Std 802 Overview and Architecture. This standard provides an overview to the fam-
ily of IEEE 802 Standards.

« ANSI/IEEE Std 802.1B LAN/MAN Management. Defines an OSlI management-compatible architec-
and 802.1k ture, and services and protocol elements for usein aLAN/MAN environ-
[ISO/IEC 15802-2] ment for performing remote management.

 ANSI/IEEE Std 802.1D  Media Access Control (MAC) Bridges. Specifies an architecture and protocol
[ISO/IEC 15802-3] for the interconnection of IEEE 802 L ANs below the MAC service boundary.

* ANSI/IEEE Std 802.1E  SystemLoad Protocol. Specifiesaset of servicesand protocol for those aspects
[ISO/IEC 15802-4] of management concerned with the loading of systems on |[EEE 802 LANS.

e ANSI/IEEE Std 802.1F = Common Definitions and Procedures for |EEE 802 Management | nformation

e ANSI/IEEE $td 802.1G  Remote Media Access Contral (MAC) bridging. Specifies extensionsfor the
[ISO/IEC 15802-5] interconnection, using non-LAN communication technologies, of geographicaly
separated |EEE 802 LANs below thelevel of thelogical link control protocal.

e ANSI/IEEE Std 802.2 Logical link control
[ISO/IEC 8802-2]
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« ANSI/IEEE Std 802.3 CSMA/CD access method and physical layer specifications
[ISO/IEC 8802-3]

* ANSI/IEEE Std 802.4 Token passing bus access method and physical layer specifications
[ISO/IEC 8802-4]

* ANSI/IEEE Std 802.5 Token ring access method and physical layer specifications
[ISO/IEC 8802-5]

* ANSI/IEEE Std 802.6 Distributed Queue Dual Bus (DQDB) access method and physical layer
[ISO/IEC 8802-6] specifications

e ANSI/IEEE Std 802.9 Integrated Services (1S LAN Interface at the Medium Access Control
[ISO/IEC 8802-9] (MAC) and Physical (PHY) Layers

e ANSI/IEEE $td 802.10  Interoperable LAN/MAN Security

e« ANSI/IEEE Std 802.11  Wireless LAN Medium Access Control (MAC) and physical layer specifi-
[ISO/IEC DIS8802-11] cations

 ANSI/IEEE Std 802.12  Demand-priority access method, physical layer and repeater specifica-
[ISO/IEC 8802-12] tions

In addition to the family of standards, the following is a recommended practice for a common Physical
Layer technology:

« |EEE Std 802.7 |EEE Recommended Practice for Broadband Local Area Networks
The following additional working group has authorized standards projects under devel opment:

* |EEE 802.14 Sandard Protocol for Cable-TV Based Broadband Communication Network

Conformance test methodology

An additional standards series, identified by the number 1802, has been established to identify the conform-
ance test methodology documents for the 802 family of standards. Thus the conformance test documents for
802.3 are numbered 1802.3.

ANSI/IEEE Std 802.1D, 1998 Edition

The MAC Bridge standardization activities that resulted in the development of IEEE Std 802.1D-1990 (sub-
sequently republished as ISO/IEC 10038:1993 [IEEE Std 802.1D, 1993 Edition]) specified an architecture
and protocol for the interconnection of IEEE 802 LANs below the MAC Service boundary. IEEE Std
802.1D-1990 also introduced the concept of filtering services in Bridged LANSs, and mechanisms whereby
filtering information in such LANs may be acquired and held in a Filtering Database. This revision of SO/
IEC 10038: 1993 extends this concept of filtering services in order to define additional capabilities in
Bridged LANs aimed at the following:

a) The provision of expedited traffic capabilities, to support the transmission of time-critical informa-
tioninaLAN environment;

b) The provision of filtering services that support the dynamic definition and establishment of Groups
inaLAN environment, and the filtering of frames by Bridges such that frames addressed to a given
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Group are forwarded only on those LAN segmentsthat are required in order to reach the members of
that Group.

To this end, this document incorporates a set of changes and additions to ISO/IEC 10038: 1993 that define
the following:

a) Thenature of Filtering Servicesin Bridged LANS;

b)  The concept of Traffic Classes and the effect on the operation of the Forwarding Process of support-
ing multiple Traffic Classesin Bridges;

¢) The structure of the Filtering Database that is needed in order to support Dynamic Multicast Filter-
ing services;

d) Theregistration protocol that isrequired in order to provide Dynamic Multicast Filtering Services,

€) The management services and operations that are required in order to support administration of
Dynamic Multicast Filtering Services.

Relationship between IEEE Std 802.1D and IEEE P802.1Q

A further |IEEE standard under development, IEEE P802.1Q, extends the concepts of filtering services and
MAC Bridging in order to provide a set of capabilities that allow MAC Bridges to support the definition and
management of Virtual LANs (VLANS).

The capabilities defined in IEEE P802.1Q include the definition of a VLAN frame format that is able to
carry VLAN identification and user priority information over LAN technologies, such as CSMA/CD, that
have no inherent capability to signal priority information. Thisinformation is carried in an additional header
field, known as the Tag Header, which isinserted immediately following the Destination MAC Address, and
Source MAC Address (and Routing Information field, if present) of the origina frame. IEEE P802.1Q
extends the priority handling aspects of this standard to make use of the ability of the VLAN frame format to
carry user priority information end to end across any set of concatenated underlying MACs.

The VLAN Bridging specification contained in IEEE 802.1Q is independent of this standard, in the sense
that IEEE 802.1Q makes a separate and distinct statement of the conformance requirements for VLAN
Bridges from the conformance requirements for MAC Bridges defined in this standard. However, |IEEE
802.1Q makes use of many of the elements of the specification contained in this standard, in particular

a) The Bridge architecture;

b) Thelnternal Sublayer Service, and the specification of its provision by |IEEE 802 LAN MACs;
¢) Themajor features of the operation of the Forwarding Process;

d) The Spanning Tree Algorithm and Protocol;

€) The Generic Attribute Registration Protocol (GARP); and

f)  The GARP Multicast Registration Protocol (GMRP).
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Abstract: The concept of Media Access Control (MAC) Bridging, introduced in the 1993 edition of
this standard, has been expanded to define additional capabilities in Bridged LANs aimed at pro-
viding for expedited traffic capabilities, to support the transmission of time-critical information in a
LAN environment; and providing filtering services that support the dynamic use of Group MAC Ad-
dresses in a LAN environment.

Keywords: local area networks, MAC Bridge management, MAC bridges, media access control
(MAC) bridges, multicast address filtering, traffic class expediting
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Information technology—Telecommunications and information
exchange between systems—Local and metropolitan area
networks—Common specifications—

Part 3: Media Access Control (MAC) Bridges

1. Overview

1.1 Introduction

IEEE 802 Local Area Networks (or LANS; see 3.4) of all types can be connected together using MAC
Bridges. Each individual LAN has its own independent MAC. The Bridged LAN created allows the inter-
connection of stations attached to separate LANs as if they were attached to asingle LAN, although they are
in fact attached to separate LANSs each with its own MAC. A MAC Bridge operates below the MAC Service
Boundary, and is transparent to protocols operating above this boundary, in the Logical Link Control (LLC)
sublayer or Network Layer (1SO/IEC 7498-1: 1994%). The presence of one or more MAC Bridges can lead to
differences in the Quality of Service provided by the MAC sublayer; it is only because of such differences
that MAC Bridge operation is not fully transparent.

A Bridged LAN can provide for

a) Theinterconnection of stations attached to LANs of different MAC types;

b) An effective increase in the physical extent, the number of permissible attachments, or the total per-
formance of aLAN;

¢) Partitioning of the physical LAN for administrative or maintenance reasons.

NOTE—Scope, definitions, references, and conformance requirements relating to the operation of Source-Routing
Transparent Bridge operation can be found in Annex C.1.

1.2 Scope

For the purpose of compatible interconnection of data processing equipment using the IEEE 802 MAC Ser-
vice supported by interconnected |EEE 802 LANS (see 3.4) using different or identical Media Access Con-
trol methods, this standard specifies a general method for the operation of MAC Bridges. To thisend it

a) Positionsthe bridging function within an architectural description of the MAC Sublayer.

b) Defines the principles of operation of the MAC Bridge in terms of the support and preservation of
the MAC Service, and the maintenance of Quality of Service.

c¢) Specifies the MAC Internal Sublayer Service provided by individual LANSs to the Media Access
Method Independent Functions that provide frame relay in the Bridge.

d) Identifiesthe functionsto be performed by Bridges, and provides an architectural model of the inter-
nal operation of a Bridge in terms of Processes and Entities that provide those functions.

e) Establishes the requirements for a protocol between the Bridges in a Bridged LAN to configure the
network, and specifies the distributed computation of a Spanning Tree active topol ogy.

f)  Specifies the encoding of the Bridge Protocol Data Units (BPDUS).

g) Establishes the requirements for Bridge Management in the Bridged LAN, identifying the managed
objects and defining the management operations.

L nformation about references can be found in Clause 2.
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h)  Specifies how the management operations are made available to a remote manager using the proto-
col and architectural description provided by |SO/IEC 15802-2: 1995.

i)  Specifies performance requirements and recommends default values and applicable ranges for the
operational parameters of a Bridge.

j)  Specifies the requirements to be satisfied by equipment claiming conformance to this standard.

k)  Specifiescriteriafor the use of MAC-specific bridging methods.

This standard specifies the operation of MAC Bridges that attach directly to IEEE 802 LANS, as specified in
the relevant MAC standards for the MAC technology or technol ogies implemented.

The specification of Remote Bridges, which interconnect LANs using Wide Area Network (WAN) mediafor
the transmission of frames between Bridges, is outside the scope of this standard.

NOTE—Remote MAC Bridging is specified in ISO/IEC 15802-5: 1997 [ANSI/IEEE Std 802.1G, 1997 Edition].
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3. Definitions

For the purposes of this standard, the following terms and definitions apply:

3.1 Bridged Local Area Network

A concatenation of individual |EEE 802 LANSs interconnected by MAC Bridges.

3.2 Expedited traffic

Traffic that requires preferential treatment as a consequence of jitter, latency, or throughput constraints, or as
a consequence of management policy.

3.3 Group
A Group associates

a A group MAC address; and
b) A setof propertiesthat define membership characteristics; and

c) A set of properties that define the forwarding/filtering behavior of a Bridge with respect to frames
destined for members of that group MAC address;

with a set of end stations that all wish to receive information destined for that group MAC address. Members
of such a set of end stations are said to be Group members.

A Group is said to exist if the properties associated with that Group are visible in an entry in the Filtering
Database of aBridge, or in the GARP state machines that characterize the state of the Group; a Group is said
to have members if the properties of the Group indicate that members of the Group can be reached through
specific Ports of the Bridge.

NOTE—An example of the information that Group members might wish to receive is amulticast video data stream.

3.4 IEEE 802 Local Area Network (LAN)

|IEEE 802 LANS (also referred to in the text simply as LANS) are LAN technologies that provide a MAC
Service equivalent to the MAC Service defined in ISO/IEC 15802-1. IEEE 802 LANS include |IEEE Std
802.3 (CSMA/CD), ISO/IEC 8802-4 (Token Bus), ISO/IEC 8802-5 (Token Ring), ISO/IEC 8802-6
(DQDB), ISO/IEC 8802-9 (IS-LAN), IEEE Std 802.11 (Wireless), ISO/IEC 8802-12 (Demand Priority),
and SO 9314-2 (FDDI) LANS.

NOTE—T he connectionless service part of 1SO/IEC 8802-6 provides an equivalent MAC Service. This standard covers
Bridging of 48-hit addressed ISO/IEC 8802-6 PDUs only. The Bridging of 60-bit addressed |SO/IEC 8802-6 PDUs is
outside the scope of this standard.
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4. Abbreviations

The following abbreviations are used in this standard:

BPDU

CRC

FCS

GARP

GARP PDU

GID

GIP

GMRP

IETF

IGMP

MAC

Bridge Protocol Data Unit

Cyclic Redundancy Check

Frame Check Sequence

Generic Attribute Registration Protocol
GARP Protocol Data Unit

GARP Information Declaration

GARP Information Propagation
GARP Multicast Registration Protocol
Internet Engineering Task Force
Internet Group Management Protocol

MediaAccess Control
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5. Conformance

5.1 Static conformance requirements

A MAC Bridge for which conformance to this standard is claimed shall

a) Conform to the relevant MAC standards for the MAC technology or technologies implemented at its
Ports, as described in 6.5;

b) Conform to ISO/IEC 8802-2 for the implementation of a class of LLC supporting Type 1 operation
asrequired by 7.3, and 7.1.2;

¢) Relay and filter frames as described in 7.1 and specified in 7.5, 7.6, and 7.7 for support of Basic Fil-
tering Services, and for a single traffic class associated with each outbound Port;

d) Maintain the information required to make frame-filtering decisions as described in 7.1 and specified
in 7.8 and 7.9, for the support of Basic Filtering Services.

€) Usestated values of the following parameters of the Filtering Database (7.9):

1) Filtering Database Size, the maximum number of entries that can be held in the Filtering
Database.

2) Permanent Database Size, the maximum number of entries that can be held in the Permanent
Database.

f)  Conform to the provisions for addressing specified in 7.12.

g) Provide
1) A means of assigning a group MAC Address to identify the Bridge Protocol Entity, if 48-bit

Universally Administered Addresses are not used;
2) A digtinct Port identifier for each Port of the Bridge, as specified in 8.5, as required by 8.2 for
operation of the Spanning Tree Algorithm and Protocol.

h)  Implement the Spanning Tree Algorithm and Protocol described in Clause 8, as specified in 8.7.

i)  Not exceed the values given in 8.10.2 for the following parameters:

1) Maximum bridge transit delay
2) Maximum Message Age increment overestimate
3) Maximum BPDU transmission delay

i) Usethevalue given in Table 8-3 for the following parameter:
1) HoldTime

k)  Encode transmitted BPDUs and validate received BPDUSs as specified in Clause 9.

I)  Specify a Guaranteed Port Filtering Rate for each Bridge Port, a Guaranteed Bridge Relaying Rate
for the Bridge, and the related time intervals TF and TR as specified in Clause 16. Operation of the
Bridge within the specified parameters shall not violate any of the other conformance provisions of
this standard.

5.2 Options

A MAC Bridge for which conformance to this standard is claimed may

a)

b)
0)

d)

e

Provide the capability to control the mapping of the priority of forwarded frames as specified in 6.4,
75.1,and 7.7.3.

Provide the capability to read and update the Filtering and Permanent Databases as specified in 7.9.
Provide the capability to set the Ageing Time as specified in 7.9. A Bridge that provides this capabil-
ity shall implement the full range of values specified in Table 7-4.

Implement the optional provisions for addressing Bridge Management as specified in 7.12.4, for
associating the Bridge Address with a Bridge Port as specified in 7.12.5, and for preconditioning
group addresses in the Permanent Database as specified in 7.9.6.

Provide the capability to assign values to the following parameters to alow configuration of the
Spanning Tree active topology:

Copyright © 1998 |IEEE. All rights reserved.



MEDIA ACCESS CONTROL (MAC) BRIDGES ANSI/IEEE Std 802.1D, 1998 Edition

f)

0)

h)

m)

1) Bridge Priority

2) Port Priority

3) Path Cost for each Port

A Bridge that provides this capability shall implement the range of values specified in 8.10.2 and

Table 8-4 and Table 8-5.

Provide the capability to set the values of the following parameters of the Spanning Tree Algorithm

and Protocol:

1) BridgeMax Age

2) Bridge Hello Time

3) Bridge Forward Delay

A Bridge that provides this capability shall implement the range of values specified in 8.10.2 and

Table 8-3.

Support management of the Bridge. Bridges claiming to support management shall support all the

management objects and operations defined in Clause 14.

Support the use of a remote management protocol. Bridges claiming to support remote management

shall

1) State which remote management protocol standard(s) or specification(s) are supported.

2) State which standard(s) or specification(s) for managed object definitions and encodings are
supported for use by the remote management protocol.

Support the ability to disable topology change detection, as described in 8.5.5.10.

Provide multiple traffic classes, as described in 7.7, associated with one or more outbound Ports;

Provide the capability for Static Filtering Entries for individual MAC addresses to specify that for-

warding or filtering behavior should be based on dynamic filtering information, as specified in 7.9.1;

Relay and filter frames as described in 7.1 and specified in 7.5, 7.6, 7.7, and 7.9 for support of

Extended Filtering Services, and implement the GARP Multicast Registration Protocol (GMRP), as

detailed in the conformance requirements defined in 10.4.1;

Provide the ability to manage the priority of relayed frames, as specified in 6.4, 7.5.1, and 7.7.3.

5.3 Protocol Implementation Conformance Statement (PICS) proforma

The supplier of an implementation that is claimed to conform to this standard shall complete a copy of the
PICS proforma provided in Annex A and shall provide the information necessary to identify both the sup-
plier and the implementation.

5.4 Recommendations

5.4.1 Management

Support of the managed objects and management operations specified in Clause 14 is highly recommended.

5.5 MAC-specific bridging methods

MAC-specific bridging methods may exist. Use of a MAC-specific bridging method and the method speci-
fied in this standard on the same LAN shall

a)
b)
<)
d)

Not prevent communication between stationsin a Bridged LAN.
Preserve the MAC Service.
Preserve the characteristics of each bridging method within its own domain.

Provide for the ability of both bridging techniques to coexist simultaneously on a LAN without
adverse interaction.
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6. Support of the MAC Service

MAC Bridges interconnect the separate |IEEE 802 LANSs that comprise a Bridged LAN by relaying and fil-
tering frames between the separate MACs of the Bridged LAN. The position of the bridging function within
the MAC Sublayer is shown in Figure 6-1.

LLC LLC M?ecr: Service
RELAY MAC Service
Provi
MAC MAC rovider
MAC MAC

Figure 6-1—Internal organization of the MAC Sublayer

This clause discusses the following aspects of service provisionin Bridged LANS:

a) Provision of the MAC Serviceto end stations;

b)  Preservation of the MAC Service;

c¢) Maintenance of Quality of Service;

d) Provision of theinternal sublayer service within the MAC Bridge;

€)  Support of the Internal Sublayer Service by specific MAC procedures;
f)  Filtering services.

6.1 Support of the MAC Service

The MAC Service provided to end stations attached to a Bridged LAN is the (unconfirmed) connectionless-
mode MAC Service defined in ISO/IEC 15802-1. The MAC Service is defined as an abstraction of the fea-
tures common to a number of specific MAC Services; it describes the transfer of user data between source
and destination end stations, via MA-UNITDATA request primitives and corresponding MA-UNITDATA
indication primitives issued at MAC Service access points. Each MA-UNITDATA request and indication
primitive has four parameters. Destination Address, Source Address, MAC Service data unit (MSDU), and
Priority.

The style of Bridge operation maximizes the availability of the MAC Service to end stations and assists in
the maintenance of the Bridged LAN. It istherefore desirable that Bridges be capable of being configured in
the Bridged LAN:

a) So asto provide redundant paths between end stations to enable the Bridged LAN to continue to

provide the Service in the event of component failure (of Bridge or LAN).

b) So that the paths supported between end stations are predictable and configurable given the avail-
ability of Bridged LAN components.

6.2 Preservation of the MAC Service

The MAC Service offered by aBridged LAN consisting of LANsinterconnected by MAC Bridgesis similar
to that offered by asingle LAN (6.3). In consequence,
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a) A Bridgeisnot directly addressed by communicating end stations, except as an end station for man-
agement purposes. frames transmitted between end stations carry the MAC Address of the peer-end
station in their Destination Address field, not the MAC Address, if any, of the Bridge.

b)  All MAC Addresses must be unigue within the Bridged LAN.

¢) The MAC Addresses of end stations are not restricted by the topology and configuration of the
Bridged LAN.

6.3 Quality of service maintenance

The MAC Sublayer provides the MAC Service to end stations attached to a LAN or a Bridged LAN. The
quality of the MAC Service supported by a Bridge should not be significantly inferior to that provided by a
single LAN. The Quality of Service parametersto be considered are those that relate to

a) Service availability

b) Frameloss

¢) Framemisordering

d) Frameduplication

€) Thetransit delay experienced by frames
f)  Framelifetime

g) Theundetected frame error rate

h)  Maximum service data unit size supported
i)  User priority

j)  Throughput

6.3.1 Service availability

Service availability is measured as that fraction of some total time during which the MAC Service is pro-
vided. The operation of a Bridge can increase or lower the service availability.

The service availability can be increased by automatic reconfiguration of the Bridged LAN in order to avoid
the use of a failed component (e.g., repeater, cable, or connector) in the data path. The service availability
can be lowered by failure of aBridge itself, through denial of service by the Bridge, or through frame filter-
ing by the Bridge.

A Bridge may deny service and discard frames (6.3.2) in order to preserve other aspects of the MAC Service
(6.3.3 an 6.3.4) when automatic reconfiguration takes place. Service may be denied to end stations that do
not benefit from the reconfiguration; hence, the service availability islowered for those end stations. Bridges
may filter framesin order to localize traffic in the Bridged LAN. Should an end station move, it may then be
unable to receive frames from other end stations until the filtering information held by the Bridges is
updated.

To maximize the service availability, no loss of service or delay in service provision should be caused by
Bridges, except as a consequence of a failure, removal, or insertion of a Bridged LAN component, or as a
conseguence of the movement of an end station. These are regarded as extraordinary events. The operation
of any additional protocol necessary to maintain the quality of the MAC Service isthus limited to the config-
uration of the Bridged LAN, and isindependent of individual instances of service provision.

NOTE—Thisistrue only in circumstances where admission control mechanisms are not present, i.e., where the Bridges
provide a*“best effort” service. The specification and applicability of admission control mechanismsin Bridgesis outside
the scope of this standard.
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6.3.2 Frame loss

The MAC Service does not guarantee the delivery of Service Data Units. Frames transmitted by a source sta-
tion arrive, uncorrupted, at the destination station with high probability. The operation of a Bridge introduces
minimal additional frame loss.

A frame transmitted by a source station can fail to reach its destination station as a result of

a) Frame corruption during physical layer transmission or reception.
b) Framediscard by a Bridge because
1) Itisunable to transmit the frame within some maximum period of time and, hence, must dis-
card the frame to prevent the maximum frame lifetime (6.3.6) from being exceeded.
2) It isunable to continue to store the frame due to exhaustion of internal buffering capacity as
frames continue to arrive at arate in excess of that at which they can be transmitted.
3) The size of the service data unit carried by the frame exceeds the maximum supported by the
MAC procedures employed on the LAN to which the frame is to be relayed.
4) Changes in the connected topology of the Bridged LAN necessitate frame discard for alimited
period of time to maintain other aspects of Quality of Service.

6.3.3 Frame misordering

The MAC Service does not permit the reordering of frames with a given user priority for a given combina-
tion of destination address and source address. MA_UNITDATA..indication service primitives corresponding
to MA_UNITDATA.request primitives, with the same requested priority and for the same combination of
destination and source addresses, are received in the same order as the request primitives were processed.

NOTE—The operation of the Forwarding Process in Bridges (7.7) is such that the frame-ordering characteristics of the
MAC Service are preserved.

Where Bridges in a Bridged LAN are capable of connecting the individual MACs in such a way that multi-
ple paths between any source station—destination station pairs exist, the operation of a protocol is required to
ensure that asingle path is used.

6.3.4 Frame duplication

The MAC Service does not permit the duplication of frames. The operation of Bridges does not introduce
duplication of user data frames.

The potential for frame duplication in a Bridged LAN arises through the possibility of duplication of
received frames on subsequent transmission within a Bridge, or through the possibility of multiple paths
between source and destination end stations.

A Bridge shall not duplicate user data frames. Where Bridges in a Bridged LAN are capable of connecting
the individual MACs in such away that multiple paths between any source station—destination station pairs
exist, the operation of a protocol is required to ensure that a single path is used.

6.3.5 Transit delay
The MAC Service introduces a frame transit delay that is dependent on the particular media and MAC
method employed. Frame transit delay is the elapsed time between an MA_UNITDATA .request primitive

and the corresponding MA_UNITDATA.indication primitive. Elapsed time values are calculated only on
Service Data Units that are successfully transferred.
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Since the MAC Serviceis provided at an abstract interface within an end station, it is not possible to specify
precisely the total frame transit delay. It is, however, possible to measure those components of delay associ-
ated with media access and with transmission and reception; and the transit delay introduced by an interme-
diate system, in this case a Bridge, can be measured.

The minimum additional transit delay introduced by a Bridge is the time taken to receive a frame plus that
taken to access the media onto which the frame is to be relayed. Note that the frame is completely received
before it is relayed as the Frame Check Sequence (FCS) is to be calculated and the frame discarded if in
error.

6.3.6 Frame lifetime

The MAC Service ensures that there is an upper bound to the transit delay experienced for a particular
instance of communication. This maximum frame lifetime is necessary to ensure the correct operation of
higher layer protocols. The additional transit delay introduced by a Bridge is discussed in 6.3.5.

To enforce the maximum frame lifetime, a Bridge may be required to discard frames. Since the information
provided by the MAC Sublayer to a Bridge does not include the transit delay aready experienced by any
particular frame, Bridges must discard frames to enforce a maximum delay in each Bridge.

The value of the maximum bridge transit delay is based on both the maximum delays imposed by al the
Bridges in the Bridged LAN and the desired maximum frame lifetime. A recommended and an absolute
maximum value are specified in Table 8-2.

6.3.7 Undetected frame error rate

The MAC Service introduces a very low undetected frame error rate in transmitted frames. Undetected
errors are protected against by the use of an FCS that is appended to the frame by the MAC Sublayer of the
source station prior to transmission, and checked by the destination station on reception.

The FCS calculated for a given service data unit is dependent on the MAC method employed. It is therefore
necessary to recal cul ate the FCS within a Bridge providing arelay function between |EEE 802 MACs of dis-
similar types if differences in the method of calculation and/or the coverage of the FCS, or changes to the
data that is within the coverage of the FCS, would lead to a different FCS being calculated for the service
data unit by the two MAC methods. This introduces the possibility of additional undetected errors arising
from the operation of a Bridge. For frames relayed between LANSs of the same MAC type, the Bridge shall
not introduce an undetected frame error rate greater than that which would have been achieved by preserving
the FCS.

NOTE—Application of the techniques described in Annex G allow an implementation to achieve an arbitrarily small
increase in undetected frame error rate, even in cases where the data that is within the coverage of the FCS is changed.
As a maintenance activity on this standard, revision of the wording of this requirement will be initiated, with a view to
placing a quantitative limit on the increase in undetected frame error rate that is acceptable in a conformant implementa-
tion.

6.3.8 Maximum Service Data Unit Size

The Maximum Service Data Unit Size that can be supported by an IEEE 802 LAN varies with the MAC
method and its associated parameters (speed, electrical characteristics, etc.). It may be constrained by the
owner of the LAN. The Maximum Service Data Unit Size supported by a Bridge between two LANs is the
smaller of that supported by the LANs. No attempt is made by a Bridge to relay aframeto a LAN that does
not support the size of Service Data Unit conveyed by that frame.
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6.3.9 Priority

The MAC Service includes user priority as a Quality of Service parameter. MA_UNITDATA.request primi-
tives with ahigh priority may be given precedence over other request primitives made at the same station, or
at other stations attached to the same LAN, and can give rise to earlier MA_UNITDATA.indication primi-
tives.

The MAC Sublayer maps the requested user priorities onto the access priorities supported by the individual
MAC method. The requested user priority may be conveyed to the destination station.

The transmission delay experienced by a frame in a bridge can be managed by associating a user_priority
with the frame.

The transmission delay comprises

a8 A gqueuing delay until the frame becomes first in line for transmission on the Port, in accordance
with the procedure for selecting frames for transmission described in 7.7.4;

b) Theaccess delay for transmission of the frame.

Queueing delays can be managed using user_priority. Access delays can be managed using user_priority in
MAC methods that support more than one access priority.

The user priority associated with a frame can be signaled by means of the priority signaling mechanisms
inherent in some |EEE 802 LAN MAC types. Since not all IEEE 802 LAN MAC types are ableto signal the
user priority associated with a frame, MAC Bridges regenerate user priority based upon a combination of
signaled information and configuration information held in the Bridge.

The Bridge maps the user priority onto one or more traffic classes; Bridges that support more than one traffic
class are able to support expedited classes of traffic. The Forwarding Process, 7.7, describes the use of user
priority and traffic classes in MAC Bridges. Given the constraints placed upon frame misordering in a
Bridge, as expressed in 6.3.3, the mappings of priority and traffic class are static.

NOTE 1—Theterm Traffic Class, as used in this standard, is used only in the context of the operation of the priority han-
dling and queueing functions of the Forwarding Process, as described in 7.7. Any other meanings attached to thistermin
other contexts do not apply to the use of the term in this standard.

The ability to signal user_priority in IEEE 802 LANs allows user_priority to be carried with end-to-end sig-
nificance across a Bridged LAN. This, coupled with a consistent approach to the mapping of user_priority to
traffic classes, and of user_priority to access priority, allows consistent use of user_priority information to
be made, according to the capabilities of the Bridges and MAC methods that are involved in the transmission
path.

NOTE 2—IEEE P80?_.1Q8 defines aframe format and associated procedures that can be used to carry user priority infor-
mation across LAN MAC typesthat are not able to signal user priority. Use of the P802.1Q frame format allows the end-
to-end significance of user_priority to be maintained regardless of the ability of individual LAN MAC types to signa
priority.

Under normal circumstances, user_priority is not modified in transit through the relay function of a Bridge;
however, there may be some circumstances where it is desirable for management purposes to control how
user_priority is propagated. The User Priority Regeneration Table (Table 7-1) provides the ability to map
incoming user_priority values on a per-Port basis, under management control. In its default state, this table

8|EEE P802.1Q/D11 (July 30th 1998), is an authorized |EEE Standards Project that was not approved by the IEEE-SA at the time this
standard went to press. For information on obtaining the draft, contact the IEEE.

14 Copyright © 1998 IEEE. Al rights reserved.



MEDIA ACCESS CONTROL (MAC) BRIDGES ANSI/IEEE Std 802.1D, 1998 Edition

provides an identity mapping from user_priority values to Regenerated user_priority values; i.e., by default,
the Regenerated user_priority isidentical to the incoming user_priority.

6.3.10 Throughput

Thetotal throughput provided by aBridged LAN can be significantly greater than that provided by an equiv-
alent single LAN. Bridges may localize traffic within the Bridged LAN by filtering frames. Filtering services
availablein Bridged LANs are described in 6.6.

The throughput between end stations on individual LANs, communicating through a Bridge, can be lowered
by frame discard in the Bridge due to the inability to transmit at the required rate on the LAN forming the
path to the destination for an extended period.

6.4 Internal Sublayer Service provided within the MAC Bridge

The Internal Sublayer Service provided by a MAC entity to the MAC Relay Entity within a Bridge is that
provided by the individual MAC for the LAN Port. This observes the appropriate MAC procedures and pro-
tocol for the LAN to which it attaches. No control frames, i.e., framesthat do not convey MAC user data, are
forwarded on any LAN other than that on which they originated.

TheInternal Sublayer Serviceis derived from the MAC Service defined by I1SO/IEC 15802-1 by augmenting
that specification with elements necessary to the performance of the relay function. Within the attached end
station, these additional elements can be considered to be either below the MAC Service boundary, and per-
tinent only to the operation of the service provider; or local matters not forming part of the peer-to-
peer nature of the MAC Service. Three parameters are added to the list of parameters associated with the
MA_UNITDATA. .request and MA_UNITDATA.indication primitives defined by ISO/IEC 15802-1. These
are frame_type, MAC_action, and frame_check sequence. The definition of the Internal Sublayer Service
does not add any new service primitives to those defined by the LAN MAC Service Definition.

The Internal Sublayer Service excludes MAC-specific features and procedures whose operation is confined
to that of the individual LANSs. The unit-data primitives that describe this service are

M_UNITDATA.indication (
frame_type,
mac_action,
destination_address,
source_address,
mac_service data unit,
user_ priority,
frame_check sequence

)

Each M_UNITDATA indication primitive corresponds to the receipt of an error-free MAC frame from an
individual LAN.

NOTE—Detailed specifications of error conditions in received frames are contained in the relevant MAC standards; for
example, FCS errors, length errors, nonintegral number of octets.

The frame_type parameter indicates the class of frame. The value of this parameter is one of user_data
frame, mac_specific_frame, or reserved_frame.

The mac_action parameter indicates the action requested of a MAC entity receiving the indication. If the
value of the frame type parameter is user_data frame, then the mac action parameter is one of
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request_with_response, request with no response, or response. For mac specific frames and
reserved_frames, this parameter does not apply.

The destination_address parameter is either the address of an individual MAC entity or a group of MAC
entities.

The source_address parameter isthe individual address of the source MAC entity.
Themac_service data_unit parameter is the service user data.

The user_priority parameter is the priority requested by the originating service user. The value of this
parameter isin the range O through 7.

NOTE 1—The default user_priority value is 0. Values 1 through 7 form an ordered sequence of user_priorities, with 1
being the lowest value and 7 the highest. See 7.7.3 and H.2 for further explanation of the use of user_priority values and
how they map to traffic classes.

Bridges have the capability to regenerate user priority from the user priority information contained in the
data indication and the User Priority Regeneration Table for the reception Port, as specified in 7.5.1. The
user_priority parameter takes the value of the Regenerated user_priority. In the case of IEEE 802 LAN MAC
types that are not able to signal priority, the user_priority parameter takes the value of the Default User Pri-
ority for the Port on which the indication was received. The default value of Default User Priority is O for all
Ports of the Bridge; the value for a given Port may be modified by means of the management functionality
described in Clause 14 if such management functionality is supported.

Theframe _check sequence parameter is explicitly provided as a parameter of the primitive so that it can be
used as a parameter to arelated request primitive without recal culation.

The identification of the LAN from which particular frames are received is a local matter and is not
expressed as a parameter of the service primitive.

M_UNITDATA .request (
frame_type,
mac_ action,
destination_address,
source_address,
mac_service data unit,
user_priority,
access priority,
frame_check sequence

)

A datarequest primitive isinvoked to transmit a frame to an individual LAN.
The frame_type parameter indicates the class of frame.
The mac_action parameter indicates the action requested of the destination MAC entity.

The destination_address parameter is either the address of an individual MAC entity, or a group of MAC
entities.

The source_address parameter isthe individual address of the source MAC entity.

Themac_service data unit parameter isthe service user data.
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The user_priority parameter is the priority requested by the originating service user. The value of this
parameter isin the range O through 7.

NOTE 2—The default user_priority value is 0. Values 1 through 7 form an ordered sequence of user_priorities, with 1
being the lowest value and 7 the highest. See 7.7.3 and H.2 for further explanation of the use of user_priority values and
how they map to traffic classes.

The access priority parameter isthe priority used by the local service provider to convey the request. It can
be used to determine the priority attached to the transmission of frames queued by the local MAC Entity,
both locally and among other stations attached to the same individual LAN—if the MAC method permits.
The value of this parameter, if specified, isin the range O (lowest) through 7 (highest).

Theframe _check sequence parameter isexplicitly provided as a parameter of the primitive so that it can be
used without recalculation.

Theidentification of the LAN to which aframe isto be transmitted is alocal matter and is not expressed as a
parameter of the service primitive.

6.5 Support of the Internal Sublayer Service by specific MAC procedures

This subclause specifies the mapping of the Internal Sublayer Service to the MAC Protocol and Procedures
of each individual IEEE 802 MAC type, and the encoding of the parameters of the service in MAC frames.
The mapping is specified by reference to the |IEEE 802 standards that specify the individual MAC methods.
The mapping draws attention to any special responsibilities of Bridges attached to LANSs of that MAC type.

6.5.1 Support by IEEE Std 802.3 (CSMA/CD)

The CSMA/CD access method is specified in IEEE Std 802.3. Clause 3 of that standard specifies the MAC
frame structure, and Clause 4 specifies the MAC method.

On receipt of an M_UNITDATA..request primitive, the local MAC Entity performs Transmit Data Encapsu-
lation, assembling a frame using the parameters supplied as specified below. It prepends a preamble and a
Start Frame Delimiter before handing the frame to the Transmit Media Access Management Component in
the MAC Sublayer for transmission (IEEE Std 802.3, 4.2.3).

On receipt of a MAC frame by Receive Media Access Management, the MAC frame is passed to Receive
Data Decapsulation, which validates the FCS and disassembles the frame, as specified below, into the
parameters that are supplied with an M_UNITDATA..indication primitive (IEEE Std 802.3, 4.2.4).

The frame_type parameter takes only the value user_data frame and is not explicitly encoded in MAC
frames.

The mac_action parameter takes only the value request_with_no_response and is not explicitly encoded in
MAC frames.

The destination_address parameter is encoded in the destination address field of the MAC frame (IEEE Std
802.3, 3.2.3).

The source_address parameter is encoded in the source address field of the MAC frame (IEEE Std
802.3, 3.2.3).

The number of octets in the mac_service data unit parameter is encoded in the length field of the MAC
frame (IEEE Std 802.3, 3.2.6), and the octets of data are encoded in the datafield (IEEE Std 802.3, 3.2.7).
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The user_priority parameter provided in a data request primitive is not encoded in MAC frames. The
user_priority parameter provided in a data indication primitive takes the value of the Default User Priority
parameter for the Port through which the MAC frame was received (see 6.4).

The frame_check_sequence parameter is encoded in the FCS field of the MAC frame (IEEE Std 802.3,
3.2.8). The FCSis computed as a function of the destination address, source address, length, data, and PAD
fields. If an M_UNITDATA.request primitive is not accompanied by this parameter, it is calculated in accor-
dance with |EEE Std 802.3, 3.2.8.

NOTE 1—Since the PAD field, if present, contributes to the FCS, this parameter needs to include at least the contribu-
tion of the PAD field to the FCS in order for the original FCS to be preserved (See Annex G).

No special action, above that specified for the support of use of the MAC Service by LLC, isrequired for the
support of the MAC Internal Sublayer Service by the CSMA/CD access method.

NOTE 2—The support by |EEE Std 802.3 is described only in terms of the operation of a Bridge when relaying frames
that result from the use of LLC services over an 802.3 MAC. ISO/IEC 11802-5 defines the recommended practice for
bridging Ethernet V2.0 frames.

NOTE 3—IEEE Std 802.3, 1998 Edition, describes the use of either a Length or an Ethernet protocol type in its frame
format; however, the text of this subclause has yet to be revised to describe the use of Ethernet protocol types.

6.5.2 Support by ISO/IEC 8802-4 (token-passing bus)

The token-passing bus access method is specified in ISO/IEC 8802-4. In that standard, Section 4 specifies
frame formats, Section 5 discusses the basic concepts of the access protocols, and Section 7 provides the
definitive specification of the token-passing bus MAC operation.

On receipt of an M_UNITDATA .request primitive the local MAC Entity Interface Machine (IFM) queues a
frame for transmission by the Access Control Machine (ACM) (1SO/IEC 8802-4, Section 7). On transmis-
sion the frame fields are set using the parameters supplied as specified below, and the Preambl e, Start Delim-
iter, and End Delimiter are added (ISO/IEC 8802-4, Section 4).

On receipt of a valid MAC frame by the Receive Machine (RxM) (ISO/IEC 8802-4, 7.1.5), an
M_UNITDATA . .indication primitive is generated, with parameters derived from the frame fields as specified
bel ow.

The frame_type parameter is encoded in the FF bits (bit positions 1 and 2) of the frame control (FC) field
(ISO/IEC 8802-4, 4.1.3.1, 4.1.3.2). A hit pattern of 0 1 denotesauser_data frame, abit patternof 00 or 1 0
denotes amac_specific_frame, and abit pattern of 1 1 denotes areserved frame.

The mac_action parameter is encoded in the MMM bits (bit positions 3, 4, and 5) of the FC field (ISO/IEC
8802-4, 4.1.3.2). For user_data frames these take the values 0 0 O for request_with_no_response, 0 0 1 for
request_with_response, and 0 1 O for response.

The destination_address parameter is encoded in the destination address field of the MAC frame (1SO/IEC
8802-4, 4.1.4.1).

The source_address parameter is encoded in the source address field of the MAC frame (1SO/IEC 8802-4,
4.1.4.2).

Themac_service data_unit parameter is encoded in the MAC Data Unit field (1SO/IEC 8802-4, 4.1.5).

The user_priority parameter is encoded in the PPP bits (bit positions 6, 7, and 8) of the FC field (ISO/IEC
8802-4, 4.1.3.2; 5.1.7).
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The frame_check _sequence parameter is encoded in the FCS field of the MAC frame (1SO/IEC 8802-4,
4.1.6). The FCSis computed as a function of the frame control, destination address, source address, and data
fields. If an M_UNITDATA . .request primitive is not accompanied by this parameter, it is calculated in accor-
dance with ISO/IEC 8802-4, 4.1.6.

No special action, above that specified for the support of use of the MAC Service by LLC, isrequired for the
support of the MAC Internal Sublayer Service by the token-passing bus access method.

6.5.3 Support by ISO/IEC 8802-5 (token-passing ring)

The token-passing ring access method is specified in ISO/IEC 8802-5. Clause 3 of that standard specifies
formats and facilities, and Clause 4 specifies token-passing ring protocols.

On receipt of an M_UNITDATA .request primitive the local MAC Entity composes a frame using the param-
eters supplied as specified bel ow, appending the frame control, destination address, source address, and FCS
fields to the user data, and enqueuing the frame for transmission. On transmission, the starting delimiter,
access control field, ending delimiter, and frame status fields are added.

Onreceipt of avalid MAC frame (1SO/IEC 8802-5, 4.1.4) that was not transmitted by the Bridge Port’slocal
MAC Entity, with the Routing Information Indicator bit (which occupies the same position in the source
address field as does the Group Address bit in the destination address field) set to zero, an
M_UNITDATA . .indication primitive is generated, with parameters derived from the frame fields as specified
bel ow.

The frame_type parameter is encoded in the frame_type bits (FF bits) of the frame control field (1ISO/IEC
8802-5, 3.2.3.1). A hit pattern of O 1 denotes a user_data frame, a bit pattern of O O denotes a
mac_specific_frame, and a bit pattern of 1 0 or 1 1 denotes areserved frame.

The mac_action parameter only takes the value request_with_no_response and is not explicitly encoded in
MAC frames.

The destination_address parameter is encoded in the destination address field of the MAC frame (I1SO/IEC
8802-5, 3.2.4.1).

The source_address parameter is encoded in the source address field of the MAC frame (ISO/IEC 8802-5,
3.2.4.2).

Themac_service data unit parameter is encoded in the information field (ISO/IEC 8802-5, 3.2.6).

The user_priority parameter associated with user_data frames is encoded in the YYY bits of the frame
control field (ISO/IEC 8802-5, 3.2.3).

The frame_check _sequence parameter is encoded in the FCS field of the MAC frame (1SO/IEC 8802-5,
3.2.7). The FCS is computed as a function of the frame control, destination address, source address, and
information fields. If an M_UNITDATA .request primitive is not accompanied by this parameter, it is calcu-
lated in accordance with 1SO/IEC 8802-5, 3.2.7.

The Address Recognized (A) bitsin the Frame Status field of a frame I SO/IEC 8802-5, 3.2.9) may be set to
1 if an M_ UNITDATA.indication primitive with frame_type and mac_action parameter values of
user_data frame and request_with_no_response respectively is generated, or if such an indication would be
generated if buffering had been available; otherwise the A bits shall not be set except as required by ISO/IEC
8802-5.
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If the A bits are set to 1, the Frame Copied (C) bits (ISO/IEC 8802-5, 3.2.9) may be set to 1 to reflect the
availability of receive buffering; otherwise the C bits shall not be set.

In order to support the MAC Internal Sublayer Service, a Token Ring Bridge must be capable of recognizing
and removing frames transmitted by itself, even though they can carry a source address different from that of
the Bridge Port that transmitted them.

6.5.4 Support by fibre distributed data interface (FDDI)

The FDDI access method is specified in 1SO 9314-2. Clause 6 of that standard specifies Services, and
Clauses 7 and 8 specify Facilities and Operation, respectively.

On receipt of a valid frame (1SO 9314-2, 8.3.1) that was not transmitted by the Bridge Port’s loca MAC
entity, with the first bit of the source address equal to zero, an M_UNITDATA..indication primitive is gener-
ated. The parameters associated with the primitive are derived from the frame fields as specified shortly
below.

The Address Recognized (A) indicator in the Frame Status field of the frame (1SO 9314-2, 7.3.8) on thering
from which it was received shall not be set except as required by | SO 9314-2. The Frame Copied (C) indica-
tor (ISO 9314-2, 7.3.8) may be set if an M_UNITDATA.indication primitive with frame type and
mac_action parameter values of user_data frame and request_with_no_response, respectively, is generated,
if the frame is to be forwarded, and if receive buffering is available. Otherwise, the C indicator shall not be
altered except as required by 1SO 9314-2.

NOTE—This specification of the setting of the C indicator by 1SO 9314-2 MAC Bridges enhances that given in ISO
9314-2. A Bridge can be required by 1SO 9314-2 to alter the A and/or C indicators when receiving a frame addressed to
the Bridge as an FDDI end station, or when receiving a frame associated with the operation of the FDDI MAC

The parameters associated with the M_UNITDATA.indication that is generated on receipt of a frame now
follow:

The frame_type parameter is encoded in the frame format bits (CL, FF, and ZZZZ hits) of the Frame Con-
trol field (1ISO 9314-2, 7.3.3). The bit pattern OLO1rXXX denotes a user_data frame (asynchronous LLC
frame, where L represents the address length and can be 0 or 1, r is reserved and can be received as 0 or 1,
and XXX can range from 000 to 111). All other bit patterns yield a frame_type parameter value of
not_user_data frame.

The mac_action parameter takes only the value request_with_no_response and is not explicitly encoded in
MAC frames.

The destination_address parameter is enclosed in the destination address field of the MAC frame (1SO
9314-2, 7.3.4-7.3.4.1).

The source_address parameter is encoded in the source address field of the MAC frame (1SO 9314-2,
7.34-7.34.2).

Themac_service data unit parameter is encoded in the information field (1SO 9314-2, 7.3.5).

The user_priority parameter associated with user_data framesis encoded in the PPP bits of the frame con-
trol field (1SO 9314-2, 7.3.3.4) when the frame is an asynchronously transmitted LLC frame whose frame
control field value is OL010PPP, where L represents the address length (1SO 9314-2, 7.3.3.2).
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The frame_check_sequence parameter is encoded in the Frame Check Sequence Field of the MAC frame
(1SO 9314-2, 7.3.6). The frame_check_sequence is computed as a function of the frame control, destination
address, source address, and information fields.

On receipt of an M_UNITDATA.request primitive, the local MAC entity composes a frame using the param-
eters supplied as specified above, appending the frame control, destination address, source address, and
frame check sequence to the user data, and enqueuing the frame for transmission on reception of a suitable
token (1SO 9314-2, 8.3.1). On transmission, the preamble, starting delimiter, ending delimiter, and frame
status fields are added.

If an M_UNITDATA .request primitive is not accompanied by a frame check sequence, one is calculated in
accordance with SO 9314-2, 7.3.6.

The bit pattern of the frame control field shall be OLO1rPPP, indicating an asynchronous LLC frame with L
representing the address length (1SO 9314-2, 7.3.3.2), r being reserved and set to zero, and PPP indicating
the frame's priority (1SO 9314-2, 7.3.3.4).

If the user_priority parameter value is specified, it is encoded in the PPP bits and the access priority (1SO
9314-2, 8.1.4) is derived from the token-holding timer (THT) or otherwise by implementor option. If the
user_priority parameter value is unspecified, the PPP bits shall be set to zero and the access priority derived
from the THT.

In order to support the MAC Internal Layer Service, an FDDI bridge removes frames transmitted by itself as
required by 1SO 9314-2, even though they can carry a source address different from that of the bridge port
that transmitted them.

6.5.5 Support by ISO/IEC 8802-6 (Distributed Queue Dual Bus)

The ISO/IEC 8802-6 access method is specified in I SO/IEC 8802-6. Subclause 5.1 of that standard specifies
the provision of the MAC Serviceto LLC, and Section 6 specifies DQDB Layer Protocol Data Unit (PDU)
formats.

On receipt of an M_UNITDATA .request primitive, the local MAC entity (the MAC Convergence Function
[MCF], ISO/IEC 8802-6, 5.1.1) shall compose an Initial MAC Protocol Data Unit (IMPDU) using the
parameters supplied, by encoding and concatenating a Common PDU Header (1SO/IEC 8802-6, 6.5.1.1), a
MAC Convergence Protocol (MCP) Header (1SO/IEC 8802-6, 6.5.1.2), a Header Extension (1SO/IEC 8802-
6, 6.5.1.3), an INFO field (ISO/IEC 8802-6, 6.5.1.4), a PAD field (ISO/IEC 8802-6, 6.5.1.5), an optional
CRC32 field (1SO/IEC 8802-6, 6.5.1.6) and a Common PDU Trailer (1ISO/IEC 8802-6, 6.5.1.7). The values
set within these headers and trailers are as specified and are in conformance with ISO/IEC 8802-6, 5.1.1.1.1
(Creation of the IMPDU). The IMPDU shall then be presented to the IMPDU Segmentation machine for
transmission (1SO/IEC 8802-6, 5.1.1.1.2).

The frame_type parameter shall take the value user_data_frame and is not explicitly encoded in IMPDUs.

The mac_action parameter shall take the value request_with_no_response and is not explicitly encoded in
IMPDUs.

The Common PDU Header shall be encoded according to |SO/IEC 8802-6, 6.5.1.1.

The destination_address parameter shall be encoded right-justified in the Destination Address (DA) sub-
field of the MCP Header, with the Address Type subfield set to 48 bit_address (binary 1000), and padded
with 12 zeroes to left-fill the 60-bit address field (1SO/IEC 8802-6, 6.5.1.2.1).
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The source_address parameter shall be encoded right-justified in the Source Address (SA) subfield of the
MCP Header, with the Address Type subfield set to 48 hit_address (binary 1000), and padded with 12
zeroes to | eft-fill the 60-bit address field (1SO/IEC 8802-6, 6.5.1.2.1).

The Protocol Identifier (Pl) subfield of the MCP header shall be encoded to decimal 1 (to indicate LLC)
(ISO/IEC 8802-6, 6.5.1.2.4.1).

The PAD Length (PL) subfield of the MCP header shall be encoded according to ISO/IEC 8802-6,
6.5.1.2.4.2.

The Bridging field of the MCP Header shall be set to all zeroes (ISO/IEC 8802-6, 6.5.1.2.6). This field is
reserved for the bridging of 60-bit |SO/IEC 8802-6 PDUs only.

If aHeader Extension field was present in the corresponding data indication, then the Header Extension field
shall be encoded using the received value. Otherwise, the Header Extension field shall be encoded according
to ISO/IEC 8802-6, 5.1.1.1.1, steps 11) and 13).

NOTE—The Header Extension field in ISO/IEC 8802-6 is a MAC-specific facility that is not relevant to the operation of
the MAC Bridge; hence, its valueis not represented in the Internal Sublayer service. However, if the Header Extension is
present in received MAC frames, its valueis preserved in corresponding transmitted frames.

Themac_service data unit parameter shall be encoded into the INFO field of the IMPDU (I1SO/IEC 8802-
6, 6.5.1.4).

The user_priority parameter shall be encoded in the QOS DELAY subfield of the MCP Header (1SO/IEC
8802-6, 6.5.1.2.5.1). The QOS_L OSS subfield of the MCP Header shall be encoded to zero (1SO/IEC 8802-
6, 6.5.1.2.5.2). The CRC32 Indicator Bit (CIB) subfield of the MCP Header shall be set to one if the value of
the frame check sequence parameter is gspecified (ISO/IEC 8802-6, 6.5.1.25.3), or if the
frame_check sequence parameter is unspecified but the FCSis calculated and included in the CRC32 field.
The length of the header_extension parameter shall be encoded in the Header Extension Length (HEL) sub-
field of the MCP Header (1SO/IEC 8802-6, 6.5.1.2.5.4).

The PAD field shall be encoded according to |SO/IEC 8802-6, 6.5.1.5.

The frame_check _sequence parameter, if specified, shall be encoded in the CRC32 field (1SO/IEC 8802-6,
6.5.1.6). If the frame_check_sequence parameter is unspecified, then the implementor has the choice of
either

a) Calculating and including the CRC32 field and setting the CIB to one, or
b)  Not including the CRC32 field and setting the CIB to zero.

The Common PDU Trailer shall be encoded according to |SO/IEC 8802-6, 6.5.1.1.

On receipt of avalid IMPDU by the MCF Receive Block (ISO/IEC 8802-6, 5.1.1.2), and if it is verified to
contain 48-hit addresses by inspecting the Address Type subfield in the destination and source addressfields
(ISO/IEC 8802-6, 6.5.1.2.1), an M_UNITDATA .indication primitive shall be generated, with the parameters
derived from the IMPDU fields as indicated below. In the event that the Address Type does not indicate a
48-bit address, the IMPDU shall be discarded, and no M_UNITDATA.indication primitive shall be gener-
ated.

Theframe_type parameter shall take the value user_data frame sinceit is not explicitly encoded in IMPDUSs.

The mac_action parameter shall take the value request with_no_response since it is not explicitly encoded
in IMPDUs.
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The destination_address parameter shall be given the value of the MSAP address of the Destination
Address (DA) subfield of the MCP Header (ISO/IEC 8802-6, 6.5.1.2.1).

The source_address parameter shall be given the value of the MSAP address of the Source Address (SA)
subfield of the MCP Header (ISO/IEC 8802-6, 6.5.1.2.1).

The mac_service data_unit parameter shall be given the value of the INFO field of the IMPDU (ISO/IEC
8802-6, 6.5.1.4).

The user_priority parameter shall be given the value of the QOS DELAY subfield of the MCP Header
(ISO/IEC 8802-6, 6.5.1.2.5.1).

The frame_check_sequence parameter shall be given the value of the CRC 32 field (ISO/IEC 8802-6,
6.5.1.6) if the CRC32 Indicator Bit (CIB) (ISO/IEC 8802-6, 6.5.1.2.5.3) is set to 1; else it shall be unspeci-
fied.

No special action, above that specified for the support of use of the MAC Service by LLC, isrequired for the
support of the MAC Internal Sublayer Service by the DQDB A ccess Method.

6.5.6 Support by IEEE Std 802.11 (Wireless LANS)

The wireless LAN access method is specified in IEEE Std 802.11. Clause 7 of that standard specifies frame
formats, Clause 9 specifies the MAC sublayer function, and Clause 11 specifies the mandatory MAC sub-
layer management function.

A Bridgeto an 8802-11 LAN shall connect to an 8802-11 Portal, which in turn connects to an 8802-11 Dis-
tribution System. For the purposes of bridging, the service interface presented at the Portal isidentical to the
service interface presented at the 8802-11 MAC SAP. An instance of an 8802-11 Distribution System can be
implemented from 802 LAN components. 8802-11 STAs attach to the Distribution System via an 8802-11
Access Point. A bridge shall not connect to an 8802-11 Independent BSS. For a description of the 8802-11
architecture, see Clause 5 of |EEE Std 802.11.

Onreceipt of an M_UNITDATA . .request primitive the portal constructs aMAC Service Data Unit and passes
it to the MAC Data service for transmission, in accordance with the frame formats and procedures specified
in IEEE Std 802.11, Clauses 6, 7, 9, and Annex C, using the parameters supplied as specified below.

On receipt of avalid MAC Service Data Unit (see |IEEE Std 802.11, Clauses 6, 7, 9, and Annex C), the portal
generates an M_UNITDATA.indication primitive with parameter values derived from the frame fields as
specified below.

The frame_type parameter only takes the value user_data frame. When processing MSDU_from_LLC, the
frame_type of user_data frame shall be translated according to parameters specified in 7.1.3.1 of IEEE Std
802.11 and is explicitly encoded in MAC frames.

The mac_action parameter only takes the value request_with_no_response and is not explicitly encoded.

The destination_address parameter is encoded in MAC frames as the DA described in Table 4 of 7.2.2 of
|EEE Std 802.11.

The source_address parameter is encoded in MAC frames as the SA described in Table 4 of 7.2.2 of IEEE
Std 802.11.
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The mac_service_data_unit parameter is encoded in the Frame Body field (IEEE Std 802.11, 7.1.3.5) of
MAC frames. The length of the MSDU shall be < 2304 octets. The length is not encoded in MAC frames,
but is conveyed in the PHY headers.

The user_priority parameter is not encoded in MAC frames. The user_priority parameter provided in an
M_UNITDATA . .indication primitive shall take the value of the Default_User_Priority parameter for the port
through which the MAC Service Data Unit was received (see 6.4).

The frame_check _sequence parameter is encoded in the Frame Check Sequence (FCS) field of MAC frames
in accordance with IEEE Std 802.11, 7.1.3.6 FCS.

The access priority parameter is not encoded in MAC frames.

No specia action, above that specified in IEEE Std 802.11, is required for the support of the MAC Internal
Sublayer Service by the wireless LAN access method.

6.5.7 Support by ISO/IEC 8802-12 (Demand Priority)

The demand priority access method is specified in ISO/IEC 8802-12. Clause 10 of that standard specifies
frame formats, and Clause 11 specifies the MAC protocol. Two formats of MAC frame are specified, one
compatible with the IEEE Std 802.3 frame format, and one compatible with the |SO/IEC 8802-5 frame for-
mat (a given demand-priority LAN operates using only one of these formats throughout).

Following receipt of an M_UNITDATA..request primitive the local MAC entity constructs and transmits the
corresponding MAC frame as specified in ISO/IEC 8802-12, 11.5.7 (FUNCTION Build_Frame) and 11.6.6
(MAC6_TRANSMIT_FRAME).

On receipt of aMAC frame (ISO/IEC 8802-12, 11.6.5, MAC_READ_FRAME), the local MAC entity gen-
erates an M_UNITDATA.indication primitive as specified in ISO/IEC 8802-12, 11.5.6 (PROCEDURE
Process Received MAC_Frame).

The frame_type parameter only takes the value user_data frame and is not explicitly encoded in MAC
frames.

The mac_action parameter only takes the value request_with_no_response and is not explicitly encoded in
MAC frames.

The destination_address parameter is encoded in the Destination Address (DA) field of the MAC frame
(ISO/IEC 8802-12, 10.2.1 and 10.3.3).

The source_address parameter is encoded in the Source Address (SA) field of the MAC frame (ISO/IEC
8802-12, 10.2.1 and 10.3.3).

Themac _service data unit parameter is encoded in the Datafield (IEEE Std 802.3 frame format, 1SO/IEC
8802-12, 10.2.3) or Information field (1SO/IEC 8802-5 frame format, | SO/IEC 8802-12, 10.3.5) of the MAC
frame.

For the IEEE Std 802.3 frame format, the user_priority parameter is not encoded in the MAC frame, but
corresponds to the | SO/IEC 8802-12 priority value “normal” or “high.” On frame reception, the value “nor-
mal” maps to user_priority O and the value “high” maps to user_priority 4. On frame transmission,
user_priority values 0 through 3 map to “normal” and values 4 through 7 map to “high.”

For the ISO/IEC 8802-5 frame format, the user_priority parameter isencoded intheY Y'Y bits of the Frame
Control field (ISO/IEC 8802-12, 10.3.2.2).
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The access priority parameter in an M_UNITDATA.request primitive is mapped to the ISO/IEC 8802-12
priority value “normal” or “high”: access priority values 0 through 3 map to “normal,” access priority val-
ues 4 through 7 map to “high.”

The frame_check _sequence parameter is encoded in the Frame Check Sequence (FCS) field of the MAC
frame (ISO/IEC 8802-12, 10.2.4 and 10.3.6).

No special action, above that specified in ISO/IEC 8802-12, is required for the support of the MAC Internal
Sublayer Service by the demand-priority access method.

6.6 Filtering services in Bridged LANs

MAC Bridges provide filtering services in Bridged LANS that support some aspects of the maintenance of
Quality of Service; in particular, transit delay, priority, and throughput. In addition, these services provide
for a degree of administrative control over the propagation of particular MAC Addresses in the Bridged
LAN.

The services described are services in the most general sense; i.e., they are descriptions of the functionality
that are made available to the MAC Service user or an administrator in order to control and access filtering
capabilities in Bridged LANSs. The description of each service makes no assumptions in terms of how the
service might be realized. There are at |east the following possibilities:

a) Useof existing protocols and mechanisms, defined in |EEE 802 standards and el sewhere;

b) Use of management functionality, either locally defined or implemented via remote management
protocols;

¢) Other means, standardized or otherwise.
6.6.1 Purpose(s) of filtering service provision
Filtering services are provided in Bridged LANSs for the purposes described in the following subclauses.
6.6.1.1 Administrative control

Filtering services provide for administrative control over the use of particular source and destination
addresses in designated parts of the network. Such control alows network managers and administrators to
limit the extent of operation of network layer and other protocols that make use of individual and group
MAC Addresses by establishing administrative boundaries across which specific MAC Addresses are not
forwarded.

6.6.1.2 Throughput and end station load

Filtering services increase the overall throughput of the network, and reduce the load placed on end stations
caused by the reception of frames that are destined for other end stations. They achieve this end by

a) Limiting frames destined for specific MAC Addresses to parts of the network which, to a high prob-
ability, lie along a path between the source MAC Address and the destination MAC Address;

b) Reducing the extent of group addressed frames to those parts of the network which contain end sta-
tions that are legitimate recipients of that traffic.

NOTE—Some aspects of the filtering services described in this standard are dependent upon the active participation of
end stations. Where such participation is not possible, those aspects of the filtering services will be unavailable.
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6.6.2 Goals of filtering service provision
Thefiltering services provided in Bridged LANS offer a set of capabilities that may be used in order to

a) Allow the MAC Service provider to dynamically learn where the recipients of frames addressed to
individual MAC Addresses are |ocated;

b) Allow end stations that are the potentia recipients of MAC frames destined for group MAC
Addresses to dynamically indicate to the MAC Service provider which destination MAC
Address(es) they wish to receive;

¢) Exercise administrative control over the extent of propagation of specific MAC Addresses.

6.6.3 Users of filtering services
Thefiltering services provided in Bridged LANS are available to the following users:

a)  Network management and administration, for the purposes of applying administrative control. Inter-
actions between administrators of the network and the filtering service provider may be achieved by
local means or by means of explicit management mechanisms;

b) End stations, for the purposes of controlling the destination addresses that they will receive. Interac-
tions between end stations and the filtering service provider may be implicit, asis the case with the
filtering services provided by the Learning Process (7.8), or by explicit use of filtering service prim-
itives.

6.6.4 Basis of service

All filtering services in Bridged LANSs rely on the establishment of filtering rules, and subsequent filtering
decisions, that are based on the value(s) contained in the Source or Destination MAC Addressfieldsin MAC
frames propagated in the Bridged LAN.

NOTE—The filtering services defined by this standard are based on source address learning and filtering on destination
address.

6.6.5 Categories of service
Filtering servicesin Bridged LANs fall into the following categories:

a) BasicFiltering Services. These services are supported by the Forwarding Process (7.7) and by Static
Filtering Entries (7.9.1) and Dynamic Filtering Entries (7.9.2) in the Filtering Database. The infor-
mation contained in the Dynamic Filtering Entries is maintained through the operation of the Learn-
ing Process (7.8).

b) Extended Filtering Services. These services are supported by the Forwarding Process (7.7), and the
Static Filtering Entries (7.9.1) and Group Registration Entries (7.9.3) in the Filtering Database. The
information contained in the Group Registration Entries is maintained through the operation of
GMRP (10). The categories of Extended Filtering Service are as follows:

1) Support of dynamic Group forwarding and filtering behavior;

2) The ability for static filtering information for individual MAC Addresses to specify a subset of
Ports for which forwarding or filtering decisions are taken on the basis of dynamic filtering
information.

NOTE—Basic Filtering Services as defined in this standard correspond exactly to the filtering capabilities provided by
the MAC Bridges standard in its previously published form, ISO/IEC 10038: 1993 [IEEE Std 802.1D, 1993 Edition].

All Bridges shall support Basic Filtering Services. Support of either category of Extended Filtering Services
by aBridge is optional.

26 Copyright © 1998 IEEE. Al rights reserved.



MEDIA ACCESS CONTROL (MAC) BRIDGES ANSI/IEEE Std 802.1D, 1998 Edition

6.6.6 Service configuration

In the absence of explicit information in the Filtering Database, the behavior of the Forwarding Process with
respect to the forwarding or filtering of frames destined for group MAC Addresses depends upon the catego-
ries of service supported by the Bridge.

Basic Filtering Services support the filtering behavior required for regions of a Bridged LAN in which
potential recipients of multicast frames exist, but where either the recipients or the Bridges are either unable
to support the dynamic configuration of filtering information for those group MAC Addresses, or the recipi-
ents have a requirement to receive all traffic destined for group MAC Addresses.

Extended Filtering Services support the filtering behavior required for regions of a Bridged LAN in which
potential recipients of multicast frames exist, and where both the potential recipients of frames and the
Bridges are able to support dynamic configuration of filtering information for group MAC Addresses. In
order to integrate this extended filtering behavior with the needs of regions of the network that support only
Basic Filtering Services, Bridges that support Extended Filtering Services can be statically and dynamically
configured to modify their filtering behavior on a per-group MAC Address basis, and also on the basis of the
overal filtering service provided by each outbound Port with regard to multicast frames. The latter capability
permits configuration of the Port’'s default forwarding or filtering behavior with regard to group MAC
Addresses for which no specific static or dynamic filtering information has been configured.

Service configuration provides the ability to configure the overal filtering for the following cases:

a) Bridgesthat only implement Basic Filtering Services;

b) Bridges that support Extended Filtering Services in a heterogeneous environment, where some
equipment is unable to participate in Dynamic Multicast Filtering, or where some equipment (e.g.,
routers) have specific needs to see unfiltered traffic; and

c) Bridges that support Extended Filtering Services in a homogeneous environment, where all equip-
ment is able to participate in Dynamic Multicast Filtering.

6.6.7 Service definition for Extended Filtering Services

The Filtering Services are described by means of service primitives that define particular types of interaction
between MAC Service users and the MAC Service provider across the MAC Service boundary. As these
interactions are not defined between peer entities, they are described simply in terms of service requests sent
from the MAC Service user to the MAC Service provider.

6.6.7.1 Dynamic registration and de-registration services

These services allow MAC Service users dynamic control over the set of destination Group MAC Addresses
that they will receive from the MAC Service provider, by

a) Registering/de-registering membership of specific Groups associated with those addresses;
b) Registering/de-registering their service requirements with regard to the overall forwarding/filtering
behavior for Groups.

Provision of these services is achieved by means of GMRP and its associated procedures, as described in
Clause 10.

NOTE—The intent of these servicesis to provide the MAC Service user with dynamic control over access to multicast
data streams, for example, multiple video channels made available by a server using a different group MAC Address for
each channel. The ability to both register and de-register Group membership, coupled with the filtering action associated
with the Group membership, limits the impact of such services on the bandwidth available in the Bridged LAN. These
services can be used to control the reception of other categories of multicast traffic, for similar reasons.

Copyright © 1998 IEEE. All rights reserved. 27



ANSI/IEEE Std 802.1D, 1998 Edition LOCAL AND METROPOLITAN AREA NETWORKS:

REGISTER_GROUP_MEMBER (MAC_ADDRESS)

Indicates to the MAC Service provider that the MAC Service user wishes to receive frames containing the
group MAC Address indicated in the MAC_ADDRESS parameter as the destination address. The MAC
Addresses that can be carried by this parameter do not include

a) Anyindividua address;
b)  Any of the Reserved Addresses identified in Table 7-9;
c) Any of the GARP Application addresses, as defined in Table 12-1.

DEREGISTER_GROUP_MEMBER (MAC_ADDRESS)

Indicates to the MAC Service provider that the end station no longer wishes to receive frames containing the
group MAC Address indicated in the MAC_ADDRESS parameter as the destination address.

REGISTER_SERVICE_REQUIREMENT (REQUIREMENT_SPECIFICATION)

Indicates to the MAC Service provider that the MAC Service user has a requirement for any devices that
support Extended Filtering Services to forward frames in the direction of the Mac Service User in accor-
dance with the definition of the service requirement defined by the REQUIREMENT_SPECIFICATION
parameter. The values that can be carried by this parameter are

a) Forward All Groups;
b) Forward Unregistered Groups.

DEREGISTER_SERVICE_REQUIREMENT (REQUIREMENT_SPECIFICATION)

Indicates to the MAC Service provider that the MAC Service user no longer has a requirement for any
devices that support Extended Filtering Services to forward framesin the direction of the Mac Service User
in accordance with the definition of the service requirement defined by the
REQUIREMENT _SPECIFICATION parameter. The values that can be carried by this parameter are

a) Forward All Groups;
b) Forward Unregistered Groups.

The use of these services can result in the propagation of group MAC Address and service requirement
information across the Spanning Tree, affecting the contents of Group Registration Entries (7.9.3) in Bridges
and end stations in the Bridged LAN, and thereby affecting the frame forwarding behavior of the Bridges
and end stations with regard to multicast frames.
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7. Principles of operation
This clause establishes the principles and amodel of the operation of a Bridge as follows:
a) Explainsthe principal elements of Bridge operation and lists the functions that support these.

b) Establishes an architectural model for a Bridge that governs the provision of these functions.
c) Provides a model of the operation of a Bridge in terms of Processes and Entities that support the

functions.
d) Details the addressing requirements in a Bridged LAN and specifies the addressing of Entitiesin a
Bridge.

7.1 Bridge operation
The principal elements of Bridge operation are

a) Relay and filtering of frames.
b) Maintenance of the information required to make frame filtering and relaying decisions.
¢) Management of the above.

7.1.1 Relay

A MAC Bridge relays individual MAC user data frames between the separate MACs of the Bridged LANs
connected to its Ports. The order of frames shall be preserved as defined in 7.7.3.

The functions that support the relaying of frames and maintain the Quality of Service supported by the
Bridge are

a)  Framereception.

b) Discard onreceived framein error (6.3.2).

¢) Frame discard if the frame type is not user_data frame, or if its mac_action parameter is not
request_with_no_response (6.4).

d) Regeneration of user priority, if required (6.4).

e) Framediscard following the application of filtering information.

f)  Framediscard on transmittable service data unit size exceeded (6.3.8).

g) Forwarding of received frames to other Bridge Ports.

h)  Selection of traffic class, following the application of filtering information.

i) Queuing of frames by traffic class.

j)  Framediscard to ensure that a maximum bridge transit delay is not exceeded (6.3.6).

k)  Selection of queued framesfor transmission.

)  Selection of outbound access priority (6.3.9).

m) Mapping of service data units and recal culation of Frame Check Sequence, if required (6.3.7, 7.7.6).

n)  Frame transmission.

7.1.2 Filtering and relaying information
A Bridgefiltersframes, i.e., does not relay frames received by a Bridge Port to other Ports on that Bridge, in
order to prevent the duplication of frames (6.3.4). The function that supports the use and maintenance of

information for this purposeis

a) Calculation and configuration of Bridged LAN topol ogy.
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A Bridge also filters frames in order to reduce traffic in parts of the Bridged LAN that do not lie in the path
between the source and destination of that traffic. The functions that support the use and maintenance of
information for this purpose are:

b)  Permanent configuration of reserved addresses.
¢) Explicit configuration of static filtering information.

d) Automatic learning of dynamic filtering information for unicast destination addresses through obser-
vation of source addresses of Bridged LAN traffic.

e) Ageing out of dynamic filtering information that has been learned.
f)  Automatic addition and removal of dynamic filtering information as a result of GMRP protocol

exchanges.
A Bridge classifies frames into traffic classes in order to expedite transmission of frames generated by criti-
cal or time-sensitive services. The function that supports the use and maintenance of information for this
purposeis
g) Explicit configuration of traffic class information associated with the Ports of the Bridge.
7.1.3 Bridge Management

The functions that support Bridge Management control and monitor the provision of the above functions.
They are specified in Clause 14.

7.2 Bridge architecture
7.2.1 Architectural model of a Bridge

Figure 7-1 gives an example of the physical topology of aBridged LAN. The component LANSs are intercon-
nected by means of MAC Bridges; each Port of a MAC Bridge connects to asingle LAN. Figure 7-2 illus-
trates a Bridge with two Ports, and Figure 7-3 illustrates the architecture of such a Bridge.

A Bridgeis modeled as consisting of

a) A MAC Relay Entity that interconnects the Bridge's Ports;
b) Atleast two Ports;
c) Higher layer entities, including at |east a Bridge Protocol Entity.

7.2.2 MAC Relay Entity

The MAC Relay Entity handles the MAC method independent functions of relaying frames between Bridge
Ports, filtering frames, and learning filtering information. It uses the Internal Sublayer Service provided by
the separate MAC Entities for each Port. (The Internal Sublayer Service and its support are described in 6.4
and 6.5.) Frames are relayed between Ports attached to different LANS.

7.2.3 Ports

Each Bridge Port transmits and receives frames to and from the LAN to which it is attached. An individual
MAC Entity permanently associated with the Port provides the Internal Sublayer Service used for frame
transmission and reception. The MAC Entity handles all the MAC method dependent functions (MAC proto-
col and procedures) as specified in the relevant standard for that IEEE 802 LAN MAC technology.
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Figure 7-1—A Bridged local area network

7.2.4 Higher Layer Entities

The Bridge Protocol Entity handles calculation and configuration of Bridged LAN topol ogy.

The Bridge Protocol Entity and other higher layer protocol users, such as Bridge Management (7.1.3) and
GARRP application entities including GARP Participants (Clause 12), make use of Logical Link Control pro-
cedures. These procedures are provided separately for each Port, and use the MAC Service provided by the

individual MAC Entities.
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Figure 7-2—Bridge ports
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Figure 7-3—Bridge architecture

7.3 Model of operation

The model of operation issimply abasis for describing the functionality of the MAC Bridge. It isin no way
intended to constrain real implementations of a MAC Bridge; these may adopt any internal model of opera-
tion compatible with the externally visible behavior that this standard specifies. Conformance of equipment
to this standard is purely in respect of observable protocol.
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Subclauses 7.5 and 7.6 specify the MAC Relay Entity’s use of the Internal Sublayer Service. State informa-
tion associated with each Port governs the Port’s participation in the Bridged LAN. (Port States are specified
in detail in 8.4.)

Frames are accepted for transmission and delivered on reception to and from Processes and Entities that
model the operation of the MAC Relay Entity in aBridge. These are

a) TheForwarding Process (7.7), which forwards received frames that are to be relayed to other Bridge
Ports, filtering frames on the basis of information contained in the Filtering Database (7.9) and on
the state of the Bridge Ports (7.4);

b) The Learning Process (7.8), which by observing the source addresses of frames received on each
Port, updates the Filtering Database (7.9), conditionally on the Port state (7.4);

¢) TheFiltering Database (7.9), which holdsfiltering information and supports queries by the Forward-
ing Process as to whether frames with given values of the destination MAC Address field should be
forwarded to a given Port.

Each Bridge Port also functions as an end station providing the MAC Service to LLC, which, in turn, sup-
ports operation of the Bridge Protocol Entity (7.10) and of other possible users of LLC, such as protocols
providing Bridge Management (7.11).

Each Bridge Port shall support the operation of LLC Type 1 procedures in order to support the operation of
the Bridge Protocol Entity. Bridge Ports may support other types of LLC procedures, which may be used by
other protocols.

Figure 7-4 illustrates a single instance of frame relay between the Ports of a Bridge with two Ports.

Port State Port State
Informatlonr\\ - —/I Informatlon
-—-=- Forwardlng L— ===
Process
L — — )

L _/F_ -1

Filtering |
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Reception Transmission
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Figure 7-4—Relaying MAC frames
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Figure 7-5 illustrates the inclusion of information carried by a single frame, received on one of the Ports of a
Bridge with two Ports, in the Filtering Database.
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Figure 7-5—Observation of network traffic

Figure 7-6 illustrates the reception and transmission of Bridge Protocol Data Units by the Bridge Protocol
Entity.
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Figure 7-6—OQOperation of inter-bridge protocol
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Figure 7-7 illustrates the reception and transmission of GARP Protocol Data Units by a GARP Protocol
Entity (7.10).
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Figure 7-7—Operation of the GARP protocol

7.4 Port States, Active Ports, and the active topology

State information associated with each Bridge Port governs whether or not it participates in relaying MAC
frames. A Port can be disabled by management, in which caseit plays no part in the operation of the Bridged
LAN; a Port that is not disabled can be dynamically excluded from participation in frame relaying by opera-
tion of the Spanning Tree algorithm. If neither of these appliesto a Port, it is described as forwarding.

The active topology of a Bridged LAN at any time is the set of communication paths formed by intercon-
necting the LANSs and Bridges by the forwarding Ports. The function of the distributed Spanning Tree algo-
rithm (Clause 8) is to construct an active topology that is simply connected relative to communication
between any given pair of MAC Addresses used to address end stations on the LANS.

Figure 7-6 illustrates the operation of the Bridge Protocol Entity, which operates the Spanning Tree Algo-
rithm and itsrelated protocols, and its modification of Port state information as part of determining the active
topology of the Bridged LAN. The Port states associated with the determination of the active topology are
specified in detail in 8.4.

Figure 7-4 illustrates the Forwarding Process's use of Port state information: first, for a Port receiving a
frame, in order to determine whether the received frame isto be relayed through any other Ports; and second,
for another Port in order to determine whether the relayed frame is to be forwarded through that particular
Port.

Theincorporation of end station location information in the Filtering Database by the Learning Process also
depends on the active topology. If information associated with frames received on a Port is to be incorpo-
rated in the Filtering Database by the Learning Process, then the Port is described as being in a learning
state; otherwise, it isin anonlearning state. Figure 7-5 illustrates the use of the Port state information for a
Port receiving a frame, by the Learning Process, in order to determine whether the station location informa-
tion isto be incorporated in the Filtering Database.
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7.5 Frame reception

Theindividual MAC Entity associated with each Bridge Port examines all frames transmitted on the LAN to
which it is attached.

All error-free received frames give rise to M_UNITDATA indication primitives, which shall be handled as
follows.

NOTE—A framethat isin error, as defined by the relevant MAC specification, is discarded by the MAC Entity without
giving riseto any M_UNITDATA indication; see 6.4.

Frames with M_UNITDATA.indication primitive frame type and mac action parameter values of
user_data frame and request_with_no_response, respectively (6.4), shall be submitted to the Learning and
Forwarding Processes.

Frames with other values of frame_type and mac_action parameters (e.g., request_with_response and response
frames), shall not be submitted to the Forwarding Process. They may be submitted to the Learning Process.

Frames with a frame_type of user_data frame and addressed to the Bridge Port as an end station shall be
submitted to LL C. Such frames carry either the individual MAC Address of the Port or a group address asso-
ciated with the Port (7.12) in the destination address field. Frames submitted to LL C can also be submitted to
the Learning and Forwarding Processes, as specified above.

Frames addressed to a Bridge Port as an end station, and relayed to that Bridge Port from other Bridge Ports
in the same Bridge by the Forwarding Process, shall also be submittedto LLC.

No other frames shall be submitted to LLC.
7.5.1 Regenerating user priority

The user_priority of received frames is regenerated using priority information contained in the frame and the
User Priority Regeneration Table for the reception Port. For each reception Port, the User Priority Regeneration
Table has eight entries, corresponding to the eight possible values of user_priority (O through 7). Each entry
specifies, for the given value of received user_priority, the corresponding Regenerated user_priority value.

NOTE 1—IEEE 802 LAN technologies signal a maximum of 8 user_priority values. Annex H.2 contains further expla-
nation of the use of user_priority values and how they map to traffic classes.

Table 7-1 defines the default values of Regenerated user priority for the eight possible values of the
user_priority parameter received in a data indication; these values shall be used as the initial values of the
corresponding entries of the User Priority Regeneration Table for each Port.

Optionally, the ability to modify the values in the User Priority Regeneration Table by management means
may be supported, as described in Clause 14. If this capability is provided, the value of the table entries may
be independently settable for each reception Port and for each value of received user_priority, and the Bridge
may have the capability to use the full range of values in the parameter ranges specified in Table 7-1.

NOTE 2—It is important to ensure that the regeneration and mapping of user priority within the Bridge is consistent
with the end-to-end significance attached to that user priority in the Bridged LAN. Within a given Bridge, the values
chosen for the User Priority Regeneration Table for a given Port should be consistent with the priority to be associated
with traffic received through that Port across the rest of the Bridged LAN, and should generate appropriate access prior-
ity values for each MAC method. The user priority value regenerated via the User Priority Regeneration Table on recep-
tionisused:

— Viathetraffic class table (7.7.3) to determine the traffic class for a given outbound Port, and

— Viafixed, MAC method specific mappings (7.7.5) to determine the access priority that will be used for a given out-

bound MAC method.
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Table 7-1 shows the default values for the regeneration of user priority. Table 7-2 shows the default values for the traffic
classtable, for all possible numbers of supported traffic classes. Table 7-3 shows the fixed mappings from user priority to
access priority that are required for different outbound MAC methods.

Table 7-1—User Priority Regeneration

Priorty | User Pronty | Range
0 0 0-7
1 1 0-7
2 2 0-7
3 3 0-7
4 4 0-7
5 5 0-7
6 6 0-7
7 7 0-7

7.6 Frame transmission

The individual MAC Entity associated with each Bridge Port transmits frames submitted to it by the MAC
Relay Entity.

Relayed frames are submitted for transmission by the Forwarding Process. The M_UNITDATA. .request
primitive associated with such frames conveys the values of the source and destination address fields
received in the corresponding M_UNITDATA.indication primitive.

LLC Protocol Data Units are submitted by LLC as a user of the MAC Service provided by the Bridge Port.
Frames transmitted to convey such Protocol Data Units carry the individual MAC Address of the Port in the
source address field.

Each frame is transmitted subject to the MAC procedures to be observed for that specific IEEE 802 LAN
technology. The values of the frame_type and mac _action parameters of the corresponding M_UNIT-
DATA .request primitive shall be user_data frame and request_with_no_response, respectively (6.5).

Frames transmitted following a request by the LLC user of the MAC Service provided by the Bridge Port
shall also be submitted to the MAC Relay Entity.

7.7 The Forwarding Process

Frames submitted to the Forwarding Process after being received at any given Bridge Port (7.5) shall be for-
warded through the other Bridge Ports subject to the constituent functions of the Forwarding Process. These
functions enforce topology restrictions (7.7.1), use filtering database information to filter frames (7.7.2),
queue frames (7.7.3), select queued frames for transmission (7.7.4), map priorities (7.7.5), and recalculate
FCSif required (7.7.6).
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The Forwarding Process functions are described in 7.7.1-7.7.6 in terms of the action taken for a given frame
received on a given Port (termed “the reception Port”). The frame can be forwarded for transmission on
some Ports (termed “transmission Ports’), and is discarded without being transmitted at the other Ports.

NOTE—The model of operation of the Forwarding Process described in this standard is limited to the operation of the
relay function of the MAC Bridge, and does not take into consideration what may occur in real implementations once
frames are passed to the MAC for transmission. In some MAC implementations, and under some traffic conditions, a
degree of indeterminacy may be introduced between the modeled description of the process of passing selected framesto
the MAC for transmission and the actual sequence of frames as visible on the LAN medium itself. Examples can be
found in the handling of access priority in Token-Passing Bus MACs, or in the effect of different values for Token Hold-
ing Timein FDDI LANSs. Such indeterminacy could result in apparent violation of the queuing/de-queueing and prioriti-
zation rules described for the Forwarding Process, when observing traffic on the medium. As a consequence, in some
implementations of this standard, it may prove to be impossible to test conformance to the standard simply by relating
observed LAN traffic to the described model of the Forwarding Process; conformance tests would have to alow for the
(permissible) behavior of the MAC implementations as well.

Figure 7-4 illustrates the operation of the Forwarding Processin a single instance of frame relay between the
Ports of a Bridge with two Ports. Figure 7-8 illustrates the detailed operation of the Forwarding Process.

SOURCE DESTINATION
PORT STATE PORT STATE Eﬂ AEgA'gg
INFORMATION INFORMATION

7.7.1 7.7.2 7.7.3 QUEUE(S)

FRAME RECEPTION FRAME DISCARD FRAME TRANSMISSION

Figure 7-8—lllustration of the detailed operation of the Forwarding Process

7.7.1 Enforcing topology restriction
Each Port is selected as a potentia transmission Port if, and only if

a)  The Port on which the frame was received was in aforwarding state (8.4), and
b)  The Port considered for transmission isin aforwarding state, and

¢) The Port considered for transmission is not the same as the Port on which the frame was received,
and

d) Thesizeof themac_service data unit conveyed by the frame does not exceed the maximum size of
mac_service data_unit supported by the LAN to which the Port considered for transmission is
attached.

For each Port not selected as a potential transmission Port, the frame shall be discarded.
7.7.2 Filtering frames

Filtering decisions are taken by the Forwarding Process on the basis of
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@) Thedestination MAC Address carried in areceived frame;
b) Theinformation contained in the Filtering Database for that MAC Address and reception Port;
¢) Thedefault Group filtering behavior for the potential transmission Port (7.9.4).

For each potential transmission Port selected asin 7.7.1, the frame shall be forwarded, or discarded (i.e., fil-
tered), on the basis of this information, in accordance with the definition of the Filtering Database entry
types (7.9.1, 7.9.2, and 7.9.3). The required forwarding and filtering behavior is summarized in 7.9.4, 7.9.5,
Table 7-5, Table 7-6, and Table 7-7.

7.7.3 Queuing frames

The Forwarding Process provides storage for queued frames, awaiting an opportunity to submit these for
transmission to the individual MAC Entities associated with each Bridge Port. The order of frames received
on the same Bridge Port shall be preserved for

@) Unicast frames with a given user_priority for a given combination of destination_address and
source_address;

b) Multicast frames with agiven user_priority for agiven destination_address.

The Forwarding Process may provide more than one transmission queue for a given Bridge Port. Frames are
assigned to storage queue(s) on the basis of their user_priority using a traffic class table that is part of the
state information associated with each Port. The table indicates, for each possible value of user_priority, the
corresponding value of traffic class that shall be assigned. Values of user_priority range from O through 7.
Queues correspond one-to-one with traffic classes.

NOTE 1—Annex H.2 contains further explanation of the use of user_priority values and how they map to traffic classes.

For management purposes, up to eight traffic classes are supported by the traffic classtablesin order to allow
for separate queues for each level of user_priority. Traffic classes are numbered O through N-1, where N is
the number of traffic classes associated with a given outbound Port. Management of traffic class information
is optional. Traffic class O corresponds to nonexpedited traffic; nonzero traffic classes are expedited classes
of traffic.

NOTE 2—In agiven Bridge, it is permissible to implement different numbers of traffic classes for each Port. Ports asso-
ciated with MAC methods that support a single transmission priority, such as CSMA/CD, can support more than one
traffic class.

Where the Forwarding Process does not support expedited classes of traffic for a given Port, in other words,
where there is asingle traffic class associated with the Port, all values of user_priority map to traffic class 0.
In bridges that support expedited traffic, the recommended mapping of user_priority to traffic class, for the
number of traffic classes implemented, is as shown in Table 7-2. Each entry in the body of the table is the
traffic class assigned to traffic with agiven user_priority, for a given number of available traffic classes.

A frame queued by the Forwarding Process for transmission on a Port shall be removed from that queue on
submission to the individual MAC Entity for that Port. No further attempt shall be made to transmit the
frame on that Port even if the transmission is known to have failed.

A frame queued by the Forwarding Process for transmission on a Port can be removed from that queue, and
not subsequently transmitted, if the time for which buffering is guaranteed has been exceeded for that frame.

A frame queued for transmission on a Port shall be removed from that queue if that is necessary to ensure
that the maximum bridge transit delay (6.3.6) will not be exceeded at the time at which the frame would sub-
sequently be transmitted.
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Table 7-2—Recommended user priority to traffic class mappings

Number of Available Traffic Classes

1 2 3 4 5 6 7 8

O (Default) | O 0 0 1 1 1 1 2

1 0 0 0 0 0 0 0 0

2 0 0 0 0 0 0 0 1
2>

5 3 ojo o011 2|2]|3
&

o 4 0 1 1 2 2 3 3 4
D

5 0 1 1 2 3 4 4 5

6 0 1 2 3 4 5 5 6

7 0 1 2 3 4 5 6 7

NOTE—The rationale behind the choice of values shown in this
tableisdiscussed in H.2. A consequence of the mapping shown is
that frames carrying the default user priority are given preferen-
tial treatment relative to user priority 1 and 2 in Bridges that
implement four or more Traffic Classes.

A frame gueued for transmission on a Port shall be removed from that queue if the associated Port |eaves the
forwarding state.

Removal of a frame from a queue for any particular Port does not of itself imply that it shall be removed
from a queue for transmission on any other Port.

7.7.4 Selecting frames for transmission

The following algorithm shall be supported by all Bridges as the default algorithm for selecting frames for
transmission:

a) For each Port, frames are selected for transmission on the basis of the traffic classes that the Port
supports. For a given supported value of traffic class, frames are selected from the corresponding
queue for transmission only if all queues corresponding to numerically higher values of traffic class
supported by the Port are empty at the time of selection;

b) For agiven queue, the order in which frames are selected for transmission shall maintain the order-
ing requirement specified in 7.7.3.

Additional agorithms, selectable by management means, may be supported as an implementation option, so
long as the requirements of 7.7.3 are met.

7.7.5 Mapping priority

The user_priority parameter in an M_UNITDATA .request primitive (6.4) shall be equal to the user_priority
parameter in the corresponding data indication.
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The mapping of user_priority to outbound access priority is achieved viafixed, MAC method-specific map-
pings. The access priority parameter in an M_UNITDATA .request primitive (6.4) shall be determined from
the user_priority in accordance with the values shown in Table 7-3 for the MAC method that will receive the
datarequest. The values shown in Table 7-3 are not modifiable by management or other means.

Table 7-3—Outbound access priorities

Outbound Access Priority per MAC method
user_priority | 802.3 | 8802-4 | 8802-5 8802-5 8802-6 | 802.9a% | 8802.11 | 8802-12 | FDDI
(default) | (alternate)
0 0 0 0 4 0 0 0 0 0
1 0 1 1 4 1 0 0 0 1
2 0 2 2 4 2 0 0 0 2
3 0 3 3 4 3 0 0 0 3
4 0 4 4 4 4 0 0 4 4
5 0 5 5 5 5 0 0 4 5
6 0 6 6 6 6 0 0 4 6
7 0 7 6 6 7 0 0 4 6

8 n the absence of adefinition in 6.5 of support by |EEE Std 802.9a-1995, it is assumed that for this MAC method, access
priority O will map to “low.”

The table shows two columns for the 8802-5 MAC method. The mapping in the column marked “8802-5
(aternate)” is included in order to permit backwards compatibility with equipment manufactured in accor-
dance with ISO/IEC 10038: 1993; however, the use of this mapping reduces the number of available access
priority values to three. For this reason, it is recommended that the column marked “8802-5 (default)” be
supported as the default mapping where backward compatibility is not an issue.

7.7.6 Recalculating FCS

Where a frame is being forwarded between two individual MAC Entities of the same |IEEE 802 LAN type,
and relaying the frame involves no changes to the data that is within the FCS coverage, the FCSreceived in
the M_UNITDATA .indication primitive may be supplied in the corresponding M_UNITDATA.request prim-
itive and not recalculated (6.3.7).

Where aframeis being forwarded between two individual MAC Entities of different types, recalculation of
the FCS is necessary if the differences between the MAC methods is such that an FCS calculated according
to the MAC procedures for the destination MAC method would differ from the FCS carried by the received
frame, or if relaying the frame involves changes to the data that are within the FCS coverage. Where neces-
sary, the FCSis recalculated according to the specific MAC procedures of the transmitting MAC Entity.

NOTE—There are two possibilities for recreating a valid FCS. The first is to generate a new FCS by algorithmically
modifying the received FCS, based on knowledge of the FCS algorithm and the transformations that the frame has
undergone between reception and transmission. The second isto rely on the normal MAC procedures to recalculate the
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FCS for the outgoing frame. The former approach may be preferable in terms of its ability to protect against increased
levels of undetected frame errors. Annex G discusses these possibilities in more detail. The frame_check_sequence
parameter of the Internal Sublayer Service (6.4) is able to signal the validity, or otherwise, of the FCS; an unspecified
value in this parameter in a data request indicates to the transmitting MAC that the received FCS is no longer valid, and
the FCS must therefore be recal culated.

FCS recalculation is necessary if any of the following conditions are true:

a) The agorithm used to determine the FCS differs between the MAC methods used by the two MAC
Entities,

b) The FCS coverage differs between the MAC methods used by the two MAC Entities;

¢) Relaying the frame between the two MAC entities involves changes to the data that are within the
coverage of the FCS.

7.8 The Learning Process

The Learning Process observes the source addresses of frames received on each Port and updates the Filter-
ing Database conditionally on the state of the receiving Port.

Frames are submitted to the Learning Process by the individual MAC Entities associated with each Bridge
Port as specifiedin 7.5.

The Learning Process may deduce the path through the Bridged LAN to particular end stations by inspection
of the source address field of received frames. It shall create or update a Dynamic Filtering Entry (7.9, 7.9.2)
in the Filtering Database, associating the Port on which the frame was received with the MAC Addressin the
source address field of the frame, if and only if

a) ThePort on which the frame was received isin a state that allows learning (8.4), and

b) The source address field of the frame denotes a specific end station, i.e., is not a group address, and

¢) No Static Filtering Entry (7.9, 7.9.1) for the associated MAC Address exists in which the Port Map
specifies Forwarding or Filtering for that Port, and

d) Theresulting number of entries would not exceed the capacity of the Filtering Database.

If the Filtering Database is already filled up to its capacity, but a new entry would otherwise be made, then an
existing entry may be removed to make room for the new entry.

Figure 7-5 illustrates the operation of the Learning Process in the inclusion of station location information
carried by a single frame, received on one of the Ports of a Bridge, in the Filtering Database.

7.9 The Filtering Database

The Filtering Database supports queries by the Forwarding Process as to whether frames received by the
Forwarding Process from a given reception Port, and with given values of destination MAC Address param-
eter, are to be forwarded through a given potential transmission Port (7.7.1, 7.7.2). It contains filtering infor-
mation in the form of filtering entries that are either

a) Static, and explicitly configured by management action; or
b) Dynamic, and automatically entered into the Filtering Database by the normal operation of the
bridge and the protocolsit supports.

A single entry type, the Static Filtering Entry, represents al static information in the Filtering Database, for
individual and for group MAC Addresses. It allows administrative control of
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c¢) Forwarding of frames with particular destination addresses; and

d) Theinclusion in the Filtering Database of dynamic filtering information associated with Extended
Filtering Services, and use of thisinformation.

The Filtering Database shall contain entries of the Static Filtering Entry type.

Static filtering information is added to, modified, and removed from the Filtering Database only under
explicit management control. It shall not be automatically removed by any ageing mechanism. Management
of static filtering information may be carried out by use of the remote management capability provided by
Bridge Management (7.11) using the operations specified in Clause 14.

Two entry types are used to represent dynamic filtering information. Dynamic Filtering Entries are used to
specify the ports on which individual addresses have been learned. They are created and updated by the
Learning Process (7.8), and are subject to ageing and removal by the Filtering Database. Group Registration
Entries support the registration of group MAC Addresses. They are created, updated, and removed by the
GMRP protocol in support of Extended Filtering Services (6.6.5, 7.9.3, and Clause 10). Dynamic filtering
information may be read by use of the remote management capability provided by Bridge Management
(7.11) using the operations specified in Clause 14.

Both static and dynamic entries comprise

e) A MAC Address specification;

f) A Port Map, with a control element for each outbound Port to specify filtering for the MAC Address
specification.

The Filtering Services supported by a Bridge (Basic and Extended Filtering Services) determine the default
behavior of the Bridge with respect to the forwarding of frames destined for group MAC Addresses. In
Bridges that support Extended Filtering Services, the default forwarding behavior of each Port for group
MAC Addresses can be configured both statically and dynamically by means of Static Filtering Entries and/
or Group Registration Entries that can carry the following MAC Address specifications:

g) All Group Addresses, for which no more specific Static Filtering Entry exists;

h)  All Unregistered Group Addresses (i.e., al group MAC Addresses for which no Group Registration
Entry exists), for which no more specific Static Filtering Entry exists.

NOTE—TheAll Group Addresses specification (item g above), when used in a Static Filtering Entry with an appropriate
control specification, provides the ability to configure a Bridge that supports Extended Filtering Services to behave as a
Bridge that supports only Basic Filtering Services on some or al of its Ports. This might be done for the following rea-
sons:

— The Ports concerned serve “legacy” devices that wish to receive multicast traffic, but are unable to register Group
membership;

— The Ports concerned serve devices that need to receive all multicast traffic, such as routers or diagnostic devices.
The Filtering Database shall support the creation, updating, and removal of Dynamic Filtering Entries by the

Learning Process (7.8). In Bridges that support Extended Filtering Services, the Filtering Database shall
support the creation, updating, and removal of Group Registration Entries by GMRP (Clause 10).

Figure 7-4 illustrates the use of the Filtering Database by the Forwarding Process in a single instance of
frame relay between the Ports of a Bridge with two Ports.

Figure 7-5 illustrates the creation or update of a dynamic entry in the Filtering Database by the Learning
Process.
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Figure 7-6 illustrates the operation of the Bridge Protocol Entity (7.10), which operates the Spanning Tree
Algorithm and Protocol, and its notification of the Filtering Database of changes in active topology signaled
by that protocol.

7.9.1 Static Filtering Entries
A Static Filtering Entry specifies

a) A MAC Address specification, comprising
1) AnIndividual MAC Address; or
2) A Group MAC Address; or
3) All Group Addresses, for which no more specific Static Filtering Entry exists; or
4)  All Unregistered Group Addresses, for which no more specific Static Filtering Entry exists.
b) A Port Map, containing acontrol element for each outbound Port, specifying that aframe with a des-
tination MAC Address that meets this specification isto be
1) Forwarded, independently of any dynamic filtering information held by the Filtering Database;
or
2) Filtered, independently of any dynamic filtering information; or
3) Forwarded or filtered on the basis of dynamic filtering information, or on the basis of the
default Group filtering behavior for the outbound Port (7.9.4) if no dynamic filtering informa-
tion is present specifically for the MAC Address.

All Bridges shall have the capability to support the first two values for the MAC Address specification, and
the first two values for each control element for all Static Filtering Entries (i.e., shall have the capability to
support al, a2, bl, and b2 above).

A Bridge that supports Extended Filtering Services shall have the capability to support all four values for the
MAC Address specification and all three control element values for Static Filtering Entries that specify
group MAC Addresses, and may have the capability to support all three control element values for Static Fil-
tering Entries that specify individual MAC Addresses (i.e., shall have the capability to support al through
a4, and may have the capability to support b3, in addition to support of b1 and b2).

For a given MAC Address specification, a separate Static Filtering Entry with a distinct Port Map may be
created for each inbound Port from which frames are received by the Forwarding Process.

In addition to controlling the forwarding of frames, Static Filtering Entries for group MAC Addresses pro-
vide the Registrar Administrative Control values for the GMRP protocol (10, 12, 12.9.1). Static configura-
tion of forwarding of specific group addressed frames to an outbound port indicates Registration Fixed on
that port: a desire to receive frames addressed to that Group even in the absence of dynamic information.
Static configuration of filtering of frames which might otherwise be sent to an outbound port indicates Reg-
istration Forbidden. The absence of a Static Filtering Entry for the group address, or the configuration of for-
warding or filtering on the basis of dynamic filtering information, indicates Normal Registration.

NOTE—The possibility of configuring a number of Static Filtering Entries, each for a different inbound port or ports,
can appear to complicate registration controls. Group registration is propagated across the Bridge to the inbound Port,
and that Port acts asa GMRP Applicant if any part of the propagated information indicates a desire to receive frames for
the Group. Such frames will be filtered from Ports that do not wish to receive them, and correct operation is maintained.

7.9.2 Dynamic Filtering Entries
A Dynamic Filtering Entry specifies

a) Anindividual MAC Address;
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b) A Port Map consisting of a control element that specifies forwarding of frames destined for that
MAC Addressto asingle Port.

NOTE 1—This is equivalent to specifying a single port number; hence, this specification is directly equivalent to the
specification of dynamic entriesin |SO/IEC 10038: 1993.

Dynamic Filtering Entries are created and updated by the Learning Process (7.8). They shall be automati-
cally removed after a specified time, the Ageing Time, has elapsed since the entry was created or last
updated. No more than one Dynamic Filtering Entry shall be created in the Filtering Database for a given
MAC Address.

A Dynamic Filtering Entry shall not be created or updated by the Learning Process if any Static Filtering
Entry already exists for this MAC Address with a control element specification, for the outbound Port speci-
fied by the Learning Process, that specifies forwarding or filtering irrespective of dynamic filtering informa-
tion.

NOTE 2—For Bridges that do not permit the (optional) ability of Static Filtering Entries to specify forwarding or filter-
ing on the basis of dynamic filtering information (see 7.9.1), including Bridges that conform to 1SO/IEC 10038: 1993,
this effectively prevents the creation of Dynamic Filtering Entries where a Static Filtering Entry exists for the same
MAC Address. This in turn ensures that these Bridges continue to conform to their own specification, which prohibits
creation of a Dynamic Filtering Entry if a Static Filtering Entry already exists.

For Bridges that do permit the ability of Static Filtering Entriesto specify forwarding or filtering on the basis of dynamic
filtering information, it is possible for Dynamic and Static Filtering Entries to exist for the same MAC Address, as long
as the address is not learned on a Port for which there is a Static Filtering Entry that specifies “forwarding or filtering
independently of any dynamic filtering information.”

The facility provided by this updated specification allows source address learning to be confined to a subset of Ports.

Dynamic Filtering Entries cannot be created or updated by management.

If aDynamic Filtering Entry exists for agiven MAC Address, creation or updating of a Static Filtering Entry
for the same address causes removal of any conflicting information that may be contained in the Dynamic
Filtering Entry. If removal of such conflicting information would result in a Port Map that does not specify
Forwarding on any Port, then that Dynamic Filtering Entry is removed from the Filtering Database.

The ageing out of Dynamic Filtering Entries ensures that end stations that have been moved to a different
part of the Bridged LAN will not be permanently prevented from receiving frames. It aso takes account of
changes in the active topology of the Bridged LAN that can cause end stations to appear to move from the
point of view of the bridge; i.e., the path to those end stations subsequently lies through a different Bridge
Port.

The Ageing Time may be set by management (Clause 14). A range of applicable values and a recommended
default is specified in Table 7-4; thisis suggested to remove the need for explicit configuration in most cases.
If the value of Ageing Time can be set by management, the Bridge shall have the capability to use valuesin
the range specified, with agranularity of 1 s.

Table 7-4—Ageing time parameter value

Recommended

Parameter default value

Range

Ageing time 300.0s 10.0-1 000 000.0 s
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NOTE 3—The granularity is specified here in order to establish a common basis for the granularity expressed in the
management operations defined in Clause 14, not to constrain the granularity of the actual timer supported by a confor-
mant implementation. If the implementation supports a granularity other than 1 second, then it is possible that the value
read back by management following a Set operation will hot match the actual value expressed in the Set.

The Spanning Tree Algorithm and Protocol specified in Clause 8 includes a procedure for notifying all
Bridges in the Bridged LAN of topology change. It specifies a short value for the Ageing Timer, to be
enforced for a period after any topology change (see 8.3.5). While the topology is not changing, this proce-
dure allows normal ageing to accommodate extended periods during which addressed end stations do not
generate frames themselves, perhaps through being powered down, without sacrificing the ability of the
Bridged LAN to continue to provide service after automatic configuration.

7.9.3 Group Registration Entries
A Group Registration Entry specifies

a) A MAC Address specification, comprising
1) A Group MAC Address; or
2)  All Group Addresses, for which no more specific Static Filtering Entry exists; or
3) All Unregistered Group Addresses, for which no more specific Static Filtering Entry exists.
b) A Port Map consisting of a control element for each outbound Port that specifies forwarding or fil-
tering of frames destined to the MAC Address.

Group Registration Entries are created, modified, and deleted by the operation of GMRP (Clause 10). No
more than one Group Registration Entry shall be created in the Filtering Database for a given MAC Address
specification.

NOTE—It is possible to have a Static Filtering Entry which has values of Forward or Filter on some or all Ports that
mask the dynamic values held in a corresponding Group Registration Entry. The values in the Group Registration Entry
will continue to be updated by GMRP; hence, subsequent modification of that entry to allow the use of dynamic filtering
information on one or more Ports immediately activates the true GMRP registration state that was hitherto masked by
the static information.

7.9.4 Default Group filtering behavior

Forwarding and filtering of group addressed frames may be managed by specifying defaults for each out-
bound Port. The behavior of each of these defaults, as modified by the control elements of more explicit Fil-
tering Database entries applicable to a given frame's MAC Address, reception Port, and outbound Port, is as
follows.

NOTE 1—As stated in 7.9.1, a Bridge may optionally provide the capability to create separate Static Filtering Entries
with a distinct Port Map for each reception Port. If this capability is not provided, then a given Static Filtering Entry
appliesto all reception Ports.

a) Forward All Groups. The frameisforwarded, unless an explicit Static Filtering Entry specifiesfilter-
ing independent of any dynamic filtering information.
b) Forward Unregistered Groups. The frame is forwarded, unless
1) Anexplicit Static Filtering Entry specifies filtering independent of any dynamic filtering infor-
mation; or
2) Anexplicit Static Filtering Entry specifies forwarding or filtering on the basis of dynamic filter-
ing information, and an applicable explicit Group Registration Entry exists specifying filtering;
or
3) An applicable explicit Static Filtering Entry does not exist, but an applicable Group Registra-
tion entry specifiesfiltering.
¢) Filter Unregistered Groups. The frameisfiltered unless
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1) An explicit Static Filtering Entry specifies forwarding independent of any dynamic filtering
information; or

2) Anexplicit Static Filtering Entry specifies forwarding or filtering on the basis of dynamic filter-
ing information, and an applicable explicit Group Registration Entry exists specifying forward-
ing; or

3) An applicable explicit Static Filtering Entry does not exist, but an applicable Group Registra-
tion entry specifies forwarding.

In Bridges that support only Basic Filtering Services, the default Group filtering behavior is Forward All
Groups for all Ports of the Bridge.

NOTE 2—Forward All Groups corresponds directly to the behavior specified in 1ISO/IEC 10038: 1993 when forwarding
group MAC Addressed frames for which no static filtering information exists in the Filtering Database. Forward All
Groups makes use of information contained in Static Filtering Entries for specific group MAC Addresses, but overrides
any information contained in Group Registration Entries. Forward Unregistered Groups is analogous to the forwarding
behavior of a Bridge with respect to individual MAC Addresses; if there is no static or dynamic information for a spe-
cific group MAC Address, then the frame is forwarded, otherwise, the frame is forwarded in accordance with the stati-
cally configured or dynamically learned information.

In Bridges that support Extended Filtering Services, the default Group filtering behavior for each outbound
Port is determined by the following information contained in the Filtering Database:

d) Any Static Filtering Entries applicable to the reception Port with a MAC Address specification of All
Group Addresses or All Unregistered Group Addresses;

e) Any Group Registration Entries applicable to the reception Port with a MAC Address specification
of All Group Addresses or All Unregistered Group Addresses.

The means whereby this information determines the default Group filtering behavior is specified in 7.9.5,
Table 7-6 and Table 7-7.

NOTE 3—The result is that the default Group filtering behavior can be configured for each Port of the Bridge via Static
Filtering Entries, determined dynamically via Group Registration Entries created/updated by GMRP (Clause 10), or
both. For example, in the absence of any static or dynamic information in the Filtering Database for All Group Addresses
or All Unregistered Group Addresses, the default Group filtering behavior will be Filter Unregistered Groups on all
Ports. Subsequently, the creation of a Dynamic Group Registration Entry for All Unregistered Group Addresses indicat-
ing “Registered” on agiven Port would cause that Port to exhibit Forward Unregistered Groups behavior. Similarly, cre-
ating a Static Filtering Entry for All Group Addresses indicating “Registration Fixed” on a given Port would cause that
Port to exhibit Forward All Groups behavior.

Hence, by using appropriate combinations of “ Registration Fixed,” “Registration Forbidden,” and “Normal Registration”
in the Port Maps of Static Filtering Entries for the All Group Addresses and All Unregistered Group Addresses address
specifications, it is possible, for agiven Port, to

— Fix the default Group filtering behavior to be just one of the three behaviors described above; or

— Restrict the choice of behaviorsto a subset of the three, and allow GMRP registrations (or their absence) to determine
thefinal choice; or

— Allow any one of the three behaviors to be adopted, in accordance with any registrations received via GMRP.

7.9.5 Querying the Filtering Database
Each entry in the Filtering Database comprises

a) A MACAddress specification;
b) A Port Map, with a control element for each outbound Port.

A given individual MAC Address specification can be included in the Filtering Database in a Static Filtering
Entry, a Dynamic Filtering Entry, both, or neither. Table 7-5 combines Static Filtering Entry and Dynamic

Copyright © 1998 IEEE. All rights reserved. 47



ANSI/IEEE Std 802.1D, 1998 Edition LOCAL AND METROPOLITAN AREA NETWORKS:

Filtering Entry information for an individual MAC Address to specify forwarding, or filtering, of a frame
with that destination address through an outbound Port.

Table 7-5—Combining Static and Dynamic Filtering Entries for an individual MAC Address

Static Filtering Entry Control Element for thisindividual MAC Addressand Port specifies:
> & Use Dynamic Filtering Information,
CR or no Static Filtering Entry present.
o € Dynamic Filtering Entry Control Element for this
i 8 Forward Filter individual MAC Address and Port specifies:
c
. No Dynamic Filtering
Forward Filter Entry present
ﬁ Forward Filter Forward Filter Forward
va

Table 7-6 specifies the result, Registered or Not Registered, of combining a Static Filtering Entry and a
Group Registration Entry for the “All Group Addresses’ address specification, and for the “All Unregistered
Group Addresses’ address specification.

Table 7-6—Combining Static Filtering Entry and Group Registration Entry for “All Group
Addresses” and “All Unregistered Group Addresses”

Static Filtering Entry Control Element for this group MAC Addressand Port specifies:

Use Group Registration Information,

gé or no Static Filtering Entry present.
o g Registiration | Registration Group Registration Entry Control Element for this
E-g Fixed Forbidden group MAC Address and Port specifies:
= F Fil
(Forward) (Filter) redidterad Not No Group
(Fe(?rward) Registered Registration Entry
(Filter) present

Registered Not Registered Registered Not Registered Not Registered

Result

Table 7-7 combines Static Filtering Entry and Group Registration Entry information for a specific group
MAC Address with the Table 7-6 results for All Group Addresses and All Unregistered Group Addresses to
specify forwarding, or filtering, of aframe with that destination group MAC Address through an outbound

Port.
7.9.6 Permanent Database
The Permanent Database provides fixed storage for a number of Static Filtering Entries. The Filtering Data-

base shall beinitialized with the Filtering Database Entries contained in this fixed data store.
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Table 7-7—Forwarding or Filtering for specific group MAC Addresses
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Entries can be added to and removed from the Permanent Database under explicit management control,
using the management functionality defined in Clause 14. Changes to the contents of Static Filtering Entries
in the Permanent Database do not affect forwarding and filtering decisions taken by the Forwarding Process
until such atime as the Filtering Database is reinitialized.

NOTE—This aspect of the Permanent Database can be viewed as providing a “boot image” for the Filtering Database,
defining the contents of all initial entries, before any dynamic filtering information is added.

7.10 Bridge Protocol Entity and GARP Protocol Entities
The Bridge Protocol Entity operates the Spanning Tree Algorithm and Protocol.

The Bridge Protocol Entities of Bridges attached to agivenindividual LAN in aBridged LAN communicate
by exchanging Bridge Protocol Data Units (BPDUS).

Figure 7-6 illustrates the operation of the Bridge Protocol Entity including the reception and transmission of
frames containing BPDUSs, the modification of the state information associated with individual Bridge Ports,
and notification of the Filtering Database of changes in active topology.

The GARP Protocol Entities operate the Algorithms and Protocols associated with the GARP Applications
supported by the Bridge, and consist of the set of GARP Participants for those GARP Applications (12.3,
Clause 10).
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The GARP Protocol Entities of Bridges attached to a given individual LAN in aBridged LAN communicate
by exchanging GARP Protocol Data Units (GARP PDUSs).

Figure 7-7 illustrates the operation of a GARP Protocol Entity including the reception and transmission of
frames containing GARP PDUSs, the use of control information contained in the Filtering Database, and noti-
fication of the Filtering Database of changes in filtering information.

7.11 Bridge Management

Remote management facilities may be provided by the Bridge. Bridge Management is modeled as being per-
formed by means of the Bridge Management Entity. The facilities provided by Bridge Management, and the
operations that support these facilities, are specified in Clause 14.

Clause 15 specifies the protocol operations, identifiers, and values to be used in realizing these management
operations through the use of 1SO/IEC 15802-2.

Bridge Management protocols use the Service provided by the operation of LLC Procedures, which use the
MAC Service provided by the Bridged LAN.

7.12 Addressing

All MAC Entities communicating across a Bridged LAN shall use 48-bit addresses. These may be Univer-
sally Administered Addresses, Locally Administered Addresses, or a combination of both.

7.12.1 End stations

Frames transmitted between end stations using the MAC Service provided by a Bridged LAN carry the
MAC Address of the source and destination peer end stations in the source and destination address fields of
the frames, respectively. The address, or other means of identification, of a Bridge is not carried in frames
transmitted between peer users for the purpose of frame relay in the Bridged LAN.

The broadcast address and other group MAC Addresses apply to the use of the MAC Service provided by a
Bridged LAN as a whole. In the absence of explicit filters configured via management as Static Filtering
Entries, or via GMRP as Group Registration Entries (Clause 14, Clause 10, 7.9), frames with such destina-
tion addresses are relayed throughout the Bridged LAN.

7.12.2 Bridge Ports

The individual MAC Entity associated with each Bridge Port shall have a separate individual MAC Address.
Thisaddressis used for any MAC procedures required by the particular MAC method employed.

Frames that are received from the LAN to which a Port is attached and that carry a MAC Address for the
Port in the destination address field are submitted to the MAC Service User (LLC) exactly as for an end
station.

7.12.3 Bridge Protocol Entities and GARP Protocol Entities

Bridge Protocol Entities only receive and transmit BPDUs. These are only received and transmitted from
other Bridge Protocol Entities (or where two Bridge Ports are connected to the same LAN, to and from
themselves).
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GARP Protocol Entities only receive and transmit GARP PDUs (12.11) that are formatted according to the
requirements of the GARP Applications they support. These are only received and transmitted from other
GARP Protocol Entities.

A Bridge Protocol Entity or a GARP Protocol Entity uses the DL_UNITDATA . .request primitive (see SO/
IEC 8802-2) provided by the individual LLC Entities associated with each active Bridge Port to transmit
BPDUs or GARP PDUs. Each PDU is transmitted on one selected Bridge Port. PDUs are received through
corresponding DL_UNITDATA..indication primitives. The source_address and destination_address parame-
ters of the DL_UNITDATA. .request primitive shall both denote the standard LLC address assigned to the
Bridge Spanning Tree Protocol. This identifies the Bridge Protocol Entity and the GARP Protocol Entity
among other usersof LLC.

Each DL_UNITDATA . .request primitive gives rise to the transmission of an LLC Ul command PDU, which
conveysthe BPDU or GARP PDU initsinformation field. The source and destination LL C addressfields are
set to the values supplied in the request primitive.

The value assigned to the Bridge Spanning Tree Protocol LLC addressis givenin Table 7-8.9

Table 7-8—Standard LLC address assignment

Assignment Value

Bridge spanning tree protocol 01000010

Code Representation: The least significant bit of the value shown is the right-most. The bits increase
in significance from right to left. It should be noted that the code representation used here has been
chosen in order to maintain consistency with the representation used el sewhere in this standard; how-
ever, it differs from the representation used in ISO/IEC TR 11802-1: 1997.

This standard defines a Protocol Identifier field, present in all BPDUs (Clause 9) and GARP PDUs (12.11),
which serves to identify different protocols supported by Bridge Protocol Entities and GARP Protocol Enti-
ties, within the scope of the LLC address assignment. This standard specifies a single value of the Protocol
Identifier in Clause 9 for use in BPDUs. This value serves to identify BPDUs exchanged between Bridge
Protocol Entities operating the Spanning Tree Algorithm and Protocol specified in Clause 8. A second value
of this protocol identifier for use in GARP PDUs is defined in 12.11. This value serves to identify GARP
PDUs exchanged between GARP Participants operating the GARP protocol specified in Clause 12. Further
values of thisfield are reserved for future standardization.

A Bridge Protocol Entity or GARP Protocol Entity that receivesaBPDU or a GARP PDU with an unknown
Protocol Identifier shall discard that PDU.

A Bridge Protocol Entity that operates the Spanning Tree Algorithm and Protocol specified in Clause 8
always transmits BPDUs addressed to all other Bridge Protocol Entities attached to the LAN on which the
frame containing the BPDU is transmitted. A group address shall be used in the destination address field to
address this group of Entities. This group address shall be configured in the Permanent Database (7.12.6) in
order to confine BPDUs to the individual LAN on which they are transmitted.

9ISO/IEC TR 11802-1: 1997, Information technology—Telecommunications and information exchange between systems—L ocal and
metropolitan area networks—Technical reports and guidelines—Part 1: The structure and coding of Logical Link Control addressesin
Local Area Networks, contains the full list of standard LL C address assignments, and documents the criteria for assignment.
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A 48-bit Universal Address, known as the Bridge Group Address, has been assigned for this purpose. Its
value is specified in Table 7-9. Bridges that use 48-bit Universally Administered Addresses shall use this

LOCAL AND METROPOLITAN AREA NETWORKS:

address in the destination address field of all MAC frames conveying BPDUSs.

Table 7-9—Reserved addresses

Assignment

Value

Bridge Group Address

01-80-C2-00-00-00

|EEE Std. 802.3x Full Duplex PAUSE operation

01-80-C2-00-00-01

Reserved for future standardization

01-80-C2-00-00-02

Reserved for future standardization

01-80-C2-00-00-03

Reserved for future standardization

01-80-C2-00-00-04

Reserved for future standardization

01-80-C2-00-00-05

Reserved for future standardization

01-80-C2-00-00-06

Reserved for future standardization

01-80-C2-00-00-07

Reserved for future standardization

01-80-C2-00-00-08

Reserved for future standardization

01-80-C2-00-00-09

Reserved for future standardization

01-80-C2-00-00-0A

Reserved for future standardization

01-80-C2-00-00-0B

Reserved for future standardization

01-80-C2-00-00-0C

Reserved for future standardization

01-80-C2-00-00-0D

Reserved for future standardization 01-80-C2-00-00-0E

Reserved for future standardization 01-80-C2-00-00-0F

A GARP Protocol Entity that

a) Operatesthe GARP protocol specified in Clause 12; and
b)  Supportsagiven GARP Application,

always transmits GARP PDUs addressed to all other GARP Protocol Entities that

¢) Implement the same GARP Application; and
d) Areattached to the LAN on which the frame containing the GARP PDU is transmitted.

A group MAC Address, specific to the GARP Application concerned, shall be used as the destination MAC
Address field to address this group of GARP Protocol Entities. A set of 48-bit Universal Addresses, known
as GARP Application addresses, has been assigned for that purpose. The values of the GARP Application
addresses are defined in Table 12-1. These group MAC Addresses are reserved for assignment to standard
protocols, according to the criteria for such assignments (Clause 5.5 of ISO/IEC TR 11802-2).

In Bridges that provide only Basic Filtering Services, the set of GARP Application addresses shall not be
configured in the Filtering Database (7.9) or the Permanent Database (7.9.6). In Bridges that provide
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Extended Filtering Services, the set of GARP Application addresses shall be configured as Static Filtering
Entriesin the Filtering Database (7.9.1) and Permanent Database (7.9.6) as follows:

€) GARP Application addresses assigned to GARP Applications that are supported by the Bridge shall
be configured in order to confine GARP PDUs for that GARP Application to the individual LAN on
which they are transmitted,;

f)  GARP Application addresses assigned to GARP Applications that are not supported by the Bridge
shall not be configured in the Filtering Database or Permanent Database.

Management shall not provide the capability to create, delete, or modify entriesin the Permanent or Filtering
Databases for any GARP application address.

The source address field of MAC frames conveying BPDUs or GARP PDUSs contains the individual MAC
Address for the Bridge Port through which the PDU is transmitted (7.12.2).

7.12.4 Bridge Management Entities

Bridge Management Entities transmit and receive protocol data units using the Service provided by the indi-
vidual LLC Entities associated with each Bridge Port. Each of these in turn uses the MAC Service, which is
provided by the individual MAC Entities associated with that Port and supported by the Bridged LAN as a
whole.

Asauser of the MAC Service provided by a Bridged LAN, the Bridge Management Entity may be attached
to any point in the Bridged LAN. Frames addressed to the Bridge Management Entity will be relayed by
Bridgesif necessary to reach the LAN to which it is attached.

In order to ensure that received frames are not duplicated, the basic requirement in a single LAN or a
Bridged LAN that a unique address be associated with each point of attachment shall be met.

A Bridge Management Entity for a specific Bridge is addressed by one or more individual MAC Addresses
in conjunction with the higher layer protocol identifier and addressing information. It may share one or more
points of attachment to the Bridged LAN with the Ports of the Bridge with which it is associated. It isrecom-
mended that it make use of the MAC Service provided by all the MAC Entities associated with each Bridge
Port, i.e., that it be reachable through each Bridge Port using frames carrying the individual MAC Address of
that Port in the destination address field.

This standard specifies a standard group address for public use that servesto convey management requeststo
the Bridge Management Entities associated with all Bridge Ports attached to a Bridged LAN. A management
request that is conveyed in a MAC frame carrying this address value in the destination address field will gen-
erally elicit multiple responses from asingle Bridge. This addressis known asthe All LANs Bridge Manage-
ment Group Address and takes the value specified in Table 7-10.

Table 7-10—Addressing Bridge Management

Assignment Value

All LANs Bridge Management Group Address 01-80-C2-00-00-10
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7.12.5 Unique identification of a Bridge

A unique 48-bit Universally Administered MAC Address, termed the Bridge Address, shall be assigned to
each Bridge. The Bridge Address may be the individual MAC Address of a Bridge Port, in which case use of
the address of the lowest numbered Bridge Port (Port 1) is recommended.

NOTE—The Spanning Tree Protocol (Clause 8) requires that a single unique identifier be associated with each Bridge.
That identifier is derived from the Bridge Address as specified in 8.5.1.3, 8.5.3.7, and 9.2.5.

7.12.6 Reserved addresses

Frames containing any of the group MAC Addresses specified in Table 7-9 in their destination address field
shall not be relayed by the Bridge. They shall be configured in the Permanent Database. Management shall
not provide the capability to modify or remove these entries from the Permanent or the Filtering Databases.
These group MAC Addresses are reserved for assignment to standard protocols, according to the criteria for
such assignments (Clause 5.5 of ISO/IEC TR 11802-2).

7.12.7 Points of attachment and connectivity for Higher Layer Entities

Higher Layer Entities, such as the Bridge Protocol Entity and GARP Protocol Entity (7.10), and Bridge
Management (7.11), are modeled as being connected directly to the Bridged LAN via one or more points of
attachment. From the point of view of their attachment to the Bridged LAN, Higher Layer Entities associ-
ated with a Bridge can be regarded as if they are distinct end stations, directly connected to one or more of
the LAN segments served by the Bridge Ports, in the same way as any other end station is connected to the
Bridged LAN. In practice, the Higher Layer Entities will, in many cases, share the same physical points of
attachment used by the relay function of the Bridge, as stated in 7.12; however, from the point of view of the
transmission and reception of frames by these functions, the behavior is the same as if they were contained
in logically separate end stations with points of attachment “outside’ the Port(s) with which they are associ-
ated. Figure 7-9 is functionally equivalent to Figure 7-3, but illustrates this logical separation between the
points of attachment used by the Higher Layer Entities and points of attachment used by the MAC Relay
Entity.

Higher Layer Entities
(Bridge Protocol Entity, Bridge Management, etc.)

1] 1]
[¥ [v
LLC Entities LLC Entities

FMAC %Service MAC %Service-
MAC Relay Entity
(MAC method

_ Independent Funct _ .
MAC Entity MAC Entity hdependent FUNCIONS) v/ y1ac Entity MAC Entity

Internal Internal

Sublayer Sublayer
(MAC method  \ service Service/ (MAC method

Dependent Deper_ldent
Functions) Functions)

Figure 7-9—Logical separation of points of attachment used by Higher Layer Entities and
the MAC Relay Entity
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Higher Layer Entities fall into two distinct categories:

a) Those entities, such as the Bridge Management Entity, that require only a single point of attachment
to the Bridged LAN;

b) Those entities, such as Bridge Protocol Entities and GARP Participants, that require a point of
attachment per Port of the Bridge.

The fundamental distinction between these two categoriesisthat for the latter, it is essential for the operation
of the entity concerned that it is able to associate received frames with the LAN segment on which those
frames were originally seen by the Bridge, and that it is able to transmit frames to peer entities that are con-
nected directly to that LAN segment. It is therefore essential that

¢) It doesnot receive frames via a point of attachment associated with one Port that have been relayed
by the Bridge from other Ports; and
d) Framesthat it transmits via one point of attachment are not relayed by the Bridge to any other Ports.

For this reason, the MAC Addresses used to reach entities of this type are permanently configured in the Fil-
tering Database in order to prevent the Bridge from relaying such frames received via any Port to any other
Port of the Bridge, as defined in 7.12.3 and 7.12.6.

NOTE—The MAC Addresses used to address such entities are generally group MAC Addresses.

The MAC Relay Entity Bridge forwards a frame received on one Port through the other Port(s) of the
Bridge, subject to the following control information permitting such forwarding to take place:

— The Port state information (7.4) associated with the Port on which the frame was received;

— Theinformation held in the Filtering Database (7.9);

— The Port state information (7.4) associated with the Port(s) on which the frame is potentially to be
transmitted.

Thisisillustrated in Figure 7-10, where the control information represented by the Port state and Filtering
Database information is represented as a series of switches (shown in the open, disconnected state) inserted
in the forwarding path provided by the MAC Relay Entity. For the Bridge to forward a given frame between
two Ports, all three switches must be in the closed state. Thisfigure also illustrates that the controls placed in
the forwarding path have no effect upon the ability of a Higher Layer Entity to transmit and receive frames
directly onto a given LAN segment via the point of attachment to that segment (e.g., from entity A to seg-
ment A); they only affect the path taken by any indirect transmission/reception (e.g., from entity A to seg-
ment B).

Figure 7-11 illustrates the state of the forwarding path with respect to frames destined for Higher Layer Enti-
tiesthat require per-Port points of attachment. The fact that the Filtering Databasesin all Bridges are perma-
nently configured to prevent relay of frames addressed to these entities means that they can receive frames
only viatheir direct points of attachment (i.e., from segment A to entity A, and from segment B to entity B),
regardless of the Port states.

Figure 7-12 illustrates the state of the forwarding path with respect to frames destined for a Higher Layer
Entity that requires only a single point of attachment, for the case where the Port states and Filtering Data-
base states permit relay of frames. Frames destined for the Higher Layer Entity that originate on LAN seg-
ment B are relayed by the Bridge, and are both received by the entity and transmitted on LAN segment A.

Figure 7-13 illustrates the state of the forwarding path with respect to frames destined for a Higher Layer
Entity that requires only a single point of attachment, for the case where one of the Port states does not per-
mit relay. Frames destined for the Higher Layer Entity that originate on LAN segment A are received by the
entity; however, frames that originate on LAN segment B are not relayed by the Bridge, and can therefore
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Higher Layer Entity A Higher Layer Entity B
A A

Filtering Database Information
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Port state information

LAN Segment A LAN Segment B

Figure 7-10—Effect of control information on the forwarding path

Higher Layer Entity A Higher Layer Entity B
A A

Filtering Database Information

+/N+

Port state information

LAN Segment A LAN Segment B

Figure 7-11—Per-Port points of attachment

only be received by the entity if there is some other forwarding path provided by other components of the
Bridged LAN between segments A and B.

NOTE—If the Port state shown in Figure 7-13 occurs as a result of the normal operation of the Spanning Tree (as
opposed to being aresult of equipment failure, or administrative control of Port state information), then such a path will
exist, either via another Port of this Bridge (not shown in the diagram) connected to segment A, or via one or more
Bridges providing a path between segmentsA and B. If thereis no active Spanning Tree path from segment B to segment
A, then the Bridged LAN has partitioned into two separate Bridged LANS, one on either side of this Port, and the Higher
Layer Entity shown is reachable only via segment A.
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Figure 7-12—Single point of attachment—relay permitted
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Figure 7-13—Single point of attachment—relay not permitted
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8. The Spanning Tree Algorithm and Protocol

The configuration algorithm and protocol described in this clause reduce the Bridged LAN topology to asin-
gle Spanning Tree.

8.1 Requirements to be met by the algorithm

The Spanning Tree Algorithm and its associated Bridge Protocol operate to support, preserve, and maintain
the quality of the MAC Servicein all its aspects as discussed in Clause 6. In order to perform this function,
the algorithm meets the following requirements, each of which is related to the discussion in that clause:

a) It will configure the active topology of a Bridged LAN of arbitrary topology into a single spanning
tree, such that there is at most one data route between any two end stations, eliminating data loops
(6.3.3; 6.3.4).

b) It will provide for fault tolerance by automatic reconfiguration of the spanning tree topology as a
result of Bridge failure or a breakdown in a data path, within the confines of the available Bridged
LAN components, and for the automatic accommodation of any Bridge or Bridge Port added to the
Bridged LAN without the formation of transient data loops (6.1).

¢) Theentire active topology will stabilize in any sized Bridged LAN. It will, with a high probability,
stabilize within a short, known bounded interval in order to minimize the time for which the service
is unavailable for communication between any pair of end stations (6.1).

d) The active topology will be predictable and reproducible, and may be selected by management of
the parameters of the algorithm, thus allowing the application of Configuration Management, fol-
lowing traffic analysis, to meet the goals of Performance Management (6.1; 6.3.10).

e) It will operate transparently to the end stations, such that they are unaware of their attachment to a
single LAN or aBridged LAN when using the MAC Service (6.2).

f)  The communications bandwidth consumed by the Bridges in establishing and maintaining the span-
ning tree on any particular LAN will be asmall percentage of the total available bandwidth and inde-
pendent of the total traffic supported by the Bridged LAN regardless of the total number of Bridges
or LANs (6.3.10).

Additionally, the algorithm and protocol meet the following goals, which limit the complexity of Bridges
and their configuration:

g) The memory requirements associated with each Bridge Port are independent of the number of
Bridges and LANs in the Bridged LAN.

h)  Bridges do not have to be individually configured before being added to the Bridged LAN, other
than having their MAC Addresses assigned through normal procedures.

8.2 Requirements of the MAC Bridges
In order for the Bridge Protocol to operate, the following are required:

a) A unique MAC group address, recognized by all the Bridges within the Bridged LAN, that identifies
the Bridge Protocol Entities of all Bridges attached to an individual LAN.

b)  Anidentifier for each Bridge, unique within the Bridged LAN.

c) A distinct Port Identifier for each Bridge Port, that can be assigned independently of the values used
in other Bridges.

Values for each of these parameters, or a mechanism for assigning values to them, shall be provided by each

Bridge. In the case of MAC Bridges that use 48-bit Universally Administered Addresses, the unique MAC
Address that identifies the Bridge Protocol Entitiesis the Bridge Group Address (7.12.3).
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In addition, to allow the configuration of the Spanning Tree active topology to be managed, the following are
required:

1) A means of assigning the relative priority of each Bridge within the set of Bridges in the Bridged
LAN.

2) A meansof assigning therelative priority of each Port within the set of Ports of an individual Bridge.

3) A meansof assigning a path cost component to each Port.

These parameters may be set by management when Bridge Management is supported.

The unique identifier for each Bridge is derived, in part, from the Bridge Address (7.12.5) and, in part, from
a manageable priority component (9.2.5). The relative priority of Bridges is determined by the numerical
comparison of the unique identifiers, with the lower numerical value indicating the higher priority identifier.

Part of the identifier for each Port isfixed and is different for each Port on a Bridge, and part is a manageable
priority component (9.2.7). The relative priority of Ports is determined by the numerical comparison of the
unique identifiers, with the lower numerical value indicating the higher priority identifier.

The path cost associated with each Port may be manageable. Additionally, 8.10.2 recommends default val-
ues for Ports attached to LANSs of specific MAC types and speeds.

8.3 Overview
8.3.1 The active topology and its computation

The Spanning Tree Algorithm and Protocol configure a simply connected active topology from the arbi-
trarily connected components of a Bridged LAN. Frames are forwarded through some of the Bridge Portsin
the Bridged LAN and not through others, which are held in a Blocking State. At any time, Bridges effec-
tively connect just the LANSs to which Ports in a Forwarding State are attached. Frames are forwarded in
both directions through Bridge Ports that are in a Forwarding State. Ports that are in a Blocking State do not
forward frames in either direction but may be included in the active topology, i.e., be put into a Forwarding
State if componentsfail, are removed, or are added.

Figure 7-1 shows an example of a Bridged LAN. Figure 8-1 shows the active topology, i.e., the logical con-
nectivity, of the same Bridged LAN following configuration.

One of the Bridges is known as the Root or the Root Bridge in the Bridged LAN. Each individual LAN has
a Bridge Port connected to it that forwards frames from that LAN towards the Root, and forwards frames
from the direction of the Root onto that LAN. This Port is known as the Designated Port for that LAN, and
the Bridge of which it is part is the Designated Bridge for the LAN. The Root is the Designated Bridge for
all the LANsto which it is connected. The Ports on each Bridge that are in a Forwarding State are the Root
Port (that closest to the Root—see below) and the Designated Ports (if there are any). Ports that are not dis-
abled and are neither Root Ports nor Designated Ports do not forward frames onto the LANSs to which they
connect; such Ports are known as Alternate Ports.

In Figure 8-1, Bridge 1 has been selected as the Root (though one cannot tell simply by looking at the topol-
ogy which Bridge is the Root) and is the Designated Bridge for LAN A and LAN B. Bridge 2 isthe Desig-
nated Bridge for LAN C and LAN D, and Bridge 4 is the Designated Bridge for LAN E. Figure 8-2 shows
the logical tree topology of this configuration of the Bridged LAN.

The stable active topology of aBridged LAN is determined by

a) Theunique Bridge Identifiers associated with each Bridge.
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Figure 8-1—Active topology

b) The Path Cost associated with each Bridge Port.
c) ThePort Identifier associated with each Bridge Port.

The Bridge with the highest priority Bridge Identifier is the Root (for convenience of calculation, thisisthe
identifier with the lowest numerical value). Every Bridge Port in the Bridged LAN has a Root Path Cost
associated with it. Thisis the sum of the Path Costs for each Bridge Port receiving frames forwarded from
the Root on the least cost path to the Bridge. The Designated Port for each LAN isthe Bridge Port for which
the value of the Root Path Cost is the lowest: if two or more Ports have the same value of Root Path Cost,
then first the Bridge Identifier of their Bridges and then their Port Identifiers are used as tie- breakers. Thus,
asingle Bridge Port is selected as the Designated Port for each LAN, the same computation selects the Root
Port of a Bridge from among the Bridge’'s own Ports, and the active topology of the Bridged LAN is com-
pletely determined.
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Figure 8-2—Spanning tree

A component of the Bridge Identifier of each Bridge, and the Path Cost and Port Identifier of each Bridge
Port, can be managed, thus allowing a manager to select the active topology of the Bridged LAN.

8.3.2 Propagating the topology information

Bridges send a type of Bridge Protocol Data Unit known as a Configuration BPDU to each other in order to
communicate and compute the above information. A MAC frame conveying a BPDU carries the Bridge
Group Address in the destination address field and is received by all the Bridges connected to the LAN on
which the frame is transmitted.
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Bridge Protocol Data Units are not directly forwarded by Bridges, but the information in them may be used
by a Bridge in calculating its own BPDU to transmit, and may stimulate that transmission. The Configura-
tion BPDU, which is conveyed between the Bridge Ports attached to asingle LAN, is distinguished from the
notion of a Configuration Message, which expresses the propagation of the information carried throughout
the Bridged LAN.

Each Configuration BPDU contains, among other parameters, the unique identifier of the Bridge that the
transmitting Bridge believes to be the Root, the cost of the path to the Root from the transmitting Port, the
identifier of the transmitting Bridge, and the identifier of the transmitting Port. Thisinformation is sufficient
to allow areceiving Bridge to determine whether the transmitting Port has a better claim to be the Desig-
nated Port on the LAN on which the Configuration BPDU was received than the Port currently believed to
be the Designated Port, and to determine whether the receiving Port should become the Root Port for the
Bridgeif it is not aready.

Timely propagation throughout the Bridged LAN of the necessary information to alow al Bridge Ports to
determine their state (Blocking or Forwarding) is achieved through three basic mechanisms:

a) A Bridgethat believesitself to be the Root (all Bridges start by believing themselves to be the Root
until they discover otherwise) originates Configuration Messages (by transmitting Configuration
BPDUSs) on al the LANsto which it is attached, at regular intervals.

b) A Bridge that receives a Configuration BPDU on what it decides is its Root Port conveying better
information (i.e., highest priority Root Identifier, lowest Root Path Cost, highest priority transmit-
ting Bridge and Port), passes that information on to all the LANsfor which it believesitsalf to be the
Designated Bridge.

c) A Bridge that receives inferior information, on a Port it considers to be the Designated Port on the
LAN to which it is attached, transmits its own information in reply, for all other Bridges attached to
that LAN to hear.

Hence, Spanning Tree paths to the Bridge with highest priority Root Identifier are quickly learned through-
out the Bridged LAN, with inferior information about other potential roots and paths being contradicted.

8.3.3 Reconfiguration

To alow for reconfiguration of the Bridged LAN when components are removed or when management
changes are made to parameters determining the topology, the topology information propagated throughout
the Bridged LAN has alimited lifetime. Thisis effected by transmitting the age of the information conveyed
(the time elapsed since the Configuration Message originated from the Root) in each Configuration BPDU.
Every Bridge stores the information from the Designated Port on each of the LANSs to which its Ports are
connected, and monitors the age of that information.

In normal stable operation, the regular transmission of Configuration Messages by the Root ensures that
topology information is not timed out.

If the Bridge times out the information held for a Port, it will attempt to become the Designated Bridge for
the LAN to which that Port is attached, and will transmit protocol information received from the Root on its
Root Port on to that LAN.

If the Root Port of the Bridge is timed out, then another Port may be selected as the Root Port. The informa-
tion transmitted on LANs for which the Bridge is the Designated Bridge will then be calculated on the basis
of information received on the new Root Port.

If no record of information from the current Root remains, then the Bridge will reconfigure by claiming to be

the Root itself. If the Root has indeed failed, other Bridges will also be timing out protocol information;
information as to the best successor and the new topology will rapidly propagate throughout the Bridged
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LAN. Itisaso possible that the path to the current Root has changed, perhaps by increasing in cost, and that
the reconfiguring Bridge has timed out because it considered more recent information from the Root inferior
since it had a higher Root Path Cost. In this latter case, neighboring Bridges will immediately reply to
BPDUs transmitted by the aspiring Root.

To ensure that all Bridges in the Bridged LAN share a common understanding of when old information
should be timed out, the timeout value is transmitted in al Configuration Messages from the Root. This
value takes account of the propagation delays in transmitting and receiving BPDUs on each of the LANsin
the Bridged LAN, and thus of propagation of protocol information down the Spanning Tree. To minimize the
probability of triggering reconfiguration through the loss of Configuration Messages, it includes an addi-
tional multiple of the time interval at which these are transmitted by the Root.

8.3.4 Changing Port State

Since there are propagation delays in passing protocol information throughout a Bridged LAN, there cannot
be a sharp transition from one active topology to another. Topology changes may take place at different
timesin different parts of the Bridged LAN and to move a Bridge Port directly from nonparticipation in the
active topology to the Forwarding State would be to risk having temporary data loops and the duplication
and misordering of frames. It is also desirable to alow other Bridges time to reply to inferior protocol infor-
mation before starting to forward frames.

Bridge Ports must therefore wait for new topology information to propagate throughout the Bridged LAN,
and for the frame lifetime of any frames forwarded using the old active topology to expire, before forward-
ing frames.

During this time it is also desirable to time out station location information in the Filtering Database that
may no longer be true and, during the latter part of thisinterval, to learn new station location information in
order to minimize the effect of initial flooding of frames when the Port enters a Forwarding State. When the
algorithm decides that a Port should be put into the Forwarding State, it is, therefore, first put into a Listen-
ing State where it waits for protocol information that suggests it should return to the Blocking State, and for
the expiry of a protocol timer that would move it into a Learning State. In the Learning State, it still blocks
the forwarding of frames, but learned station location information isincluded by the Learning Processin the
Filtering Database. Finally the expiry of a protocol timer movesit into the Forwarding State where both for-
warding of relayed frames and learning of station location information are enabled.

Figure 8-3 shows the transitions between the Port States.
8.3.5 Notifying topology changes

In normal stable operation, station location information in the Filtering Database need only change as a con-
sequence of the physical relocation of stations. It may, therefore, be desirable to employ along ageing time
for entries in the Filtering Database, especialy as many end stations transmit frames following power-up
after relocation, which would cause station location information to be relearned.

However, when the active topology of a Bridged LAN reconfigures, end stations may appear to move from
the point of view of a Bridge in the network. This is true even if the states of the Ports on that Bridge have
not changed. It is necessary for station location to be relearned following a change in the active topology,
even if only part of the Bridged LAN has reconfigured.

The Spanning Tree Algorithm and Protocol provide procedures for a Bridge that detects a change in active
topology to notify the Root of the change reliably, and for the Root subsequently to communicate the change
to all the Bridges. The Bridges then use a short value to age out dynamic entries in the Fitering Database for
aperiod.
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Figure 8-3—Port States

When a Bridge that is not the Root changes the active topology of the Bridged LAN, it transmits a Topol ogy
Change Notification BPDU on the LAN to which its Root Port is attached. This transmission is repeated
until the Bridge receives an acknowledgment from the Designated Bridge for that LAN. The acknowledg-
ment is carried in a Configuration BPDU, thus the notification will eventually be acknowledged or further
reconfiguration will take place. The Designated Bridge passes the notification to, or towards, the Root using
the same procedure.

If the Root receives such a notification, or changes the topology itself, it will set a Topology Change flag in
all Configuration Messages transmitted for some time. This time is such that all Bridges will receive one or
more of the Configuration Messages, or further reconfiguration will take place. While thisflag is set, Bridges
use the value of Forwarding Delay (the time interval spent in each of the Listening and Learning States) to
age out dynamic entries. When the flag is reset again, Bridges revert to using the Filtering Database Ageing
Time.

The ability to detect topology changes can be enabled or disabled on a per-Port basis by means of the
Change Detection Enabled parameter (8.5.5.10). Theintent of thisfacility isto allow topology change detec-
tion to be disabled on Portswhere it is known that a single end station is connected, and where powering that
end station on and off would cause the Topology Change Notification mechanism to be triggered. Support of
the ahility to set this parameter to the Disabled Stateis optional.
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8.4 Port States

The operation of an individual Bridge Port is described in terms of the state of the Port and the Processes
(7.3) that provide and support the functions necessary for the operation of the Bridge (7.1).

The state of each Port governs the processing of frames received from the individual MAC Entity associated
with the Port (7.5), the submission of frames to the MAC Entity for transmission (7.6), and the possible
inclusion of the Port in the active topology of the Bridged LAN.

The operation of the Spanning Tree Algorithm and Protocol serves to maintain and change the state of each
Port in order to meet the requirements placed on the algorithm (8.1). The possible Port States and the associ-
ated rules relating to the processing of frames are particular to this algorithm and Bridge Protocol.

Thefollowing are specified below for each of the five states—Blocking, Listening, Learning, Forwarding, or
Disabled—that a Port may bein:

a) The purpose of the state.

b)  Whether the Forwarding Process (7.7) discards received frames.

¢)  Whether the Forwarding Process (7.7) submits forwarded frames for transmission.

d) How the Learning Process (7.8) processes received frames.

€)  Whether the Bridge Protocol Entity (7.10) includes the Port in its computation of the active topol-
ogy.

f)  Under which conditions a Port enters and |leaves the state.

8.4.1 Blocking

A Port in this state does not participate in frame relay, thus preventing frame duplication arising through
multiple paths existing in the active topology of the Bridged LAN.

The Forwarding Process shall discard received frames. It shall not submit forwarded frames for transmis-
sion. The Learning Process shall not add station location information to the Filtering Database.

The Bridge Protocol Entity shall include the Port in its computation of the active topology. BPDUS received
shall be processed as required by the Spanning Tree Algorithm and Protocol.

This state is entered following initialization of the Bridge or from the Disabled State when the Port is
enabled through the operation of management. This state can be entered from the Listening, Learning, or
Forwarding States through the operation of the Spanning Tree Algorithm and Protocol. A Port enters the
Blocking State because it has received information that another Bridge is the Designated Bridge for the LAN
to which the Port is attached.

This state can be left upon expiry of a protocol timer or receipt of a Configuration Message on this or another
Port, and the Listening State entered, through the operation of the Spanning Tree Algorithm and Protocol.
This state can be left, and the Disabled State entered, through management action.

8.4.2 Listening

A Port in this state is preparing to participate in frame relay. Frame relay is temporarily disabled in order to
prevent temporary loops, which may occur in a Bridged LAN during the lifetime of this state as the active
topology of the Bridged LAN changes. Learning is disabled since changes in active topology can lead to the
information acquired being incorrect when the active topology becomes stable.

The Forwarding Process shall discard received frames. It shall not submit forwarded frames for transmis-
sion. The Learning Process shall not add station location information to the Filtering Database.
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The Bridge Protocol Entity shall include the Port in its computation of the active topology. BPDUSs received
shall be processed as required by the Spanning Tree Algorithm and Protocol. BPDUs can be submitted for
transmission.

This state is entered from the Blocking State when the operation of the Spanning Tree Algorithm and Proto-
col determines that the Port should participate in frame relay.

This state can be left upon the expiry of aprotocol timer, and the Learning State entered, through the opera-
tion of the Spanning Tree Algorithm and Protocol. This state can be left upon receipt of a Bridge Protocol
Data Unit on this or another Port, and the Blocking State entered, through the operation of the Spanning Tree
Algorithm and Protocol. This state can be left, and the Disabled or the Blocking State entered, through man-
agement action.

8.4.3 Learning

A Port in this state is preparing to participate in frame relay. Frame relay is temporarily disabled in order to
prevent temporary loops, which may occur in a Bridged LAN during the lifetime of this state as the active
topology of the Bridged LAN changes. Learning is enabled to allow information to be acquired prior to
frame relay in order to reduce the number of frames unnecessarily relayed.

The Forwarding Process shall discard received frames. It shall not submit forwarded frames for transmis-
sion. The Learning Process shall incorporate station location information into the Filtering Database.

The Bridge Protocol Entity shall include the Port in its computation of the active topology. BPDUSs received
shall be processed as required by the Spanning Tree Algorithm and Protocol. BPDUs can be submitted for
transmission.

This state is entered from the Listening State through the operation of the Spanning Tree Algorithm and Pro-
tocol, on the expiry of a protocol timer.

This state can be |eft upon the expiry of a protocol timer, and the Forwarding State entered, through the oper-
ation of the Spanning Tree Algorithm and Protocol. This state can be left upon receipt of a Bridge Protocol
Data Unit on this or another Port, and the Blocking State entered, through the operation of the Spanning Tree
Algorithm and Protocol. This state can be left, and the Disabled or the Blocking State entered, through man-
agement action.

8.4.4 Forwarding
A Port in this state is participating in frame relay.

The Forwarding Process can forward received frames. It can submit forwarded frames for transmission. The
Learning Process shall incorporate station location information into the Filtering Database.

The Bridge Protocol Entity shall include the Port in its computation of the active topology. BPDUSs received
shall be processed as required by the Spanning Tree Algorithm and Protocol. BPDUs can be submitted for
transmission.

This state is entered from the Learning State through the operation of the Spanning Tree Algorithm and Pro-
tocol, on the expiry of a protocol timer.

This state can be left upon receipt of a Bridge Protocol Data Unit on this or another Port, and the Blocking

State entered, through the operation of the Spanning Tree Algorithm and Protocol. This state can be left, and
the Disabled or the Blocking State entered, through management action.
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8.4.5 Disabled

A Port in this state does not participate in frame relay or the operation of the Spanning Tree Algorithm and
Protocol.

The Forwarding Process shall discard received frames. It shall not submit forwarded frames for transmis-
sion. The Learning Process shall not incorporate station location information into the Filtering Database.

The Bridge Protocol Entity shall not include the Port in its computation of the active topology. BPDUs
received shall not be processed by the Spanning Tree Algorithm and Protocol. BPDUs shall not be submitted
for transmission.

This state is entered from any other state by the operation of management.

This state is left when the Port is enabled by management action, and the Blocking State is entered.

8.5 Protocol parameters and timers

Information is transferred between the Protocol Entities of individual Bridges by the exchange of Bridge
Protocol Data Units. This subclause specifies the parameters conveyed in the two types of BPDU specified:
Configuration BPDUs and Topology Change Notification BPDUs. The encoding of these parameters and
additional information elements are specified in Clause 9.

Each Bridge Protocol Entity maintains a number of parameters and timers independently of the individual
Ports, and a number of timers and parameters for each Port. This subclause specifies those parameters, their
use, and under what conditions they are updated.

8.5.1 Configuration BPDU parameters
8.5.1.1 Root Identifier

The unique Bridge Identifier of the Bridge assumed to be the Root by the Bridge transmitting the Configura-
tion BPDU.

This parameter is conveyed to enable al Bridges to agree on the Root.
8.5.1.2 Root Path Cost
The cost of the path to the Root Bridge denoted by the Root Identifier from the transmitting Bridge.

This parameter is conveyed to enable a Bridge to decide which of the Bridges attached to the LAN on which
the Configuration BPDU has been received offers the lowest Cost path to the Root for that LAN.

8.5.1.3 Bridge Identifier
The unique Bridge Identifier of the Bridge transmitting the Configuration BPDU.
This parameter is conveyed to enable a Bridge to

a) Decide, inthe case of aLAN to which two or more Bridges are attached, that offer equal Cost paths
to the Root, which of the Bridges should be selected as the Designated Bridge for that LAN.
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b) Detect the case where two or more Ports on the same Bridge are attached to the same LAN, i.e,, are
in direct communication through a path of Bridged LAN components, none of which operate the
Spanning Tree Algorithm and Protocol.

8.5.1.4 Port Identifier

The Port Identifier of the Port on the transmitting Bridge through which the Configuration BPDU was trans-
mitted. Thisidentifier uniquely identifies a Port on that Bridge.

This parameter is conveyed to enable a Bridge to decide, in the case of a LAN to which two or more Ports on
the same Bridge are attached, which Ports are so attached.

8.5.1.5 Message Age

The age of the Configuration Message, being the time since the generation of the Configuration BPDU by
the Root that instigated the generation of this Configuration BPDU.

This parameter is conveyed to enable a Bridge to discard information whose age exceeds Max Age (see
below).

8.5.1.6 Max Age
A timeout value to be used by al Bridgesin the Bridged LAN. The value of Max Ageis set by the Root.

This parameter is conveyed to ensure that each Bridge in a Bridged LAN has a consistent value against
which to test the age of stored configuration information.

8.5.1.7 Hello Time
Thetimeinterval between the generation of Configuration BPDUs by the Root.

This parameter is not directly used by the Spanning Tree Algorithm but is conveyed in Configuration BPDUs
to facilitate the monitoring of protocol performance by management functions.

8.5.1.8 Forward Delay

A timeout value to be used by al Bridges in the Bridged LAN. The value of Forward Delay is set by the
Root.

This parameter is conveyed to ensure that each Bridge in a Bridged LAN uses a consistent value for the For-
ward Delay Timer when transferring the state of a Port to the Forwarding State. This parameter is also used
as the timeout value for ageing Filtering Database dynamic entries following changes in active topol ogy.
8.5.1.9 Topology Change Acknowledgment

A flag set in a Configuration Message transmitted in response to Topology Change Notification received on
aDesignated Port. This parameter is conveyed to allow areliable acknowledged protocol to operate for noti-
fying the Root of changes in active topology.

8.5.1.10 Topology Change

A flag set by the Root in all Configuration BPDUSs transmitted for a period of time following the notification
or detection of atopology change.
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This parameter is conveyed to notify Bridges throughout the Bridged LAN that there has been a change in
active topology in part of the Bridged LAN and that the Filtering Database should age out entries more
quickly in order to limit the effects of temporary isolation of end systems attached to the Bridged LAN
brought about by the use of incorrect information in the Filtering Database.

The value of the ageing time applied to dynamic entries in the Filtering Database becomes equd to that of
the value of the Forward Delay time parameter held for the Bridge; i.e., after Forward Delay time has
elapsed while the Topology Change flag is set in all Configuration Messages received from the Root, then
the only dynamic entries remaining in the Filtering Database are those that have been created or updated
during that period.

8.5.2 Topology Change Notification BPDU parameters

No parameters are conveyed in a Topology Change Notification BPDU.

8.5.3 Bridge parameters

8.5.3.1 Desighated Root

The unique Bridge Identifier of the Bridge assumed to be the Root.

This parameter is used as the value of the Root Identifier parameter in all Configuration BPDUSs transmitted
by the Bridge.

8.5.3.2 Root Path Cost

The cost of the path to the Root from this Bridge. When the Bridge is the Root this parameter has the value
zero. Otherwise, it isequal to the sum of the values of the Designated Cost and Path Cost parameters held for
the Root Port. This parameter is used to test the value of the Root Path Cost parameter conveyed in received
Configuration Message information, and as the value of the Root Path Cost parameter in transmitted Config-
uration Message information.

8.5.3.3 Root Port

The Port Identifier of the Port that offers the lowest cost path to the Root, i.e., that Port for which the sum of
the values of the Designated Cost and Path Cost parameters held for the Port is the lowest.

If two or more Ports offer equal least cost paths to the Root, the Root Port is selected to be that with the high-
est priority Bridge Identifier held as the Designated Bridge Parameter for that Port.

If two or more Ports offer equal least cost paths to the Root and hold the same Designated Bridge parameter
values, then the Root Port is selected to be that with the highest-priority Designated Port held for that Port.

Finally, if two or more ports offer equal least-cost paths to the Root and hold the same Designated Bridge
and Designated Port parameter values, then the Root Port is selected to be that with the highest-priority Port
Identifier. The Port Identifiers for different Ports on the same Bridge are guaranteed to be different and thus
enforce atie-breaker.

This parameter is used to identify the Port through which the path to the Root is established. It is not signifi-
cant when the Bridge is the Root, and is set to zero.

8.5.3.4 Max Age

The maximum age of received protocol information before it is discarded.
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8.5.3.5 Hello Time

The time interval between the transmission of Configuration BPDUs by a Bridge that is attempting to
become the Root or isthe Root.

8.5.3.6 Forward Delay
Thetime spent by a Port in the Listening State and the Learning State before moving to the Learning or For-
warding State, respectively. It is also the value used for the ageing time of dynamic entries in the Filtering
Database, while received Configuration Messages indicate a topology change.
8.5.3.7 Bridge Identifier
The unique Bridge Identifier of the Bridge. This parameter is used as the value of

a) TheBridge Identifier parameter in all Configuration BPDUSs transmitted by the Bridge.

b) TheBridge's Designated Root when the Bridge is the Root, or is attempting to become the Root, fol-

lowing expiry of al information concerning the current Root, or following management action.

This parameter comprises two parts, one of which is derived from the unique Bridge Address (7.12.5) and
assures the uniqueness of the Bridge Identifier in the Bridged LAN, the other of which allows the adjustment
of the priority of the Bridge Identifier and is taken as the more significant part in priority comparisons. The
priority part of this parameter may be updated by management action when Bridge Management is sup-
ported.
8.5.3.8 Bridge Max Age
The value of the Max Age parameter when the Bridge is the Root or is attempting to become the Root.
This parameter may be updated by management action when Bridge Management is supported.
8.5.3.9 Bridge Hello Time
The value of the Hello Time parameter when the Bridge is the Root or is attempting to become the Root.
This parameter is the time interval between transmissions of Topology Change Notification BPDUs towards
the Root when the Bridge is attempting to notify the Designated Bridge on the LAN to which its Root Port is
attached of atopology change.
This parameter may be updated by management action when Bridge Management is supported.
8.5.3.10 Bridge Forward Delay
The value of the Forward Delay parameter when the Bridge is the Root or is attempting to become the Root.
This parameter may be updated by management action when Bridge Management is supported.
8.5.3.11 Topology Change Detected
A Boolean parameter set True to record that a topology change has been detected by or notified to the
Bridge. When set to True, this parameter is used to stimulate transmission of Topology Change Notifications

towards the Root when the Bridge is not itself the Root; and to set the value of the Topology Change param-
eter for the Bridge to True if the Bridge is, or becomes, the Root. Transmission is subject to a reliable
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acknowledgment mechanism, as at 8.3.5 and 8.5.1.9; the Topology Change Notification BPDUs are trans-
mitted at regular intervals of Bridge Hello Time, until acknowledged.

8.5.3.12 Topology Change
A Boolean parameter set to record
a) For aBridgethat is not the Root, whether or not the most recently accepted Configuration Message
indicates a change in the active topology; or
b)  For the Root, whether or not a change in topology has been detected within the preceding Topology

Change Time period.

This parameter is used to propagate the indication of Topology Change in transmitted Configuration Mes-
sages, and to determine whether the short (Forward Delay) or long (Ageing Time) timeout value is to be
used for dynamic entries in the Filtering Database.

8.5.3.13 Topology Change Time

The time period for which the Bridge originates Configuration M essages indi cating topology change follow-
ing detection of atopology change, when the Bridge is the Root. The value of this parameter is equal to the
sum of the values of the Bridge's Bridge Max Age and Bridge Forward Delay parameters.

8.5.3.14 Hold Time

The minimum time period to elapse between the transmission of Configuration BPDUSs through a given
LAN Port: at most one Configuration BPDU shall be transmitted in any Hold Time period. This parameter is
afixed parameter, with values as specified in Table 8-3.

8.5.4 Bridge timers
8.5.4.1 Hello Timer

This timer serves to ensure periodic transmission of Configuration BPDUs by the Bridge when it is, or is
attempting to become, the Root.

The timeout value of the timer is that of the Bridge's Bridge Hello Time parameter.
8.5.4.2 Topology Change Notification Timer

This timer serves to ensure that the Designated Bridge on the LAN to which the Bridge's Root Port is
attached is notified of any detected topology change.

The timeout value of the timer is that of the Bridge's Bridge Hello Time parameter.
8.5.4.3 Topology Change Timer

This timer serves to determine the time period for which Configuration BPDUs are transmitted with the
Topology Change flag set by the Bridge when it is the Root following the detection of atopology change.

The timeout value of the timer is that of the Bridge's Topology Change Time parameter.
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8.5.5 Port parameters
8.5.5.1 Port Identifier

The identifier of the Port, unique among the Ports of this Bridge. This parameter is used as the value of the
Port Identifier parameter of all Configuration Messages transmitted through the Port.

The parameter consists of two parts. One part bears a fixed relationship to the physical or logical support of
the Port by real-world equipment; this part assures the uniqueness of the Port Identifier among the Ports of a
single Bridge, and isasmall integer assigned in the range from one upwards. The other part of the parameter
allows adjustment of the priority of the Port and is taken as the more significant part in priority comparisons.
When Bridge Management is supported, the priority part of this parameter can be updated by management.
8.5.5.2 State

The current state of the Port (i.e., Disabled, Listening, Learning, Forwarding, or Blocking).

This parameter is used to control the acceptance of frames from the MAC Entity associated with the Port by
the Forwarding and Learning Processes, the forwarding of frames by the Forwarding Process to that MAC
Entity, and the transmission and reception of BPDUs (8.4).

This parameter is updated by the action of the protocol.

When Bridge Management is supported, this parameter may a so be updated by management action.
8.5.5.3 Path Cost

The contribution of the path through this Port, when the Port is the Root Port, to the total cost of the path to
the Root for this Bridge.

This parameter is used, added to the value of the Designated Cost parameter for the Root Port, as the value
of the Root Path Cost parameter offered in al Configuration BPDUs transmitted by the Bridge, when it is
not the Root.

When Bridge Management is supported, this parameter may be updated by management action.

8.5.5.4 Designated Root

The unique Bridge Identifier of the Bridge recorded as the Root in the Root Identifier parameter of Configu-
ration BPDUs transmitted by the Designated Bridge for the LAN to which the Port is attached.

This parameter is used to test the value of the Root Identifier parameter conveyed in received Configuration
BPDUs.

8.5.5.5 Designated Cost
a) For aDesignated Port, the path cost (equal to the Root Path Cost of the Bridge) offered to the LAN
to which the Port is attached; otherwise,
b) The cost of the path to the Root offered by the Designated Port on the LAN to which this Port is
attached.

This parameter is used to test the value of the Root Path Cost parameter conveyed in received Configuration
BPDUs.
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8.5.5.6 Designated Bridge
The unique Bridge Identifier (8.5.3.7) of

a) TheBridgeto which the Port belongs, in the case of a Designated Port; or otherwise,
b) The Bridge believed to be the Designated Bridge for the LAN to which this Port is attached.

This parameter is used
c) Together with the Designated Port and Port Identifier parameters for the Port to ascertain whether
this Port should be the Designated Port for the LAN to which it is attached.
d) Totest the value of the Bridge Identifier parameter conveyed in received Configuration BPDUS.

8.5.5.7 Designated Port

The Port Identifier (8.5.5.1) of the Bridge Port, on the Designated Bridge (8.5.5.6), through which the Desig-
nated Bridge transmits the Configuration Message information stored by this Port.

This parameter is used
a)  Together with the Designated Bridge and Port Identifier parameters for the Port to ascertain whether
this Port should be the Designated Port for the LAN to which it is attached.
b) By management to determine the topology of the Bridged LAN.

8.5.5.8 Topology Change Acknowledge

The value of the Topology Change Acknowledgment flag in the next Configuration BPDU to be transmitted
on the associated Port.

This parameter is used to record the need to set the Topology Change Acknowledgment flag in reply to a
received Topology Change Natification BPDU.

8.5.5.9 Configuration Pending

A Boolean parameter set to record that a Configuration BPDU should be transmitted on expiry of the Hold
Timer for the associated Port.

This parameter is used, in conjunction with the Hold Timer for the Port, to ensure that Configuration BPDUs
are not transmitted too frequently, but that up-to-date information is transmitted.

8.5.5.10 Change Detection Enabled

A Boolean parameter set to record whether or not detection of topology changesis enabled for the associated
Port. If change detection is disabled, changes in topology detected by or notified to the Bridge via this Port
are ignored from the point of view of communicating the topology change to the Root.

The default state of this parameter shall be Enabled for all Ports of the Bridge. Support of the ability to set
this parameter to the Disabled State is optional.
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8.5.6 Port timers

8.5.6.1 Message Age Timer

This timer serves to measure the age of the received protocol information recorded for a Port, and to ensure
that thisinformation is discarded when its age exceeds the value of the Max Age parameter recorded by the
Bridge.

The timeout value of the timer is that of the Bridge's Max Age parameter.

8.5.6.2 Forward Delay Timer

Thistimer determines the time spent by a Port in the Listening and Learning States. The timeout value of the
timer isthat of the Bridge's Forward Delay parameter.

8.5.6.3 Hold Timer

Thistimer servesto ensure that Configuration BPDUs are not transmitted too frequently through any Bridge
Port.

The timeout value of the timer is that of the Hold Time for the Bridge.

8.6 Elements of procedure
8.6.1 Transmit Configuration BPDU
8.6.1.1 Purpose
To convey knowledge of the Designated Root, Root Path Cost, Designated Bridge, Designated Port, and the
values of protocol timers to other Bridge Ports attached to the same LAN as the Port on which the Configu-
ration BPDU is transmitted.
8.6.1.2 Use

a) Casel. Aspart of the Configuration BPDU Generation procedure (8.6.4).

b) Case2. Aspart of the Reply to Configuration BPDU procedure (8.6.5).

¢) Case3. Following expiry of the Hold Timer for the Port (8.7.8) when the Configuration Pending flag

parameter for the Port is set, as a consegquence of a previous invocation of the procedure.

d) Case4. Aspart of the Acknowledge Topology Change procedure (8.6.16).
8.6.1.3 Procedure
8.6.1.3.1Step 1
If the Hold Timer for the Port is active then the Configuration Pending flag parameter for the Port shall be
set. This completes the procedure. Otherwise, if the Hold Timer is not active, the following steps are
invoked.
8.6.1.3.2 Step 2

If the Hold Timer for the Port is not active, a Configuration BPDU is prepared for transmission. The Config-
uration BPDU shall have parameters set as follows:
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a)
b)
0)
d)
e

f)

9

h)

The Root Identifier shall be set to the value of the Designated Root parameter held by the Bridge.
The Root Path Cost shall be set to the value of the Root Path Cost parameter held by the Bridge.
The Bridge Identifier shall be set to the value of the Bridge Identifier parameter held by the Bridge.
The Port Identifier shall be set to the value of the Port Identifier parameter held for the Bridge Port
through which the Configuration BPDU is transmitted.

If the Bridge has been selected as the Roat, i.e., if the values of the Designated Root and Bridge
Identifier parameters held by the Bridge are the same, the Message Age shall be set to zero.
Otherwise, the value of the Message Age shall be set such that the transmitted Configuration BPDU
does not convey an underestimate of the age of the Protocol Message received on the Root Port; i.e.,
the value transmitted shall be no less than that recorded by the Message Age Timer for that Port,
shall be greater than the value received, and will incorporate any transmission delay. The value of
the parameter shall not exceed its true value by more than the maximum Message Age increment
overestimate as specified in 8.10.2.

The Max Age, Hello Time, and Forward Delay shall be set to the values of the Max Age, Hello Time,
and Forward Delay parameters held for the Bridge.

The Topology Change Acknowledgment flag shall be set to the value of the Topology Change
Acknowledge flag parameter for the Port.

The Topology Change flag shall be set to the value of the Topology Change flag parameter for the
Bridge.

8.6.1.3.3 Step 3

If the value of the Message Age parameter in the Configuration BPDU is less than that of the Max Age
parameter, then

a)
b)
0)

d)

The Topology Change Acknowledge flag parameter for the Port is reset.

The Configuration Pending flag parameter for the Port is reset.

The BPDU shall be transmitted through the Port within a time maximum BPDU transmission delay
(as specified in 8.10.2).

The Hold Timer for the Port is started.

8.6.2 Record Configuration Information

8.6.2.1 Purpose

To record, for a Port, protocol parameters conveyed by a Configuration BPDU received on that Port.

8.6.2.2 Use

Following the receipt of a Configuration BPDU conveying protocol information that supersedes that already

held, i.e, if

a) Casel. The Root Identifier denotes a Bridge of higher priority than that recorded as the Designated
Root, or

b) Case2. TheRoot Identifier isthe same as the Designated Root, and the Root Path Cost is lower than
that recorded as the Designated Cost for the Port, or

c) Case 3. TheRoot Identifier and Root Path Cost are as recorded for the Port, and the Bridge I dentifier
denotes a Bridge of higher priority than that recorded as the Designated Bridge for the Port, or

d) Case4. TheRoot Identifier and Root Path Cost are as recorded for the Port, and the Bridge I dentifier

isthe same as that recorded as the Designated Bridge for the Port, and either
1) The Bridge receiving the BPDU is not the Designated Bridge for the Port, or
2) The Port Identifier denotes a Port of priority not less than that recorded as the Designated Port.
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8.6.2.3 Procedure

8.6.2.3.1 Step 1

The Designated Root, Designated Cost, Designated Bridge, and Designated Port parameters held for the
Port are set to the values of the Root Identifier, Root Path Cost, Bridge Identifier, and Port Identifier parame-
ters conveyed in the received Configuration BPDU.

8.6.2.3.2 Step 2

The Message Age Timer for the Port is started, to run from the value of the Message Age parameter con-
veyed in the received Configuration BPDU.

8.6.3 Record Configuration Timeout Values
8.6.3.1 Purpose

To update the Max Age, Hello Time, Forward Delay, and Topology Change flag parametersto the latest val-
ues received from the Root.

8.6.3.2 Use

Following receipt of a Configuration BPDU on the Root Port which invokes the Record Configuration Infor-
mation procedure (8.6.2.2).

8.6.3.3 Procedure

The Max Age, Hello Time, Forward Delay, and Topology Change parameters held by the Bridge are set to
the values conveyed in the received Configuration BPDU.

8.6.4 Configuration BPDU Generation
8.6.4.1 Purpose

To convey to Bridges attached to each LAN for which the Bridge is Designated Bridge knowledge of the
Designated Root, Root Path Cost, Designated Bridge, Designated Port, and the values of protocol timers.

8.6.4.2 Use

a) Casel. Following receipt of a Configuration BPDU on the Root Port that invokes the Record Con-
figuration Information procedure (8.6.2.2).

b) Case?2. Following expiry of the Hello Timer.

¢) Case 3. Following selection of the Bridge as the Designated Root by the Configuration Update pro-
cedure on expiry of aMessage Age Timer for a Bridge Port.

d) Case4. Following selection of the Bridge as the Designated Root by management action.

8.6.4.3 Procedure
For each Port that is the Designated Port for the LAN to which it is attached (i.e., the value of the Designated
Bridge and Designated Port parameters held for the Port are the same as that of the Bridge I dentifier and the

Port Identifier for that Port, respectively, which is not in the Disabled State), the Transmit Configuration
BPDU procedure (8.6.1) is used.
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8.6.5 Reply to Configuration BPDU

8.6.5.1 Purpose

To establish the Designated Bridge and Designated Port for aLAN in the case where another Bridge Port has
transmitted a Configuration BPDU on that LAN. This arises if Configuration Messages from the current
Root have not been received by the transmitting Bridge, either due to that Root having been newly estab-
lished or to BPDU loss and subsequent expiry of a Message Age Timer.

8.6.5.2 Use

Following receipt of a Configuration BPDU on a Port that is the Designated Port for the LAN to which it is
attached, which does not update the information held for that Port, i.e., does not satisfy the conditions
(8.6.2.2) for the use of the Record Configuration Information procedure.

8.6.5.3 Procedure

The Transmit Configuration BPDU procedure (8.6.1) is used for the Port on which the Configuration BPDU
was received.

8.6.6 Transmit Topology Change Notification BPDU
8.6.6.1 Purpose

To notify the Bridge on the path towards the Root that an extension of the topology has been detected by the
transmitting Bridge. Eventually thiswill result in the Root being notified of the topology change.

8.6.6.2 Use
a) Case 1. Following the detection or receipt of notification of atopology change by aBridge that is not
the Root.
b) Case2. Following expiry of the Topology Change Notification Timer.

8.6.6.3 Procedure

A Topology Change Notification BPDU shall be transmitted through the Root Port within a time of maxi-
mum BPDU transmission delay (8.10.2).

8.6.7 Configuration Update
8.6.7.1 Purpose
To update the configuration information held by the Bridge and the Bridge Ports.
8.6.7.2 Use
a) Casel. Following receipt of a Configuration BPDU which invokes the Record Configuration Infor-

mation procedure (8.6.2.2).

b) Case 2. Following a Port becoming the Designated Port for the LAN to which it is attached on
expiry of the Message Age Timer for that Port.

¢) Case 3. Following achange in Port State through management action.
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8.6.7.3 Procedure
8.6.7.3.1Step 1

The procedure for Root Selection (8.6.8) shall be used to select the Designated Root and the Root Port, and
to calculate the Root Path Cost for this Bridge.

8.6.7.3.2 Step 2

The procedure for Designated Port Selection (8.6.9) shall be used to determine for each Port whether the
Port should become the Designated Port for the LAN to which it is attached.

8.6.8 Root selection

8.6.8.1 Purpose

To select the Designated Root and the Root Port, and to calculate the Root Path Cost for this Bridge.
8.6.8.2 Use

This procedure is used by the Configuration Update procedure (8.6.7).

8.6.8.3 Procedure

8.6.8.3.1Step 1

The Root Port is set to identify the Port that, among those that are not the Designated Port for the LAN to
which they are attached, are not Disabled, and have a Designated Root parameter of higher priority than the
Bridge's Bridge I dentifier;

a) Hasthe highest priority Root associated with it, i.e., recorded as the Designated Root for the Port.

b)  Of two or more Ports with the highest priority Designated Root parameter, has the lowest Root Path
Cost associated with it, i.e., the lowest sum of the Designated Cost and Path Cost parameters for any
Port; or

c) Of two or more Ports with the highest priority Designated Root parameter and |owest value of asso-
ciated Root Path Cost, has the highest priority Bridge Identifier recorded as the Designated Bridge
for the LAN to which the Port is attached; or

d) Of two or more Ports with the highest priority Designated Root parameter, lowest value of associ-
ated Root Path Cost, and highest priority Designated Bridge, has the highest priority Port Identifier
recorded as the Designated Port for the LAN to which the Port is attached; or

e) Of two or more Ports with the highest priority Designated Root parameter, lowest value of associ-
ated Root Path Cost, and highest priority Designated Bridge and Designated Port, has the highest
priority Port Identifier.

8.6.8.3.2 Step 2
If there is no such Port, the value of the Root Port parameter is set to zero, and
a) The Designated Root parameter held by the Bridge is set to the Bridge Identifier parameter held for

the Bridge, and
b) Thevalue of the Root Path Cost parameter held by the Bridge is set to zero.
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8.6.8.3.3 Step 3
Otherwise, i.e., if one of the Bridge Ports has been identified as the Root Port, then

a) The Designated Root parameter held by the Bridge is set to the Designated Root parameter held for
the Root Port, and

b) The value of the Root Path Cost parameter held by the Bridge is set to the value of the Root Path
Cost parameter associated with the Root Port, i.e., the sum of the values of the Path Cost and the
Designated Cost parameters recorded for the Root Port.

8.6.9 Designated Port selection
8.6.9.1 Purpose

To determine, for each Port, whether the Port should be the Designated Port for the LAN to which it is
attached.

8.6.9.2 Use

As part of the Configuration Update procedure (8.6.7).

8.6.9.3 Procedure

The procedure to Become Designated Port (8.6.10) shall be invoked for each Port that

a) Hasalready been selected as the Designated Port for the LAN to which it is attached, i.e., the value
of the Designated Bridge and Designated Port parameters held for the Port are the same as that of the
Bridge Identifier and the Port Identifier for that Port respectively, or for which

b) The Designated Root parameter recorded for the Bridge differs from that recorded for the Port (note
that this procedure follows root selection), or

¢) TheBridge offers aPath of lower cost to the Root for the LAN to which the Port is attached, i.e., the
Root Path Cost recorded by the Bridge is less than the Designated Cost recorded for the Port, or

d) The Bridge offers a Path of equal cost to the Root, and the Bridge's Bridge Identifier denotes a
Bridge of higher priority than that recorded as the Designated Bridge for that Port, or

€) The Bridge offers a Path of equal cost to the Root, and the Bridge is the Designated Bridge for the
LAN to which the Port is attached, and the Port Identifier of the Port is of higher priority than that
recorded as the Designated Port.

8.6.10 Become Designated Port
8.6.10.1 Purpose

Given that a Port isto be the Designated Port on the LAN to which it is attached, to assign appropriate values
to those Port parameters that determine the active topology of the Bridged LAN.

8.6.10.2 Use

a) Casel. Following expiry of the Message Age Timer for the Port.

b) Case?2. Following selection of the Port as the Designated Port for the LAN to which it is attached by
the Designated Port Selection procedure (8.6.9) as part of the Configuration Update procedure
(8.6.7).

¢) Case3. Following achange of Port State through management action (8.8.1, 8.8.2, 8.8.3, and 8.8.5).
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8.6.10.3 Procedure

a) The Designated Root parameter held for the Port is set to the value of the Designated Root parame-
ter held by the Bridge;

b) The Designated Cost parameter held for the Port is set to the value of the Root Path Cost held by the
Bridge;

¢) TheDesignated Bridge parameter held for the Port is set to the Bridge Identifier of the Bridge;

d) TheDesignated Port parameter held for the Port is set to the Port Identifier of the Port.

8.6.11 Port State selection
8.6.11.1 Purpose

To select the state of the Bridge's Ports based upon updated configuration information that indicates, for
each Port, its part in the active topology of the Bridged LAN, i.e., whether it should

a) BetheRoot Port for the Bridge.
b) BeaDesignated Port.
c) BeanAlternate Port, i.e., act as abackup Port in aredundantly connected Bridged LAN.

8.6.11.2 Use
Following use of the Configuration Update procedure after

a) Casel. Receipt of a Configuration BPDU conveying information that supersedes that recorded for a
Port.

b) Case?2. Theexpiry of the Message Agetimer for a Port, which causes that Port to become the Desig-
nated Port for the LAN to which it is attached.

c¢) Case3. A changein the state of a Port arising through management action.
8.6.11.3 Procedure
For each of the Bridge's Ports:

a) If the Port isthe Root Port for the Bridge, then

1) The Configuration Pending flag parameter and Topology Change Acknowledge flag parameter
for the Port are reset.

2) The Make Forwarding procedure (8.6.12) is used for the Port.

b) Otherwise, if the Port isthe Designated Port for the LAN to which it is attached, i.e., the Designated
Bridge parameter for the Port is the same as the Bridge Identifier parameter held by the Bridge, and
the Designated Port and Port Identifier parameters held for the Port are the same and the Port is not
in the Disabled State, then

1) TheMessageAge Timer for the Port is stopped, if running.
2) TheMake Forwarding procedure (8.6.12) is used for the Port.

c) Otherwise, if the Port isto be an aternate Port, i.e., is neither the Root Port nor a Designated Port,
then

1) The Configuration Pending flag parameter and Topology Change Acknowledge flag parameter
for the Port are reset.

2) The procedure to Make Blocking (8.6.13) is used.
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8.6.12 Make forwarding
8.6.12.1 Purpose

To permit a Port to participate in frame relay, following a suitable interval to ensure that temporary loopsin
the Bridged LAN do not cause duplication of frames.

8.6.12.2 Use

As part of the Port State Selection procedure (8.6.11).
8.6.12.3 Procedure

If the Port State is Blocking, then

a) ThePort Stateis set to Listening, and
b) The Forward Delay Timer for the Port is started.

8.6.13 Make blocking
8.6.13.1 Purpose
To terminate the participation of a Port in frame relay.
8.6.13.2 Use
As part of the Port State Selection procedure (8.6.11).
8.6.13.3 Procedure
If the Port is not in the Disabled or the Blocking State, then
a) If the Port isin the Forwarding or Learning State and the Change Detection Enabled parameter for
the Port is set, the Topology Change Detection procedure (8.6.14) isinvoked;

b) The Port State for the Port is set to Blocking;
¢) TheForward Delay Timer for the Port is stopped.

8.6.14 Topology change detection
8.6.14.1 Purpose

To record atopology change that has been detected by or notified to the Bridge, and to initiate action to com-
municate the fact that a topology change has been detected to the Root.

8.6.14.2 Use
8.6.14.2.1 Case 1

On receipt of a Topology Change Notification BPDU on a Port that is the Designated Port for the LAN to
which it is attached.
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8.6.14.2.2 Case 2

When a Bridge Port is put into the Forwarding State following the expiry of the Forward Delay Timer for the
Port, provided that the Change Detection Enabled parameter for that Port is set and the Bridge is the Desig-
nated Bridge for at least one of the LANSs to which its Ports are attached.

8.6.14.2.3 Case 3

When a Bridge Port in either the Forwarding or the Learning State is put into the Blocking State, provided
that the Change Detection Enabled parameter for that Port is set.

8.6.14.2.4 Case 4
When the Bridge becomes the Root.
8.6.14.3 Procedure
a) If the Bridge has been selected as the Root, i.e., the Designated Root and Bridge |dentifier parame-
ters held for the Bridge are the same, then
1) TheTopology Change flag parameter held for the Bridgeiis set.
2) TheTopology Change Timer for the Bridge is started.
b) If the Bridge has not been selected as the Root and the Topology Change Detected flag parameter
held for the Bridge is not already set, then
1) The Transmit Topology Change Notification BPDU procedure (8.6.6) isinvoked.
2) TheTopology Change Notification Timer is started.
¢) TheTopology Change Detected flag parameter for the Bridgeis set.
8.6.15 Topology change acknowledged
8.6.15.1 Purpose
To terminate the transmission of Topology Change Notification BPDUS.
8.6.15.2 Use

Following receipt of a Configuration BPDU with the Topology Change Acknowledgment flag parameter set
from the Designated Bridge for the LAN to which the Root Port is attached.

8.6.15.3 Procedure

a) TheTopology Change Detected flag parameter held for the Bridge is reset;
b)  The Topology Change Notification Timer is stopped.

8.6.16 Acknowledge topology change

8.6.16.1 Purpose

To acknowledge the notification of a detected topology change by another Bridge.
8.6.16.2 Use

Following receipt of a Topology Change Notification BPDU on a Port that is the Designated Port for the
LAN towhich it is attached.
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8.6.16.3 Procedure

a) TheTopology Change Acknowledge flag parameter for the Port is set;
b)  The Transmit Configuration BPDU procedure (8.6.1) is used for the Port.

8.7 Operation of the protocol
A Bridge Protocol Entity shall

a) Communicate with its Peer Entities in other Bridges by the transmission of Bridge Protocol Data
Units;

b) Update stored protocol variables and timers;

¢) Changethe state of the Bridge Ports;

following

— Thereception of Bridge Protocol Data Units;
— Theexpiry of Bridge and Port Timers;

as required by the specification below (8.7.1, 8.7.2, 8.7.3, 8.7.4, 8.7.5, 8.7.6, 8.7.7, and 8.7.8). In any case of
ambiguity, reference shall be made to the Procedural Model (8.9), which constitutes the definitive descrip-
tion of the operation of the protocol.

This specification uses the Elements of Procedure of the Protocol described in 8.6, which, taken together
with this subclause and the Protocol Parameters and Timers described in 8.5, provide an abstract description
of the Spanning Tree Algorithm and Protocol. Conformance to this specification is achieved through mainte-
nance of the Protocol Parameters and Timers and the transmission of BPDUSs as described. Implementations
are not otherwise constrained; in particular, there is no conformance to individual elements of procedure.

8.7.1 Received Configuration BPDU
8.7.1.1Case 1l

If the Configuration BPDU received conveys protocol information that supersedes that already held for a
Port as specified in 8.6.2.2, then the following sequence of Proceduresis used:

a) Step 1. The Record Configuration Information procedure (8.6.2).

b) Step 2. The Configuration Update procedure (8.6.7).

c) Step 3. The Port State Selection procedure (8.6.11).

d) Step 4. If the Bridge was selected as the Root prior to Configuration Update, but is no longer, then
the Hello Timer (8.5.4.1) is stopped.

e) Step5. If the Bridge was sel ected as the Root prior to Configuration Update, but is no longer, and the
Topology Change Detected flag parameter is set, then the Topology Change Timer is stopped, the
Transmit Topology Change Notification BPDU procedure (8.6.6) is used, and the Topology Change
Notification Timer is started.

f)  Step 6. If the Configuration BPDU was received on the Root Port (i.e., the Port selected as the Root
Port by the Configuration Update procedure), the Record Configuration Timeout Values (8.6.3) and
the Configuration BPDU Generation (8.6.4) procedures are used.

g) Step 7. If the Configuration BPDU was received on the Root Port and the Topology Change
Acknowledgment flag parameter was set, the Topology Change Acknowledged procedure (8.6.15) is
used.
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8.7.1.2 Case 2

If the Configuration BPDU received does not convey information superseding that already held for the Port
and that Port is the Designated Port for the LAN to which it is attached, i.e., the value of the Designated
Bridge and Designated Port parameters held for the Port are the same as that of the Bridge Identifier for the
Bridge and the Port Identifier for that Port respectively, then the Reply to Configuration BPDU procedure
(8.6.5) isused.

8.7.2 Received Topology Change Notification BPDU

If the Port on which the Topology Change Notification BPDU was received is the Designated Port for the
LAN towhichit is attached, then

a) Step 1. The Topology Change Detection procedure (8.6.14) is used.
b) Step 2. The Acknowledge Topology Change procedure (8.6.16) is used.

8.7.3 Hello Timer expiry
The Configuration BPDU Generation procedure (8.6.4) is used and the Hello Timer (8.5.4.1) is started.
8.7.4 Message Age Timer expiry

a) Step 1. The procedure to Become Designated Port (8.6.10) is used for the Port for which Message
Age Timer has expired.

b) Step 2. The Configuration Update procedure (8.6.7) is used.
c) Step 3. The Port State Selection procedure (8.6.11) is used.
d) Step 4. If the Bridge is selected as the Root following Configuration Update, then

1) Step 1. The Max Age, Hello Time, and Forward Delay parameters held by the Bridge are set to
the values of the Bridge Max Age, Bridge Hello Time, and Bridge Forward Delay parameters.

2) Step 2. The Topology Change Detection procedure (8.6.14) is used.
3) Step 3. The Topology Change Notification Timer (8.5.4.2) is stopped.

4) Step 4. The Configuration BPDU Generation procedure (8.6.4) is used and the Hello Timer is
started.

8.7.5 Forward Delay Timer expiry

a) Step 1. If the state of the Port for which the Forward Delay Timer (8.5.6.2) has expired was Listen-
ing, then
1) Step 1. The Port Stateis set to Learning, and
2) Step 2. The Forward Delay Timer is restarted.

b) Step 2. Otherwisg, if the state of the Port for which the Forward Delay Timer (8.5.6.2) has expired
was Learning, then

1) Step 1. The Port State is set to Forwarding, and

2) Step 2. If the Bridge isthe Designated Bridge for at |east one of the LANsto which its Ports are
attached and the Change Detection Enabled parameter for the Port is set, the Topology Change
Detection procedure (8.6.14) isinvoked.

8.7.6 Topology Change Notification Timer Expiry

a) Step 1. The Transmit Topology Change Notification BPDU procedure (8.6.6) is used.
b) Step 2. The Topology Change Notification Timer (8.5.4.2) is restarted.
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8.7.7 Topology Change timer

a) Step 1. The Topology Change Detected flag parameter held by the Bridge is reset.
b) Step 2. The Topology Change flag parameter held by the Bridge is reset.

8.7.8 Hold Timer expiry

If the Configuration Pending flag parameter for the Port for which the Hold Timer (8.5.6.3) has expired is
set, the Transmit Configuration BPDU procedure (8.6.1) isinvoked for that Port.

8.8 Management of the Bridge Protocol Entity

Management control of the Bridge Protocol Entity, which operates the Spanning Tree Algorithm and Proto-
col, may be exerted in order to

— Meet any requirements for local information and configuration services.
—  Support management operations.

This subclause specifies the interaction of the following management operations with the parameters and
procedures of the Spanning Tree Algorithm and Protocol:

a) Initialization;

b) Enabling anindividual Port;

¢) Disabling anindividual Port;

d) Changing the priority part of a Bridge Identifier;

€) Changing the priority part of a Port Identifier;

f)  Change the Path Cost associated with an individua Port;

g) Enableor disable topology change detection associated with an individual Port.

These operations shall modify the Protocol Parameters and Timers and transmit BPDUSs as described below
(8.8.1, 8.8.2, 8.8.3, 8.8.4, 8.8.5, 8.8.6, 8.8.7, and 8.8.8). Implementations are not otherwise constrained; in
particular, there is no conformance to individual elements of procedure. In any case of ambiguity, reference
shall be made to the Procedural Model (8.9), which constitutes the definitive description of these operations.

This subclause does not specify which operations are made available to a remote management station, nor
how these are combined and conveyed. Operations and facilities that can be provided by remote manage-
ment are detailed in Clause 14. Similarly, this subclause does not specify the availability of local information
and configuration procedures.

8.8.1 Initialization

a) Step 1. The Designated Root parameter held for the Bridge is set equal to the value of the Bridge
I dentifier, and the values of the Root Path Cost and Root Port parameter held for the Bridge are set to
zero.

b) Step 2. The Max Age, Hello Time, and Forward Delay parameters held by the Bridge are set to the
values of the Bridge Max Age, Bridge Hello Time, and Bridge Forward Delay parameters.

¢) Step 3. The Topology Change Detected and Topology Change flag parameters for the Bridge are
reset, and the Topology Change Noatification Timer (8.5.4.2) and Topology Change Timer (8.5.4.3)
are stopped, if running.

d) Step 4. For each of the Bridge's Ports
1) Step 1. The Become Designated Port procedure (8.6.10) is used to assign values to the Desig-

nated Root, Designated Cost, Designated Bridge, and Designated Port parameters for the Port.
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e

f)

2) Step 2. The Port State is set to Blocking if the Port is to be enabled following initialization;
dternatively, the Port State is set to Disabled.

3) Step 3. The Topology Change Acknowledge flag parameter is reset.

4) Step 4 .The Configuration Pending flag parameter is reset.

5) Step 5. The Message Age Timer (8.5.6.1) is stopped, if running.

6) Step 6. The Forward Delay Timer (8.5.6.2) is stopped, if running.

7) Step 7. The Hold Timer (8.5.6.3) is stopped, if running.

8) Step 8. The Change Detection Enabled flag (8.5.5.10) is set.

Step 5. The Port State Selection procedure (8.6.11) is used to select the state of each of the Bridge's

Ports.

Step 6. The Configuration BPDU Generation procedure (8.6.4) is invoked and the Hello Timer

(8.5.4.1) started.

8.8.2 Enable Port

a)

b)
0)
d)
€
f)
0)
h)

Step 1. The Become Designated Port procedure (8.6.10) is used to assign values to the Designated
Root, Designated Cost, Designated Bridge, and Designated Port parameters for the Port.

Step 2. The Port Stateis set to Blocking.

Step 3. The Topology Change Acknowledge flag parameter is reset.

Step 4. The Configuration Pending flag parameter is reset.

Step 5. The Message Age Timer (8.5.6.1) is stopped, if running.

Step 6. The Forward Delay Timer (8.5.6.2) is stopped, if running.

Step 7. The Hold Timer (8.5.6.3) is stopped, if running.

Step 8. The Port State Selection procedure (8.6.11) is used.

8.8.3 Disable Port

a)

b)
0)
d)
€
f)
0)
h)
i)

Step 1. The Become Designated Port procedure (8.6.10) is used to assign values to the Designated

Root, Designated Cost, Designated Bridge, and Designated Port parameters for the Port.

Step 2. The Port State is set to Disabled.

Step 3. The Topology Change Acknowledge flag parameter is reset.

Step 4. The Configuration Pending flag parameter is reset.

Step 5. The Message Age Timer (8.5.6.1) is stopped, if running.

Step 6. The Forward Delay Timer (8.5.6.2) is stopped, if running.

Step 7. The Configuration Update procedure (8.6.7) is used.

Step 8. The Port State Selection procedure (8.6.11) is used.

Step 9. If the Bridge has been selected as the Root following Configuration Update, then

1) Step 1. The Max Age, Hello Time, and Forward Delay parameters held by the Bridge are set to
the values of the Bridge Max Age, Bridge Hello Time, and Bridge Forward Delay parameters.

2) Step 2. The Topology Change Detection procedure (8.6.14) is used.

3) Step 3. The Topology Change Notification Timer (8.5.4.2) is stopped.

4) Step 4. The Configuration BPDU Generation procedure (8.6.4) is used and the Hello Timer is
started.

8.8.4 Set Bridge Priority

86

a)
b)

<)
d)
€)

Step 1. The new value of the Bridge Identifier is calcul ated.

Step 2. The value of the Designated Bridge parameter held for each Port that has been selected asthe
Designated Port for the LAN to which it is attached (i.e., for which the value of the Designated
Bridge and Designated Port parameters were the same as that of the Bridge |dentifier and the Port
Identifier for that Port, respectively; is set to the new value of the Bridge I dentifier.

Step 3. The Bridge Identifier parameter held by the Bridgeis set to the new value.

Step 4. The Configuration Update procedure (8.6.7) is used.

Step 5. The Port State Selection procedure (8.6.11) is used.
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f)  Step 6. If the Bridge has been selected as the Root following Configuration Update, then
1) Step 1. The Max Age, Hello Time, and Forward Delay parameters held by the Bridge are set to
the values of the Bridge Max Age, Bridge Hello Time, and Bridge Forward Delay parameters.
2) Step 2. The Topology Change Detection procedure (8.6.14) is used.
3) Step 3. The Topology Change Notification Timer (8.5.4.2) is stopped.
4) Step 4. The Configuration BPDU Generation procedure (8.6.4) is used and the Hello Timer is
started.

8.8.5 Set Port Priority

a) Step 1. The new value of the Port Identifier is calculated.

b) Step 2. If the Port has been selected as the Designated Port for the LAN to which it is attached (i.e.,
the value of the Designated Bridge and Designated Port parameters were the same as that of the
Bridge Identifier and the Port Identifier, respectively), the Designated Port parameter held for the
Port is set to the new value of the Port I dentifier.

c) Step 3. The Port Identifier parameter held for the Port is set to the new value.

d) Step 4. If the value of the Designated Bridge parameter held for the Port is equal to that of the
Bridge's Bridge Identifier, and the new value of the Port Identifier is of higher priority than that
recorded as the Designated Port, then
1) Step 1. The Become Designated Port procedure (8.6.10) is used to assign values to the Desig-

nated Root, Designated Cost, Designated Bridge, and Designated Port parameters for the Port.
2) Step 2. The Port State Selection procedure (8.6.11) is used.

8.8.6 Set Path Cost
a) Step 1. The Path Cost parameter for the Port is set to the new value.
b) Step 2. The Configuration Update procedure (8.6.7) is used.
c) Step 3. The Port State Selection procedure is used.

8.8.7 Enable Change Detection

The Change Detection Enabled flag for the Port (8.5.5.10) is set.

8.8.8 Disable Change Detection

The Change Detection Enabled flag for the Port (8.5.5.10) is reset.

8.9 Procedural model

This subclause constitutes the definitive description of the operation of the Spanning Tree Algorithm and
Protocol. The natural language text in 8.6, 8.7, and 8.8 of this standard is intended to informally present the
semantics of operation specified here. Should differences of interpretation exist between that text and this
procedural model, the latter shall take precedence.

8.9.1 Overview

The parameters, timers, elements of procedure, and operation of the protocol are presented below as a com-
pilable program in the computer language C (ANSI X3.159).

The objective of presenting this program is to precisely and unambiguously specify the operation of the
algorithm and protocol. The description of the operation of the protocol in acomputer language isin no way
intended to constrain the implementation of the protocol; areal implementation may employ any appropriate
technol ogy.
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Conformance of eguipment to this standard is purely in respect of observable protocol. The program con-
tained in this subclause contains modeling details that are of local concern to an implementation; thereis no
conformance in respect of these details.

The natural language text in 8.6, 8.7, and 8.8 follows the computer language text contained in this subclause.
In order to preserve the compactness of the program text, all comments are made by reference to the natural
language description and are of the form 4.n.n.n. Where a program statement invokes an element of proce-
dure, afurther reference is made to the particular condition, of those listed for the procedure, that has caused
the procedure to be invoked.

In the computer language description of the procedural model, it should be noted that the BPDUSs are shown
in their unpacked form, i.e., unpacked into individual parameters. The actual format of the BPDUS, as passed
across the LLC service boundary, is shown in Clause 9.

/***************************************************************************
*

*  SPANNI NG TREE ALGORI THM AND PROTOCCL

*

**************************************************************************/

/***************************************************************************

*  DEFI NED CONSTANTS

LA EEEREEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEREEEEEEEEEEEEEEEEE Ry

#define Zero 0
#defi ne One 1
#defi ne Fal se 0
#defi ne True 1

/** port states. **/

#defi ne Di sabl ed 0 /* (8.4.5) */
#define Listening 1 /* (8.4.2) */
#defi ne Learning 2 /* (8.4.3) */
#def i ne Forwardi ng 3 /* (8.4.4) */
#defi ne Bl ocki ng 4 /* (8.4.1) */

/** BPDU type constants **/

#define Config_bpdu_type 0
#define Tcn_bpdu_type 128

[/ ** pseudo-inpl ementati on constants. **/

#define No_of _ports 2
/* arbitrary choice, to allow the code below to conpile */

#define Al _ports No_of ports+1
/* ports start at 1, arrays in C start at 0 */

#defi ne Defaul t _path_cost 10
/* arbitrary */

#defi ne Message_age_increnent 1
/* m ni mum increnment possible to avoid underesti mating age, allows
for BPDU transnmission tine */

#define No_port O

/* reserved value for Bridge's root port paraneter indicating no
root port, used when Bridge is the root */
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/***************************************************************************

*  TYPEDEFS, STRUCTURES, AND UNI ON DECLARATI ONS

LA R EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEREEEEREEEEREEEEEEEEEEEEERERY]

/** basic types. **/
typedef int Int; /* to align with convention used here for use of
case. Types and defined constants have their
initial letters capitalized. */
typedef |nt Bool ean; /* : (True, False) */
typedef Int State; /* : (Disabl ed, Listening, Learning,
Forwar di ng, Bl ocking) */

/** BPDU encoding types defined in Clause 9, “Encoding of Bridge Protocol
Data Units” are:

Prot ocol _version (9.2.2)

Bpdu_t ype (9.2.3)

Fl ag (9.2.4)

Identifier (9.2.5)

Cost (9.2.6)

Port _id (9.2.7)

Ti me (9.2.8)

*x

#i nclude “types.c” /* defines BPDU encoding types */

/** Configuration BPDU Paraneters (8.5.1) **/

typedef struct

{ Bpdu_type type;
Identifier root_id; /* (8.5.1.1)
Cost root _path_cost; /* (8.5.1.2)
Identifier bridge_id; /* (8.5.1.3)
Port_id port _id; /* (8.5.1.4)
Ti ne message_age; /* (8.5.1.5)
Ti me max_age; /* (8.5.1.6)
Ti me hel l o_ti me; /* (8.5.1.7)
Ti ne forward_del ay; /* (8.5.1.8)
Fl ag t opol ogy_change_acknow edgnent ; /* (8.5.1.9)
Fl ag t opol ogy_change; /* (8.5.1.10)

} Config_bpdu;

Copyright © 1998 |IEEE. All rights reserved.

*/

*/

*/

*/

*/

*/

*/

*/

*/

*/

ANSVI/IEEE Std 802.1D, 1998 Edition

89



ANSI/IEEE Std 802.1D, 1998 Edition

/** Topol ogy Change Notification BPDU Paraneters (8.5.2)

typedef struct

{ Bpdu_t ype type;

} Tecn_bpdu;

/** Bridge Paraneters (8.5.3) **/

typedef struct

{ Identifier designated_root;
Cost root _path_cost;
I nt root _port,;
Ti me max_age;
Ti me hello_tine;
Ti me forward_del ay;

Identifier bridge_id;

Ti nme bri dge_nax_age;

Ti nme bri dge_hel l o_ti ne;

Ti me bri dge_f orwar d_del ay;
Bool ean t opol ogy_change_det ect ed;
Bool ean t opol ogy_change;

Ti me t opol ogy_change_ti ne;

Ti nme hol d_ti ne;

} Bridge_dat a;
/** Port Paraneters (8.5.5) **/

typedef struct

{ Port_id port_id;
State state;
I nt pat h_cost;
Identifier designated_root;
I nt desi gnat ed_cost ;
Identifier designated_bridge;
Port_id desi gnat ed_port;
Bool ean t opol ogy_change_acknow edge;
Bool ean confi g_pendi ng;
90
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.
/* (8.5.3.1) *)
/* (8.5.3.2) *]
/* (8.5.3.3) *]
/* (8.5.3.4) *)
/* (8.5.3.5) *]
/* (8.5.3.6) *]
/* (8.5.3.7) *)
/* (8.5.3.8) *]
/* (8.5.3.9) *]
/* (8.5.3.10) *]
/* (8.5.3.11) *)
/* (8.5.3.12) *]
/* (8.5.3.13) *]
/* (8.5.3.14) *)
/* (8.5.5.1) *]
/* (8.5.5.2) *]
/* (8.5.5.3) *]
/* (8.5.5.4) *]
/* (8.5.5.5) *]
/* (8.5.5.6) *]
/* (8.5.5.7) *]
/* (8.5.5.8) *]
/* (8.5.5.9) *]

Copyright © 1998 |IEEE. All rights reserved.



MEDIA ACCESS CONTROL (MAC) BRIDGES ANSI/IEEE Std 802.1D, 1998 Edition

Bool ean change_det ecti on_enabl ed; /* (8.5.5.10) */
} Port_data;
/** types to support timers for this pseudo-inplenentation. **/

typedef struct

{

Bool ean active; /* timer in use. */

Ti me val ue; /* current value of timer, counting up. */
} Tinmer;

AR EEE RS E R EEE R R R R R R

*  STATI C STORAGE ALLOCATI ON
**************************************************************************/
Bri dge_dat a bri dge_i nfo; /* (8.5.3) */
Port _data port_info[All _ports]; /* (8.5.5) */

Confi g_bpdu confi g_bpdu[ All _ports];

Tcn_bpdu tcn_bpdu[ Al l _ports];

Ti mer hel l o_ti mer; /* (8.5.4.1) */
Ti mer ten_tiner; /* (8.5.4.2) */
Ti mer t opol ogy_change_ti ner; /* (8.5.4.3) */
Ti mer nmessage_age_tinmer[ Al | _ports]; /* (8.5.6.1) */
Ti mer forward_delay_timer[All _ports]; /* (8.5.6.2) */
Ti mer hold_timer[All _ports]; /* (8.5.6.3) */

AR R R R EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEREEEEEEEEEEEEEEEEE]

*  CODE

LA EEE R RS EE R R RS R R R R R R R Ry

/** El enents of Procedure (8.6) **/

transm t_config(port_no) /* (8.6.1) */
I nt port_no;
if (hold_timer[port_no].active) /* (8.6.1.3.1) */
{ port _i nfo[ port_no].config_pending = True; /* (8.6.1.3.1) */
LI se /* (8.6.1.3.2) */
{

confi g_bpdu[ port_no].type = Config_bpdu_type;

confi g_bpdu[ port_no].root_id = bridge_info.designated_root;

/* (8.6.1.3.2(a))*/
confi g_bpdu[ port_no].root_path_cost = bridge_info.root_path_cost;

/* (8.6.1.3.2(b))*/
confi g_bpdu[ port_no].bridge_id = bridge_info.bridge_id;

/* (8.6.1.3.2(c))*/
confi g_bpdu[ port_no].port_id = port_info[port_no].port_id;
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/* (8.6.1.3.2(d))*/
if (root_bridge())

{
confi g_bpdu[ port _no].nessage_age = Zero; /* (8.6.1.3.2(e))*/
}
el se
{

confi g_bpdu[ port _no] . nessage_age
= nmessage_age_tiner[bridge_info.root_port].val ue
+ Message_age_i ncrenent; /* (8.6.1.3.2(f))*/
}
confi g_bpdu[ port_no].max_age = bridge_info.max_age; /* (8.6.1.3.2(g))*/
config_bpdu[port_no].hello_tinme = bridge_info.hello_tine;
confi g_bpdu[ port_no].forward_del ay = bridge_i nfo.forward_del ay;
confi g_bpdu[ port_no] . topol ogy_change_acknow edgnent
= port_info[port_no].topol ogy_change_acknow edge
/* (8.6.1.3.2(h)) */
confi g_bpdu[ port_no].topol ogy_change

= bridge_i nfo.topol ogy_change; /* (8.6.1.3.2(i)) */
if (config_bpdu[port_no].nmessage_age < bridge_info. max_age)
{

port _info[ port_no].topol ogy_change_acknow edge = Fal se;

/* (8.6.1.3.3) */
port _info[port_no].config_pending = Fal se; /* (8.6.1.3.3)*/
send_confi g_bpdu(port_no, &config_bpdu[port_no]);
start_hol d_ti mer(port_no); /* (8.6.3.3(b))*/

}
}
}
/* where
send_confi g_bpdu(port_no, bpdu)
I nt port_no
Confi g_bpdu *bpdu
is a pseudo-inplenentation specific routine that transnits
the bpdu on the specified port within the specified tine
*/
/* and */
Bool ean root _bridge()
{
return(bridge_info.designated_root == bridge_info.bridge_id);
}
Bool ean supersedes_port_info(port_no, config) /* (8.6.2.2) */

Int port_no
Config_bpdu *config

{
return (
( config->root_id
< port_info[port_no].designated_root /* (8.6.2.2 a) */

)
[
( ( config->root_id

== port_info[ port_no]. designated_root

&&
( ( config->root_path_cost
< port_info[port_no].designated_cost /* (8.6.2.2 b) */
)
[
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( ( config->root_path_cost
== port_info[ port_no]. desi gnat ed_cost
)
&&
( ( config->bridge_id

< port_info[port_no].designated_bridge

)
[
( ( config->bridge_id

ANSVI/IEEE Std 802.1D, 1998 Edition

/* (8.6.2.2 c) *)

== port_info[ port_no].designated_bridge

)

&&
¢ (
)
[
(

config->port_id

/* (8.6.2.2 d) */

config->bridge_id != bridge_info.bridge_id

/* (8.6.2.2 dl1) */

<= port_info[ port_no]. desi gnated_port

)

}

record_config_informati on(port_no,
Int port_no;
Config_bpdu *confi g;

{
port _info[ port_no] . designated_root =
port _info[port_no].designated_cost =
port _info[ port_no] . desi gnated_bridge
port _i nfo[ port_no] . desi gnat ed_port
start_message_age_ti mer (port _no,

}

record_config_tinmeout_val ues(config)
Confi g_bpdu *confi g;

config)

config->root_id;
= confi g->root_path_cost;

/* (8.6.2.2 d2) */

/* (8.6.2) */

/* (8.6.2.3.1)  */

config->bridge_id;

= config->port_id;

confi g- >nessage_age) ;

{
bri dge_i nf o. max_age = confi g- >nmax_age;
bridge_info.hello_time = config->hello_tine;
bridge_i nfo.forward_del ay = config->forward_del ay;
bri dge_i nfo.topol ogy_change = confi g->t opol ogy_change;
}
confi g_bpdu_generation()
{
Int port_no;
for (port_no = One; port_no <= No_of _ports; port_no++)
{
if ( designated_port(port_no)
&&
(port _info[ port_no].state != Disabl ed)
)
{
transmt_config(port_no);
}
}
}
/* where */

Bool ean desi gnat ed_port (port_no)
Int port_no;

{

return ( (
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/* (8.6.2.3.2)  */

/* (8.6.3) *]
/* (8.6.3.3) *]
/* (8.6.4) *]
/* (8.6.4.3) *]
/* (8.6.4.3) *]
/* (8.6.4.3) *]
/* (8.6.1.2) *]

port _info[ port_no] . desi gnated_bridge
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== bridge_info.bridge_id

)
&&

—~

port _info[ port_no].designated_port
== port_info[port_no].port_id

repl y( poit_no) /* (8.6.5) */
Int port_no;
{

transmt_config(port_no); /* (8.6.5.3) */
}
transmt_tcn() /* (8.6.6) */
{

Int port_no;

port_no = bridge_info.root_port;
tcn_bpdu[ port _no].type = Tcn_bpdu_type;

send_t cn_bpdu(port_no, & cn_bpdu[bridge_info.root_port]);/* (8.6.6.3) */
}
/* where
send_t cn_bpdu( port_no, bpdu)
I nt port_no;
Tcn_bpdu *bpdu;
is a pseudo-inplenentation-specific routine that transmts
the bpdu on the specified port within the specified tine.
*/
confi guration_update() /* (8.6.7) */
{
root _sel ection(); /* (8.6.7.3.1) */
/* (8.6.8.2) */
desi gnat ed_port_sel ection(); /* (8.6.7.3.2) */
/* (8.6.9.2) */
}
root _sel ection() /* (8.6.8) */
{
Int root_port;
Int port_no;
root_port = No_port;
for (port_no = One; port_no <= No_of _ports; port_no++) /* (8.6.8.3.1) */
{
if ( ( (!designated_port(port_no))
&&
(port _info[ port_no].state != Disabl ed)
&&

(port_info[port_no].designated_root < bridge_info.bridge_id)

&&
( (root_port == No_port)
[

( port_info[port_no].designated_root
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< port_info[root_port].designated_root /* (8.6.8.3.1(a)) */

)
[
(

&&

( port_info[port_no].designated_root
== port_|

info[ root_port].designated_root

( ( ( port_info[port_no].designated_cost
+ port_info[port_no]. path_cost

)

<

—~

port_info[root_port]. designated_cost

+ port _info[root_port].path_cost

/* (8.6.8.3.1(b)) */

port _info[ port_no] . desi gnat ed_cost
+ port_info[port_no]. path_cost

port_info[root_port]. designated_cost
+ port _info[root_port].path_cost

port _info[ port_no] . desi gnated_bridge
< port_info[root_port].designated_bridge
/* (8.6.8.3.1(c)) */

( port_info[port_no].designated_bridge
== port_info[root_port].designated_bridge
)
&&
( ( port_info[port_no].designated_port
< port_info[root_port].designated_port
) /* (8.6.8.3.1(d)) */
[
( ( port_info[port_no].designated_port
== port_info[root_port].designated_port

&&
( port_info[port_no].port_id
< port_info[root_port].port_id
) /* (8.6.8.3.1(e)) */
) ) ) ) ) ) ) ) )
{
root _port = port_no
}
}
bridge_i nfo.root_port = root_port; /* (8.6.8.3.1) */
if (root_port == No_port) /* (8.6.8.3.2) */
{
bri dge_i nfo. desi gnated_root = bridge_info.bridge_id;
/* (8.6.8.3.2(a)) */
bri dge_i nfo.root_path_cost = Zero; /* (8.6.8.3.2(b)) */
}
el se /* (8.6.8.3.3) */
{

bri dge_i nfo. desi gnated_root = port_info[root_port].designated_root;

/* (8.6.8.3.3(a)) */

bridge_info.root_path_cost = ( port_info[root_port]. designated_cost

+ port_info[root_port]. path_cost
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) /* (8.6.8.3.3(b)) */
}
}
desi gnat ed_port _sel ection() /* (8.6.9) */
{
Int port_no
for (port_no = One; port_no <= No_of_ports; port_no++) /[/* (8.6.9.3) */
{
if ( designated_port(port_no) /* (8.6.9.3 a) */
[
(
port _info[ port_no]. desi gnat ed_root
I'= bridge_info.designated_root /* (8.6.9.3 b) */
)
[
(  bridge_info.root_path_cost
< port_info[port_no].designated_cost
) /* (8.6.9.3 c) */
[
( ( bridge_info.root_path_cost
== port_info[ port_no]. designated_cost
)
&&
( ( bridge_info.bridge_id
< port_info[port_no].designated_bridge
) /* (8.6.9.3 d) */
[
( ( bridge_info.bridge_id
== port_info[port_no].designated_bridge
)
&&
( port_info[port_no].port_id
<= port_info[port_no].designated_port
) /* (8.6.9.3 €) */
) ) ) )
{
becone_desi gnat ed_port (port_no); /* (8.6.10.2 a) */
}
}
}
becone_desi gnat ed_port (port_no) /* (8.6.10) */
Int port_no
{
port _info[port_no].designated_root = bridge_info.designated_root;
/* (8.6.10.3 a) */
port _info[port_no].designated_cost = bridge_info.root_path_cost;
/* (8.6.10.3 b) */
port _info[port_no].designated_bridge = bridge_info.bridge_id;
/* (8.6.10.3 ¢c)  */
port _info[port_no].designated_port = port_info[port_no].port_id;
/* (8.6.10.3 d) */
}
port_state_sel ection() /* (8.6.11) */
{

Int port_no
for (port_no = One; port_no <= No_of _ports; port_no++)

{
if (port_no == bridge_info.root_port) /* (8.6.11.3 a) */
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port _info[ port_no].config_pending = Fal se;
port _i nfo[ port_no].topol ogy_change_acknow edge =

make_f orwar di ng(port_no);

else if (designated_port(port_no))

{
st op_nessage_age_ti mer(port_no);
make_f orwar di ng(port_no);
}
el se
{
port_info[port_no].config_pending = Fal se;
port _info[ port_no].topol ogy_change_acknow edge =
make_bl ocki ng(port_no);
}

}
}

make_f orwar di ng(port_no)
Int port_no;

{
if (port_info[port_no].state == Bl ocking)
{
set _port_state(port_no, Listening);
start_forward_del ay_tiner(port_no);
}
}

make_bl ocki ng(port_no)
Int port_no;

{
if ( (port_info[port_no].state != Disabled)
&&
(port _info[ port_no].state != Bl ocking)
)
{
if ( (port_info[port_no].state == Forwarding)
[
(port_info[port_no].state == Learning)
)
{
if (port_info[port_no].change_detection_enabled =
{
t opol ogy_change_det ecti on();
}
}
set _port_state(port_no, Bl ocking);
stop_forward_del ay_ti mer(port_no);
}
}

/* where */
set_port_state(port_no, state)

Int port_no;
State state;
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{ port _info[port_no].state = state,;
}
t opol ogy_change_det ecti on() /* (8.6.14) */
if (root_bridge()) /* (8.6.14.3 a) */
{ bri dge_i nfo. t opol ogy_change = True; /* (8.6.14.3 al)*/
start_topol ogy_change_tiner(); /* (8.6.14.3 a2)*/
}

else if (bridge_info.topol ogy_change_detected == False) /* (8.6.14.3 b) */
{

transmt_tcn(); /* (8.6.14.3 bl)*/
start_tcn_timer(); /* (8.6.14.3 b2)*/

}

bri dge_i nfo. t opol ogy_change_detected = True; /* (8.6.14.3 c) */

}

t opol ogy_change_acknow edged() /* (8.6.15) */
bri dge_i nfo.topol ogy_change_det ected = Fal se; /* (8.6.15.3 a) */
stop_tcn_tinmer(); /* (8.6.15.3 b) */

}

acknow edge_t opol ogy_change( port_no) /* (8.6.16) */

Int port_no;

{
port _info[ port_no].topol ogy_change_acknow edge = True; /* (8.6.16.3 a) */
transmt_config(port_no); /* (8.6.16.3 b) */

}

/** QOperation of the Protocol (8.7) **/

recei ved_confi g_bpdu(port_no, config) /* (8.7.1) */
Int port_no;

Config_bpdu *confi g;

{

Bool ean root;

root = root_bridge();

if (port_info[port_no].state != Disabl ed)

{
if (supersedes_port_info(port_no, config)) /* (8.7.1.1) */
{ /* (8.6.2.2) */
record_config_informati on(port_no, config); /* (8.7.1.1 a) */
/* (8.6.2.2) */
configuration_update(); /* (8.7.1.1 b) */
/* (8.6.7.2 a) */
port_state_sel ection(); /* (8.7.1.1 c) */
/* (8.6.11.2 a) */
if (('root_bridge()) && root) /* (8.7.1.1 d) */
{

stop_hel lo_timer();

if (bridge_info.topol ogy_change_det ect ed) /* (8.7.1.1 e) */

{
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st op_t opol ogy_change_tiner();
transmt_tcn();

start_tcn_timer();

}
}
if (port_no == bridge_info.root_port)
{
record_config_tineout_val ues(config);
confi g_bpdu_generation();
if (config->topol ogy_change_acknow edgnent)
{
t opol ogy_change_acknow edged() ;
}
}
}
el se if (designated_port(port_no))
{
reply(port_no);
}
}
}
recei ved_t cn_bpdu(port_no, tcn)
Int port_no;
Tcn_bpdu *tcn;
{

if (port_info[port_no].state != Disabl ed)
if (designated_port(port_no))
{

t opol ogy_change_det ecti on();

acknow edge_t opol ogy_change( port_no);

}
}
}
hel l o_timer_expiry()
{
confi g_bpdu_generation();
start_hello_tiner();
}

message_age_timer _expiry(port_no)
Int port_no;
{

Bool ean root;

root = root_bridge();

becone_desi gnat ed_port (port_no);

configuration_update();

port_state_sel ection();
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if ((root_bridge()) && (!root)) /* (8.7.4 d) */
{
bri dge_i nfo. max_age = bridge_i nfo. bri dge_nax_age; /* (8.7.4 di1) */
bridge_info.hello_time = bridge_info.bridge_hello_tine;
bridge_i nfo.forward_del ay = bridge_info.bridge_forward_del ay;

t opol ogy_change_det ecti on(); /* (8.7.4 d2) */
/* (8.6.14.2.4) */
stop_tcn_timer(); /* (8.7.4 d3) */
confi g_bpdu_generation(); /* (8.7.4 d4) */
start_hello_tiner()
}
}
forward_del ay_ti mer_expiry(port_no) /* (8.7.5) */
Int port_no
{
if (port_info[port_no].state == Listening) /* (8.7.5 a) */
{
set _port_state(port_no, Learning); /* (8.7.5 al) */
start_forward_del ay_ti mer(port_no); /* (8.7.5 a2) */
}
else if (port_info[port_no].state == Learning) /* (8.7.5 b) */
{
set _port_state(port_no, Forwarding); /* (8.7.5 bl) */
if (designated_for_some_port()) /* (8.7.5 b2) */
{
if (port_info[port_no].change_detection_enabl ed == True)
/* (8.5.5.10) */
{
t opol ogy_change_det ecti on(); /* (8.6.14.2.2) */
}
}
}
}
/* where */
Bool ean desi gnat ed_f or _sone_port ()
{
Int port_no
for (port_no = One; port_no <= No_of _ports; port_no++)
{
if ( port_info[port_no].designated_bridge
== bridge_info.bridge_id
)
{
return(True);
}
}
return(Fal se)
}
ten_tiner_expiry() /* (8.7.6) */
{
transmit_tcn(); /* (8.7.6 a) */
start_tcn_timer(); /* (8.7.6 b) */
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}
t opol ogy_change_ti nmer _expiry() /* (8.
{
bri dge_i nfo.topol ogy_change_det ected = Fal se; /I* (8.
bri dge_i nfo. topol ogy_change = Fal se; /I* (8.
}
hol d_ti mer _expi ry(port_no) /I* (8.
Int port_no;
{
if (port_info[port_no].config_pending)
{
transmt_config(port_no); /* (8.
}
}
/** Managenent of the Bridge Protocol Entity (8.8) **/
initialisation() /* (8.
{
Int port_no;
bri dge_i nfo. desi gnated_root = bridge_info.bridge_id; /I* (8.
bri dge_i nfo.root_path_cost = Zero;
bri dge_i nfo.root_port = No_port;
bri dge_i nfo. max_age = bridge_i nfo. bri dge_max_age; /* (8.
bridge_info.hello_time = bridge_info.bridge_hello_tine;
bridge_i nfo.forward_del ay = bridge_info.bridge_forward_del ay;
bri dge_i nfo. topol ogy_change_det ected = Fal se; /* (8.
bri dge_i nfo.topol ogy_change = Fal se;
stop_tcn_timer();
st op_t opol ogy_change_tiner();
for (port_no = One; port_no <= No_of _ports; port_no++) [* (8.
{
initialize_port(port_no);
}
port_state_sel ection(); /* (8.
confi g_bpdu_generation(); /* (8.
start_hello_tiner();
}

initialize_port(port_no)

Int port_no;

{
becone_desi gnat ed_port (port_no); /*
set _port_state(port_no, Bl ocking); /*

port _info[ port_no].topol ogy_change_acknow edge = Fal se;
/*

port _info[ port_no].config_pending = Fal se; /*

port _info[port_no].change_detection_enabled = True; /*
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stop_nessage_age_ti mer (port_no); /* (8.8.1 d5)
stop_forward_del ay_ti mer(port_no); /* (8.8.1 d6)
stop_hol d_ti mer (port_no); /* (8.8.1 d7)
}
enabl e_port (port_no) /* (8.8.2)
Int port_no
{
initialize_port(port_no)
port_state_sel ection(); /* (8.8.2 g)
}
di sabl e_port (port_no) /* (8.8.3)
Int port_no
{
Bool ean root;
root = root_bridge()
becone_desi gnat ed_port (port_no); /* (8.8.3 a)
set _port_state(port_no, Disabled); /* (8.8.3 b)
port _info[port_no].topol ogy_change_acknow edge = False; /* (8.8.3 ¢)
port_info[port_no].config_pending = Fal se; /* (8.8.3 d)
st op_nessage_age_ti mer (port_no); /* (8.8.3 €)
stop_forward_del ay_tiner(port_no); /* (8.8.3 f)
configurati on_update(); /* (8.8.3 @g)
port_state_sel ection(); /* (8.8.3 h)
if ((root_bridge()) & (!'root)) /* (8.8.3 1)
{
bri dge_i nfo. max_age = bridge_i nfo. bri dge_nmax_age; /* (8.8.3i1)
bridge_info.hello_time = bridge_info.bridge_hello_tine;
bridge_i nfo.forward_del ay = bridge_info.bridge_forward_del ay;
t opol ogy_change_det ecti on(); /* (8.8.312)
stop_tcn_timer(); /* (8.8.3i3)
confi g_bpdu_generation(); /* (8.8.3 i4)
start_hello_tiner()
}
}
set _bridge_priority(new_bridge_id) /* (8.8.4)
Identifier new bridge_id; /* (8.8.4 a)

{

Bool ean root;

Int port_no

root = root_bridge()
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/* (8.8.4 b)

for (port_no = One; port_no <= No_of_ports; port_no++)
{
if (designated_port(port_no))
{
port_info[ port_no]. designated_bridge = new bridge_id;
}
}

bridge_info.bridge_id = new bridge_id;
configurati on_update();

port_state_sel ection();

if ((root_bridge()) & (!'root))

{

bri dge_i nfo. max_age = bridge_i nfo. bri dge_nmax_age;

/* (8.8.
/* (8.8.
/* (8.8.
/* (8.8.

/* (8.8.

bridge_info.hello_time = bridge_info.bridge_hello_tine;

bridge_i nfo.forward_del ay = bridge_info.bridge_forward_del ay;

t opol ogy_change_det ecti on();
stop_tecn_timer();

confi g_bpdu_generation();
start_hello_tiner();

}

set _port_priority(port_no, new_ port_id)
Int port_no;
Port _id new port _id;

if (designated_port(port_no))
{

}

port _info[ port_no].designated_port = new_ port_id;

port _info[port_no].port_id = new port_id;

if ( ( bridge_info.bridge_id
== port_info[ port_no].desi gnated_bridge

&&
( port_info[port_no].port_id
< port_info[port_no].designated_port
)
)

becone_desi gnat ed_port (port_no);

port_state_sel ection();

set _path_cost(port_no, path_cost)
Int port_no;

Cost pat h_cost;

{

port _info[port_no].path_cost = path_cost;
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configuration_update(); /* (8.8.6 b) */
port_state_sel ection(); /* (8.8.6 ¢) */
}
/*
*/
enabl e_change_det ecti on(port_no) /* (8.8.7) */
Int port_no;
{
port _info[port_no].change_detecti on_enabl ed = True;
}
/*
*/
di sabl e_change_det ecti on(port_no) /* (8.8.8) */
Int port_no;
{
port _i nfo[ port_no].change_detecti on_enabl ed = Fal se;
}
[/ ** pseudo-i npl ementati on-specific timer running support **/
tick()
{

Int port_no;

if (hello_tinmer_expired())
{ hello_timer_expiry();
}

if (ten_timer_expired())
{ ten_tiner_expiry();

}

if (topol ogy_change_tinmer_expired())
{ topol ogy_change_tiner_expiry();

}
for (port_no = One; port_no <= No_of_ports; port_no++)
{

if (nessage_age_tiner_expired(port_no))

{

nmessage_age_ti mer_expiry(port_no);

}

}

for (port_no = One; port_no <= No_of_ports; port_no++)
if (forward_del ay_timer_expired(port_no))
{

forward_del ay_ti mer_expiry(port_no);

if (hol d_tiner_expired(port_no))

{
hol d_ti mer_expi ry(port_no);
}
}
}
/* where */

start_hello_tiner()
{ hello_timer.value = (Tine) Zero;
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hel lo_timer.active = True;

}

stop_hello_tinmer()
{ hello_timer.active = Fal se;
}
Bool ean hel l o_tinmer_expired()
{ if (hello_timer.active & (++hello_timer.value >= bridge_info.hello_tine))
{ hello_timer.active = Fal se;
return(True);
}
return(Fal se);

}

start_tcn_timer()
{ tcn_tiner.value = (Tine) Zero;
ten_tiner.active = True;

}

stop_tcn_timer()
{ tcn_tiner.active = Fal se;

}

Bool ean tcn_ti ner_expired()
{ if (ten_tiner.active & (++tcn_tinmer.value >= bridge_info.bridge_hello_tine))
{ ten_tiner.active = Fal se;
return(True);
}

return(Fal se);

}

start_t opol ogy_change_ti mer ()
{ topology_change_tiner.value = (Tine) Zero;
t opol ogy_change_tinmer.active = True;

}

st op_t opol ogy_change_ti ner ()
{ topology_change_tiner.active = Fal se;

}

Bool ean t opol ogy_change_ti ner_expired()
{ if ( topology_change_tiner.active
&& ( ++topol ogy_change_ti ner. val ue
>= bridge_i nfo.topol ogy_change_tinme
)
)

{ t opol ogy_change_tiner. active = Fal se;
return(True);
}

return(Fal se);

}

start_message_age_ti mer (port_no, nmessage_age)

Int port_no;

Ti e nmessage_age;

{ message_age_timer[port_no].val ue = nessage_age;
nmessage_age_tinmer[port_no].active = True;

}

st op_nessage_age_ti mer (port_no)

Int port_no;

{ message_age_tiner[port_no].active = Fal se;

}

Bool ean nmessage_age_ti mer _expi red(port_no)
Int port_no;
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{ if (nessage_age_tiner[port_no].active &&
(++nmessage_age_tiner[port_no].val ue >= bridge_info. max_age))
{ nessage_age_tiner[port_no].active = Fal se;
return(True);

}
return(Fal se);
}
start_forward_del ay_tiner(port_no)
Int port_no;

{ forward_delay_tiner[port_no].value = Zero;
forward_del ay_timer[port_no].active = True;

}

stop_forward_del ay_ti ner(port_no)

Int port_no;

{ forward_delay_tiner[port_no].active = Fal se;

}

Bool ean forward_del ay_ti ner_expired(port_no)
Int port_no;
{ if (forward_delay_timer[port_no].active &&
(++forward_del ay_timer[port_no].val ue >= bridge_info.forward_del ay))
{ forward_delay_tinmer[port_no].active = Fal se;
return(True);

}

return(Fal se);

start_hol d_ti mer (port_no)

Int port_no;

{ hold_tiner[port_no].value = Zero;
hol d_ti mer[port_no].active = True;

stop_hol d_ti mer (port_no)
Int port_no;
{ hold_tiner[port_no].active = Fal se;

}

Bool ean hol d_ti mer _expi red(port_no)
I nt port_no;
{ if (hold_tinmer[port_no].active &
(++hol d_tiner[port_no].val ue >= bridge_info.hold_tine))
{ hol d_ti mer[port_no].active = Fal se;
return(True);

}

return(Fal se);

/** pseudo-inpl ementation specific transmt routines **/

#include “transmt.c”
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8.10 Performance

This subclause places requirements on the performance of the Bridgesin a Bridged LAN and on the setting
of the parameters of the Spanning Tree Algorithm and Protocol. These are necessary to ensure that the algo-
rithm and protocol operate correctly.

It recommends default operational values for performance parameters. These have been specified in order to
avoid the need to set values prior to operation, and have been chosen with a view to maximizing the ease
with which Bridged LAN components interoperate.

It specifies absolute maximum values for performance parameters. The ranges of applicable values are spec-
ified to assist in the choice of operational values and to provide guidance to implementors.

8.10.1 Requirements
For correct operation, the parameters and configuration of Bridgesin the Bridged LAN ensure that

— Bridges do not initiate reconfiguration if none is needed. This means that a Bridge Protocol Message
is not timed out before its successor arrives, unless a failure has occurred.

— Following reconfiguration, frames are not forwarded on the new active topology, while frames that
were initially forwarded on the previous active topology are still in the Bridged LAN. This ensures
that frames are not duplicated.

These requirements are met through placing restrictions on

— The maximum bridge diameter of the Bridge LAN: The maximum number of Bridges between
any two points of attachment of end stations.

— Themaximum bridge transit delay: The maximum time elapsing between reception and transmis-
sion by a Bridge of a forwarded frame, frames that would otherwise exceed this limit being dis-
carded.

— The maximum BPDU transmission delay: The maximum delay prior to the transmission of a
Bridge Protocol Data Unit following the need to transmit such a BPDU arising, as specified in 8.7.

— The maximum Message Age increment overestimate that may be made to the value of the Mes-
sage Age parameter in transmitted BPDUs or to the age of stored Bridge Protocol Message informa-
tion.

— Thevalues of the Bridge Hello Time, Bridge Max Age, Bridge Forward Delay, and Hold Time
parameters.

Additionally, a Bridge shall not
— Underestimate the increment to the Message Age parameter in transmitted BPDUSs.
— Underestimate Forward Delay.
— Overestimate the Hello Time interval when acting as the Root.

8.10.2 Parameter values

Recommended default, absolute maximum, and ranges of parameters are specified in Tables 8-1 through 8-5.

A Bridge shall not exceed the absolute maximum values specified in Table 8-2 for maximum bridge transit
delay, maximum BPDU transmission delay, and maximum M essage Age increment over estimate.

If the values of Bridge Hello Time, Bridge Max Age, and Bridge Forward Delay can be set by manage-

ment, the Bridge shall have the capability to use the full range of valuesin the parameter ranges specified in
Table 8-3, with agranularity of 1 s.
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Table 8-1—Maximum Bridge Diameter

Parameter Recommended
value
Maximum bridge diameter 7

Table 8-2—Transit and transmission delays

Par ameter Recommended Absplute

value maximum
Maximum bridge transit delay 1.0 4.0
maximum BPDU transmission delay 1.0 4.0
maximum Message Age increment overestimate 1.0 4.0

All times are in seconds.
A Bridge shall use the value of Hold Time shown in Table 8-3.
A Bridge shall enforce the following relationships:
2 x (Bridge_Forward_Delay — 1.0 seconds) >= Bridge_Max_Age
Bridge Max_Age >= 2 x (Bridge Hello_Time + 1.0 seconds)
It is recommended that default values of the Path Cost parameter for each Bridge Port be based on the val-
ues shown in Table 8-5, the values being chosen according to the speed of the LAN segment to which each

Port is attached.

NOTE—The values shown in Table 8-5 apply to both full duplex and half duplex operation. The intent of the recom-
mended values and ranges shown is to minimize the number of Bridgesin which path costs need to be managed in order
to exert control over the topology of the Bridged LAN.

Table 8-3—Spanning Tree Algorithm timer values

Parameter Reggfn;mf?/gjefeor Fixed value Range
Bridge Hello Time 20 — 1.0-10.0
Bridge Max Age 20.0 — 6.0-40.0
Bridge Forward Delay 15.0 — 4.0-30.0
Hold Time — 10 —

All times are in seconds.
— Not applicable.

Subclause 8.10.2 constrains the relationship between Bridge Max Age and Bridge Forward Delay.

If the values of the Bridge Priority and the Port Priority for each of the Ports can be set by management,
the Bridge shall have the capability to use the full range of values in the parameter ranges specified in Table
8-4, with agranularity of 1.
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Table 8-4—Bridge and Port Priority parameter values

Recommended or

Parameter default value Range
Bridge Priority 32768 0-65 535
Port Priority 128 0-255

A Bridge shall not use alower value for the Path Cost parameter associated with any Port than the absolute

minimum value specified in 8-5.

If the value of Path Cost can be set by management, the Bridge shall have the capability to use the full range

of values in the parameter ranges specified in Table 8-5, with agranularity of 1.

Table 8-5—Path Cost Parameter Values

Parameter | Link Speed Reco\rgln;inded Recorn;rr]réaewded Range

Path Cost 4 Mb/s 250 100-1000 1-65535
Path Cost 10 Mbl/s 100 50-600 1-65535
Path Cost 16 Mbls 62 40-400 1-65535
Path Cost 100 Mb/s 19 10-60 165535
Path Cost 1Gbls 4 3-10 165535
Path Cost 10 Gh/s 2 1-5 165535
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9. Encoding of Bridge Protocol Data Units (BPDUS)

This clause specifies the structure and encoding of the BPDUs for the Spanning Tree Protocol, exchanged
between Bridge Protocol Entities.

9.1 Structure
9.1.1 Transmission and representation of octets

All BPDUs shall contain an integral number of octets. The octets in a BPDU are numbered starting from 1
and increasing in the order they are put into a Data Link Service Data Unit (DLSDU). The bitsin an octet are
numbered from 1 to 8, where 1 is the low-order bit.

When consecutive octets are used to represent a binary number, the lower octet number has the most signifi-
cant value.

All Bridge Protocol Entities respect these bit and octet ordering conventions, thus allowing communications
to take place.

9.1.2 Components

A Protocol Identifier is encoded in the initial octets of all BPDUs. This standard reserves a single Protocol
Identifier value. This standard places no further restriction on the structure, encoding, or use of BPDUs with
different values of the Protocol Identifier field, should these exist, by other standard protocols.

BPDUSs used by Bridge Protocol Entities operating the Spanning Tree Algorithm and Protocol specified in
Clause 8 use the reserved Protocol |dentifier value and have the following structure.

Each BPDU comprises a fixed number of parameters essential to the operation of the protocol. Each param-
eter is encoded in one or more octets and is of fixed length. The order of parametersin aBPDU is fixed.

The parameters of each BPDU are determined by the BPDU type; all BPDUs of the same type shall com-
prise the same parameters, in the same order, encoded in the same way.

9.2 Encoding of parameter types

9.2.1 Encoding of Protocol Identifiers

A Protocol Identifier shall be encoded in two octets.
9.2.2 Encoding of Protocol Version Identifiers

A Protocol Version Identifier shall be encoded in one octet. If two Protocol Version |dentifiers are interpreted
as unsigned binary numbers, then the greater number will be associated with the more recently defined Pro-
tocol Version.

9.2.3 Encoding of BPDU types

The type of the BPDU shall be encoded as a single octet. The bit pattern contained in the octet merely serves
to distinguish the type; no ordering relationship between BPDUs of different typesisimplied.
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9.2.4 Encoding of flags

A flag shall be encoded as a bit in asingle octet. A number of flags may be thus encoded in a single octet. A
flag is set if the corresponding bit in the octet takes the value 1. Bit positions in the octet that do not corre-
spond to flags defined for a given type of BPDU arereset, i.e., shall take the value 0. No additional flags will
be defined for a BPDU of given protocol version and type.

9.2.5 Encoding of Bridge Identifiers

A Bridge Identifier shall be encoded as eight octets, taken to represent an unsigned binary number. Two
Bridge Identifiers may be numerically compared and the lesser number shall denote the Bridge of the higher
priority.

The two most significant octets of a Bridge Identifier comprise a settable priority component that permits the
relative priority of Bridgesto be managed (8.5.3.7 and Clause 14). The six least significant octets ensure the
uniqueness of the Bridge Identifier; they shall be derived from the globally unique Bridge Address (7.12.5)
according to the following procedure.

The third most significant octet is derived from the initial octet of the MAC Address; the least significant bit
of the octet (Bit 1) is assigned the value of thefirst bit of the Bridge Address, the next most significant bit is
assigned the value of the second bit of the Bridge Address, and so on. In a Bridged LAN utilizing 48-bit
MAC Addresses, the fourth through eighth octets are similarly assigned the values of the second to the sixth
octets of the Bridge Address.

9.2.6 Encoding of Root Path Cost

Root Path Cost shall be encoded as four octets, taken to represent an unsigned binary number, a multiple of
arbitrary cost units. Subclause 8.10.2 contains recommendations as to the increment to the Root Path Cost,
in order that some common value can be placed on this parameter without reguiring a management installa-
tion practice for Bridgesin aBridged LAN.

9.2.7 Encoding of Port Identifiers

A Port Identifier shall be encoded as two octets, taken to represent an unsigned binary number. If two Port
Identifiers are numerically compared, the lesser number shall denote the Port of higher priority. The more
significant octet of a Port Identifier is a settable priority component that permits the relative priority of Ports
on the same Bridge to be managed (8.5.5 and Clause 14). The less significant octet is the Port Number
expressed as an unsigned binary number. The value O is not used as a Port Number.

9.2.8 Encoding of Timer Values

Timer Values shall be encoded in two octets, taken to represent an unsigned binary number multiplied by a
unit of time of 1/256 of a second. This permits times in the range 0 to, but not including, 256 sto be repre-
sented.

9.3 BPDU formats and parameters
9.3.1 Configuration BPDUs

The format of the Configuration BPDUs is shown in Figure 9-1. Each transmitted Configuration BPDU shall
contain the following parameters (8.5.1) and no others:
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Figure 9-1—Configuration BPDU
parameters and format

a) TheProtocol Identifier isencoded in Octets 1 and 2 of the BPDU. It takes the value 0000 0000 0000
0000, which identifies the Spanning Tree Algorithm and Protocol as specified in Clause 8.

b)  The Protocol Version Identifier is encoded in Octet 3 of the BPDU. It takes the value 0000 0000.

¢) TheBPDU Typeisencoded in Octet 4 of the BPDU. Thisfield shall take the value 0000 0000. This
denotes a Configuration BPDU.

d) TheTopology Change Acknowledgment flag is encoded in Bit 8 of Octet 5 of the BPDU.

e) TheTopology Change flag is encoded in Bit 1 of Octet 5 of the BPDU.

f)  The Root Identifier is encoded in Octets 6 through 13 of the BPDU.

g) TheRoot Path Cost is encoded in Octets 14 through 17 of the BPDU.

h)  TheBridge Identifier is encoded in Octets 18 through 25 of the BPDU.
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i)  The Port Identifier is encoded in Octets 26 and 27 of the BPDU.

i)  The Message Age timer value is encoded in Octets 28 and 29 of the BPDU.
k)  The Max Agetimer valueis encoded in Octets 30 and 31 of the BPDU.

)  TheHelo Timetimer value is encoded in Octets 32 and 33 of the BPDU.

m) The Forward Delay timer value is encoded in Octets 34 and 35 of the BPDU.

The Message Age (Octets 28 and 29) shall be less than Max Age (Octets 30 and 31).

9.3.2 Topology Change Notification BPDUs

The format of the Topology Change Notification BPDUs is shown in Figure 9-2. Each transmitted Topology
Change Noatification BPDU shall contain the following parameters (8.5.2) and no others:

a) TheProtocol Identifier isencoded in Octets 1 and 2 of the BPDU. It takes the value 0000 0000 0000
0000, which identifies the Spanning Tree Algorithm and Protocol as specified in Clause 8 of this
standard.

b)  The Protocol Version Identifier is encoded in Octet 3 of the BPDU. It takes the value 0000 0000.

¢) The BPDU Type is encoded in Octet 4 of the BPDU. This field shall take the value 1000 0000
(where bit 8 is shown at the left of the sequence). This denotes a Topology Change Notification

BPDU.
Octet
Protocol Identifier 1
2
Protocol Version Identifier 3
BPDU Type 4

Figure 9-2—Topology change notification

BPDU parameters and format

9.3.3 Validation of received BPDUs

A Bridge Protocol Entity shall process areceived BPDU as specified in 8.7 if and only if the BPDU contains
at least four octets and the Protocol Identifier has the value specified for BPDUs (9.3.2), and

a) TheBPDU Type denotes a Configuration BPDU and the BPDU contains at least 35 octets, and the
value of the BPDUs Message Age parameter isless than that of its Max Age parameter; or

b) The BPDU Type denotes a Topology Change Notification BPDU.

In case a), any octets that are present beyond Octet 35 are ignored, as far as processing according to this
standard is concerned. Similarly, in case b), any octets beyond Octet 4 are ignored.

NOTE—The Protocol Version Identifier is not checked on receipt, in order to alow the possibility of future specification of
extensions to the Spanning Tree Protocol, identified as new versions by different values of the Protocol Version Identifier.
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10. GARP Multicast Registration Protocol (GMRP)

10.1 Purpose

The GARP (Generic Attribute Registration Protocol) Multicast Registration Protocol (GMRP) provides a
mechanism that allows Bridges and end stations to dynamicaly register (and subsequently, de-register)
Group membership information with the MAC Bridges attached to the same LAN segment, and for that
information to be disseminated across all Bridges in the Bridged LAN that support Extended Filtering Ser-
vices. The operation of GMRP relies upon the services provided by GARP, defined in Clause 12.

The information registered, de-registered, and disseminated via GMRP is in the following forms:

a)  Group membership information. This indicates that one or more GMRP participants that are mem-
bers of aparticular Group (or Groups) exist, and carries the group MAC Address(es) associated with
the Group(s). The exchange of specific Group membership information can result in the creation or
updating of Group Registration Entries in the Filtering Database to indicate the Port(s) on which
members of the Group(s) have been registered. The structure of these entriesis described in 7.9.3;

b)  Group service requirement information. This indicates that one or more GMRP participants require
Forward All Groups or Forward Unregistered Groups to be the default Group filtering behavior (see
6.6.7 and 7.9.4).

Registration of Group membership information allows the Bridges in a Bridged LAN to be made aware that
frames destined for the group MAC Address concerned should only be forwarded in the direction of the reg-
istered members of the Group. Forwarding of frames destined for the address associated with that Group
therefore occurs only on Ports on which such membership registration has been received.

Registration of Group service requirement information allows the Bridges in a Bridged LAN to be made
aware that any of their Ports that can forward frames in the direction from which the Group service require-
ment information has been received should modify their default Group forwarding behavior in accordance
with the Group service requirement expressed.

NOTE—This ability to dynamically manipulate the default Group forwarding behavior allows Bridge Ports to take
account of the needs of GMRP-unaware devices in the Bridged LAN with respect to the forwarding of frames destined
for unregistered group MAC Addresses.

The operation of GMRP can result in

¢) The propagation of Group membership information and Group service requirement information
across aBridged LAN, and consequent creation, updating, or deletion of Group Registration Entries
in the Filtering Databases of all Bridges in the Bridged LAN that support Extended Filtering Ser-
vices,

d) Conseguent changes to the Group filtering behavior of such Bridges.

10.2 Model of operation

GMRP defines a GARP Application (12.3, 12.3.1, and 10.3) that provides the extended filtering services
defined in 6.6.5 and 6.6.7. To this end, GMRP makes use of

a) Thedeclaration and propagation services offered by GARP Information Distribution (GID; 12.3 and
12.3.2) and GARP Information Propagation (GIP; 12.3 and 12.3.3) to declare and propagate Group
membership information and Group service requirement information within the Bridged LAN;
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b) Theregistration services offered by GID (12.3 and 12.3.2) to allow Group membership information
and Group service regquirement information declared in the Bridged LAN to control the frame filter-
ing behavior of participating devices with respect to frames destined for group MAC Addresses.

Any new information registered with (or de-registered from) a particular Bridge is propagated by GARP
across the Bridged LAN to the other Bridges that may be present, in the manner described in 12.2. This
information is used to update Group Registration Entries (7.9.3) in the Filtering Database(s) of participating
end stations and Bridges.

10.2.1 Propagation of Group Membership information

The Forwarding Process uses the Group Registration Entries in the Filtering Databases to ensure that frames
are transmitted only through those Bridge Ports that are necessary in order to reach LANSs to which Group
members are attached. Figure 10-1 illustrates the Group Registration Entries created by GMRP for asingle
Group.

R T T

Filtering
Database

Filtering
Database

Filtering
Database

Filtering
Database

H e l{m D/ E lTLAND

M M
. Filtering Filtering .
Database Database
Filtering | Brigge
Database
Applicant station that is a member of Group M
l:, Applicant station that is not a member of Group M
—> Group Registration for Group M

Figure 10-1—Example Directed Graph

By receiving frames from all Ports and forwarding only through Ports for which GMRP has created Group
Registration Entries, Bridges facilitate the implementation of Group distribution mechanisms based on the
concept of an Open Host Group. Any GM RP Participants (12.3) that wish to receive frames transmitted to a
particular Group or Groups register their intention to do so by requesting membership of the Group(s) con-
cerned. Any MAC Service user that wishesto send frames to a particular Group can do so from any point of
attachment to the Bridged LAN. These frames can be received on all LAN segments to which registered
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GMRP Participants are attached, but the filtering applied by Bridges for ports that have not had Group Reg-
istration Entries created by GMRP ensures that frames are not transmitted on LAN segments that neither
have registered GMRP participants attached nor are in the path through the active topology between the
sources of the frames and the registered Group members. GMRP and the Group Registration Entries thus act
to restrict the frames to pruned subsets of the overall loop free active topology defined by the Spanning Tree
Protocol, where each pruned subset only includes LAN segments necessary to reach Group members from a
given source.

NOTE—The term “Open Host Group” used here comes from the terminology introduced in the definition of the Internet
Group Membership Protocol (IGMP) defined by the IETF.

MAC Service users that are sources of MAC frames destined for the Group do not have to register as mem-
bers of the Group themselves unless they also wish to receive frames transmitted to the Group address by
other sources.

10.2.2 Propagation of Group service requirement information

GMRP propagates Group service requirement information in the same manner as for Group Registration
information. If any Port in a given Bridge has a registered Group service requirement of All Groups or All
Unregistered Groups (expressed in terms of the control information in Static Filtering Entries and/or
Dynamic Filtering Entries with a MAC Address specification of All Groups or All Unregistered Groups),
this fact is propagated on al other Ports of the Bridge, resulting in the registration of that information on
Ports of adjacent Bridges. As a consequence of that registration, the default Group filtering behavior of those
Ports may change in order to maintain compatibility with the service requirements expressed by the regis-
tered information, as defined in 7.9.4. This ensures that connectivity can be maintained in LANs where the
service requirements of different regions of the Bridged LAN differ.

NOTE—In a Bridged LAN where the default Group filtering behavior is not the same for al “edge” Ports, service
requirement propagation will tend to result in al “backbone” Ports switching to the highest precedence Group filtering
behavior in usein the Bridged LAN. The precedence rules are defined in 7.9.4.

10.2.3 Source pruning

Asdescribed in 10.2.1, the operation of GMRP defines a subtree of the Spanning Tree as aresult of the cre-
ation of Group Registration Entries in the Filtering Databases of the Bridges in the Bridged LAN. End sta-
tions in the Bridged LAN are aso able to make use of the Group Membership information registered via
GMREP to alow them to keep track of the set of Groups for which active members currently exist, and the
service requirements of upstream devices. This allows end stations that are sources of frames destined for a
Group to suppress the transmission of such frames, if their registered Group membership and Group service
requirement information indicates that there are no valid recipients of those frames reachable via the LAN
segment to which they are attached.

NOTE—In effect, for the purposes of frame transmission, the end station can be viewed as if it operates as a single Port
Bridge, with its own default Group filtering behavior and “Filtering Database” entries updated via GMRP that tell it
whether or not multicast frames that it has generated should be forwarded onto the attached LAN. In order to achieve
this, it is necessary for the end station to implement both the Registrar and the Applicant functionality of GARP, as
described in 12.7.3, 12.8.1, and 12.8.2. The Applicant Only and Simple Applicant Participants described in 12.7.7 and
12.7.8 do not contain the Registrar functionality that would be required for Source Pruning.

This end system behavior is known as source pruning. Source pruning allows MAC Service users that are
sources of MAC frames destined for a number of Groups, such as server stations or routers, to avoid unnec-
essary flooding of traffic on their local LAN segments in circumstances where there are no current Group
membersin the Bridged LAN that wish to receive such traffic.
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10.2.4 Use of Group service requirement registration by end stations

The ability to propagate Group service reguirement information is described in this standard primarily as a
means of propagating the requirements of the Bridges themselves. However, this mechanism may also be
used by end stations that have requirements involving some aspect of promiscuous reception, such as Rout-
ers or network monitors. A GMRP-aware end station requiring to be able to receive all multicast traffic can
achieve this end by declaring membership of All Groups on the LAN segment to which it is attached; simi-
larly, an end station that wishes to receive unregistered multicast traffic can do so by declaring membership
of All Unregistered Groups. The circumstances under which these facilities might be used are further dis-
cussed in F.3.

10.3 Definition of the GMRP Application
10.3.1 Definition of GARP protocol elements
10.3.1.1 Use of GIP Contexts by GMRP

GMRP, as defined in this standard, operates within the Base Spanning Tree Context, as defined in 12.3.4. A
GIP Context identifier value of 0 shall be used to identify this context. The use of GMRP in any other GIP
Context is outside the scope of this standard.

10.3.1.2 GMRP Application address

The group MAC Address used as the destination address for GARP PDUs destined for GMRP Participants
shall be the GMRP Addressidentified in Table 12-1.

10.3.1.3 Encoding of GMRP Attribute Types

The operation of GMRP defines two Attribute Types (12.11.2.2) that are carried in GARP protocol
exchanges, asfollows:

a) The Group Attribute Type;
b)  The Service Requirement Attribute Type.

The Group Attribute Type is used to identify values of group MAC Addresses. The value of the Group
Attribute Type carried in GARP PDUs (12.11.2.2) shall be 1.

The Service Requirement Attribute Type is used to identify values of Group service requirements. The value
of the Service Requirement Attribute Type carried in GARP PDUs (12.11.2.2) shall be 2.

10.3.1.4 Encoding of GMRP Attribute Values

Values of instances of the Group Attribute Type shall be encoded as Attribute Values in GARP PDUs
(12.11.2.6) as six octets, each taken to represent an unsigned binary number. The octets are derived from the
Hexadecimal Representation of a 48-bit MAC Address (defined in IEEE Std 802) as follows:

a) Each two-digit hexadecimal numeral in the Hexadecimal Representation is taken to represent an
unsigned hexadecimal value, in the normal way, i.e., the rightmost digit of each numeral represents
the least significant digit of the value, the leftmost digit is the most significant.

b) Thefirst octet of the attribute value encoding is derived from the left-most hexadecimal value in the
Hexadecimal Representation of the MAC Address. The least significant bit of the octet (bit 1) is
assigned the least significant bit of the hexadecimal value, the next most significant bit is assigned
the value of the second significant bit of the hexadecimal value, and so on.

Copyright © 1998 IEEE. All rights reserved. 117



ANSI/IEEE Std 802.1D, 1998 Edition LOCAL AND METROPOLITAN AREA NETWORKS:

¢) The second through sixth octets of the encoding are similarly assigned the value of the second
through sixth hexadecimal valuesin the Hexadecimal Representation of the MAC Address.

Values of thisAttribute Type shall not include individual MAC Addresses.

Values of instances of the Service Reguirement Attribute Type shall be encoded asAttribute Valuesin GARP
PDUs (12.11.2.6) as a single octet, taken to represent an unsigned binary number. Only two values of this
Type are defined:

a)  All Groups shall be encoded as the value 0;
b)  All Unregistered Groups shall be encoded as the value 1.

The remaining possible values (2 through 255) are undefined.
10.3.2 Provision and support of Extended Filtering Services
10.3.2.1 End system registration and de-registration

The GMRP Application element of a GARP Participant provides the dynamic registration and de-registra-
tion services defined in 6.6.7.1, asfollows:

On receipt of a REGISTER_GROUP_MEMBER service primitive, the GMRP Participant issues a
GID_Join.request service primitive. The attribute_type parameter of the request carries the value of the
Group Attribute Type (10.3.1.3) and the attribute_value parameter carries the value of the MAC_ADDRESS
parameter carried in the REGISTER_GROUP_MEMBER primitive.

On receipt of a DEREGISTER_GROUP_MEMBER service primitive, the GMRP Participant issues a
GID_Leaverequest service primitive. The attribute type parameter of the request carries the value of the
Group Attribute Type (10.3.1.3) and the attribute_value parameter carries the value of the MAC_ADDRESS
parameter carried in the DEREGISTER_GROUP_MEMBER primitive.

On receipt of aREGISTER_SERVICE _REQUIREMENT service primitive, the GMRP Participant issues a
GID_Join.request service primitive. The attribute_type parameter of the request carries the value of the Ser-
vice Reguirement Attribute Type (10.3.1.3) and the attribute value parameter carries the value of the
REQUIREMENT_SPECIFICATION parameter carried in the REGISTER_SERVICE_REQUIREMENT
primitive.

Onreceipt of aDEREGISTER_SERVICE REQUIREMENT service primitive, the GMRP Participant issues a
GID_Leaverequest service primitive. The attribute type parameter of the request carries the value of the Ser-
vice Requirement Attribute Type (10.3.1.3) and the attribute value parameter carries the value of the
REQUIREMENT_SPECIFICATION parameter carried in the DEREGISTER_SERVICE_REQUIREMENT
primitive.

10.3.2.2 Registration and de-registration events

The GMRP Application element of a GARP Participant responds to registration and de-registration events
signalled by GID asfollows:

On receipt of a GID_Join.indication whose attribute_type is equal to the value of the Group Attribute Type
or the Service Requirement Attribute Type (10.3.1.3), the GMRP Application element updates any Group
Registration Entry (7.9.3) in the Filtering Database for the MAC Address specification carried in the
attribute_value parameter, to indicate that the MAC Address specification concerned is registered on the Port
associated with the GMRP Participant. This is achieved by specifying the Port concerned as Forwarding in
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the Port Map field of the entry. If such a Group Registration Entry does not exist in the Filtering Database, a
new Group Registration Entry is created.

NOTE—Both Group Membership and Group service requirement information is recorded in the Filtering Database by
means of Group Registration Entries (see 7.9.3). In the case of Group Membership Information, the MAC Address spec-
ification in the Group Registration Entry is a Group MAC Address. In the case of Group service requirement informa-
tion, the MAC Address specification is either “All Group Addresses’ or “All Unregistered Group Addresses.”

Onreceipt of aGID_L eave.indication whose attribute typeisequal to the value of the Group Attribute Type
or the Service Requirement Attribute Type (10.3.1.3), the GMRP Application element updates any Group
Registration Entry (7.9.3) in the Filtering Database for the MAC Address specification carried in the
attribute_value parameter to indicate that the MAC Address specification concerned is no longer registered
on the Port associated with the GMRP Participant. Thisis achieved by specifying the Port concerned as Fil-
tering in the Port Map field of the entry. If such a Filtering Database entry does not exist in the Filtering
Database, then the indication isignored. If setting that Port to Filtering resultsin there being no Portsin the
Port Map specified as Forwarding (i.e., all Group members are de-registered), then that Group Registration
Entry is removed from the Filtering Database.

10.3.2.3 Administrative controls

The provision of static control over the registration state of the state machines associated with the GMRP
Application is achieved by means of the Registrar Administrative Control parameters associated with the
operation of GARP (12.9.1). These parameters are represented in the Filtering Database by the information
held in Static Filtering Entries (7.9.1). If no Static Filtering Entry exists for a given MAC Address specifica-
tion, the value of the Registrar Administrative Control parameter for the corresponding attribute value is
Normal Registration for all Ports of the Bridge.

Theinitia state of the Permanent Database (i.e., the state of the Permanent Database in a Bridge that has not
been otherwise configured by management action) includes a Static Filtering Entry with a MAC Address
specification of All Groups, in which the Port Map indicates Registration Fixed. This Static Filtering Entry
will have the effect of determining the default Group filtering behavior of all Ports of the Bridge to be For-
ward All Groups. This entry in the Permanent Database may be deleted or updated by management action.

NOTE—This specification of an initial Static Filtering Entry means that operation using Forward Unregistered Groups
or Filter Unregistered Groups requires a conscious action on the part of the network manager or administrator.

Where management capability is implemented, the Registrar Administrative Control parameters can be
applied and modified by means of the management functionality defined in 14.7.

The provision of static control over the ability of Applicant state machines to participate in protocol
exchanges is achieved by means of the Applicant Administrative Control parameters associated with the
operation of GARP (12.9.2). Where management capability is implemented, the Applicant Administrative
Control parameters can be applied and modified by means of the management functionality defined in 14.9.
10.3.3 Procedural model

Clauses 11 and 13 contain example “ C” code descriptions of GMRP and GARP.

10.4 Conformance to GMRP

This subclause defines the conformance requirements for implementations claiming conformance to GMRP.
Two cases are covered: implementation of GMRP in MAC Bridges and implementation of GMRP in end
stations. Although this standard is principally concerned with defining the requirements for MAC Bridges,
the conformance requirements for end station implementations of GMRP are included in order to give useful
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guidance to such implementations. The PICS Proforma defined in Annex A is concerned only with conform-
ance claims with respect to MAC Bridges.

10.4.1 Conformance to GMRP in MAC Bridges
A MAC Bridge for which conformance to GMRP is claimed shall

a) Conform to the operation of the GARP Applicant and Registrar state machines, and the LeaveAll
generation mechanism, asdefined in 12.8.1, 12.8.2, and 12.8.3;

b) Exchange GARP PDUs as required by those state machines, formatted in accordance with the
generic PDU format described in 12.11, and able to carry application-specific information as defined
in 10.3.1, using the GMRP Application address as defined in Table 12-1;

c) Propagate registration information in accordance with the operation of GIP for the Base Spanning
Tree Context, asdefined in 12.3.3 and 12.3.4;

d) Implement the GMRP Application component as defined in 10.3;

e) Forward, filter or discard MAC frames carrying any GARP Application address as the destination
MAC Address in accordance with the requirements of 7.12.3.

10.4.2 Conformance to GMRP in end stations
An end station for which conformance to GMRP is claimed shall

a) Conform to the operation of one of
1) theApplicant state machine, asdefined in 12.8.1; or
2) theApplicant Only state machine, as defined in 12.8.5; or
3) the Simple Applicant state machine, as defined in 12.8.6;

b) Exchange GARP PDUs asrequired by the GARP state machine(s) implemented, formatted in accor-
dance with the generic PDU format described in 12.11, and able to carry application-specific infor-
mation as defined in 10.3.1, using the GMRP Application address as defined in Table 12-1;

c)  Support the provision of end system registration and de-registration as defined in 10.3.2.1;

d) Discard MAC frames carrying any GARP Application address as the destination MAC Address in
accordance with the requirements of 7.12.3.

An end station for which conformance to the operation of the Applicant state machine (12.8.1) is claimed
shall also

€) Conform to the operation of the GARP Registrar state machine and the LeaveAll generation mecha-
nism, asdefined in 12.8.2 and 12.8.3; and

f)  Support the provision of Group and Group service requirement registration and de-registration as
defined in 10.3.2.2; and

g) Filter outgoing frames destined for group MAC Addresses in accordance with registered Group and
Group service requirement information, in a manner consistent with the operation of the filtering
function of the forwarding process described in 7.7.2.

It is recommended that only those end stations that require the ability to perform Source Pruning (10.2.3)
conform to the operation of the Applicant state machine (12.8.1).

For the reasons stated in 12.7.9, it is recommended that end stations that do not require the ability to perform
Source Pruning implement the Applicant Only state machine (12.8.5), in preference to the Simple Applicant
state machine (12.8.6).

NOTE—End stations that implement only &) 2) and b) through d) are equivalent to the description of the Applicant Only
Participant (12.7.7); those that implement only a) 3) and b) through d) are equivalent to the description of the Simple
Applicant Participant (12.7.8). Such end stations require only the ability to register membership of one or more Groups,
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and revoke that membership at some later point in time; for this reason, there is no requirement to support the operation
of the Registrar or Leave All state machines.

End stations that implement @) 1) and b) through g) are able to perform “source pruning” as described in 10.2.3, i.e., to
suppress the transmission of frames destined for Groups that currently have no membership. Consequently, such end sta-
tions need to support the full Applicant state machine, in combination with the Registrar and Leave All state machines.
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11. Example “C” code implementation of GMRP

11.1 Purpose

This section contains an example implementation of the GMRP application (Clause 10). The exampleimple-
mentation makes use of the example implementation shown in Clause 13 of the GARP protocol and state
machinery required in order to support GMRP and other applications that use GARP (Clause 12). This“C”
code description is included in order to demonstrate the structure of GMRP, and to show that a reasonably
low overhead implementation can be constructed. The implementation has been designed with the intent of
maximizing clarity and generality, not for compactness.

The example implementation is shown in the following sections:

a)  Header filesfor the GMRP application (11.2);
b) The GMRP application code (11.3).

The separation shown between the application dependent (this clause) and application independent (Clause
13) aspects of the implementation gives a clear illustration of what is involved in implementing additional
applications using the same basic GARP state machines. The code is intended to be largely self-document-
ing, by means of in-line comments.

NOTE—For clarity, the example implementation assumes that only one Static Filtering Entry can be present in the Fil-
tering Database for a given MAC Address (see 7.9.1).
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11.2 GMRP application-specific header files

11.2.1 gmr.h

/* gnmr.h */
#i fndef gmr_h__
#define gnr_h__

#i ncl ude “garp.h”
#i nclude “gid. h”
#i ncl ude “gip.h”

/******************************************************************************

* GWR : GARP MULTI CAST REG STRATI ON APPLI CATI ON : GARP ATTRI BUTES

L R R R

*/

typedef enum {All _attributes, Legacy_attribute, Milticast_attribute}
Attribute_type;

typedef enum {Forward_all, Forward_unregistered} Legacy_control;

typedef enum {Nunmber _of _| egacy_controls = 1};

/******************************************************************************

* GWVR : GARP MULTI CAST REG STRATI ON APPLI CATI ON : CREATI ON, DESTRUCTI ON

R R R R R R R R R R R

*/

extern Bool ean gnr_create_gnr(int process_id, unsigned vlan_id,
void **gnr);

* Creates a new instance of GWR allocating and initializing a control

* block, returning True and a pointer to this instance if creation succeeds.
* Also creates instances of MCD (the Multi Cast registrati on Database) and

* of G P (which controls information propagation).

* Ports are created by the systemand added to GWR separately (see
* gnr _added_port () and gnr_renoved_port() bel ow).

* The operating system supplied process_id is for use in subsequent calls
* to operating systemservices. The systemitself ensures the tenporal

* scope of process_id, guarding against tiners yet to expire for destroyed
* processes, etc. Although process_id will be inplicitly supplied by many
* if not nost systems, it is nmade explicit in this inplenmentation for

* clarity.

* The vlan_id provides the context for this instance of GVR

* vian_id O is taken to refer to the base LAN, i.e., the LAN as seen by
* 802.1D prior to the invention of VLANs. This assunption may be subject
* to further 802.1 discussion.

extern void gnr_destroy_gnr(void *gnr);
/*
* Destroys an instance of GWR destroying and deal |l ocating the associ at ed
* instances of MCD and G P, and any instances of G D remai ning.
*/

extern void gnr_added_port(void *my_gnr, int port_no);
/*
* The system has created a new port for this application and added it to
* the ring of G D ports. This function should provide any managenent
* initilization required for the port for |egacy control or nulticast
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* filtering attributes, such as mght be stored in a pernmanent database
* either specifically for the port or as part of a tenplate.

* Newy created ports are ‘connected’ for the purpose of GARP infornation
* propagation using the separate function gi p_connect_port(). Prior to

* doing this, the systemshould initialize the newy created ports with

* any permanent database controls for specific multicast val ues.

* |t is assumed that new ports will be ‘connected’ correctly before the
* application continues. The rules for connection are not encoded within
* GWR They depend on the relaying connectivity of the systemas a whole,
* and can be sunmmarized as foll ows:

* if (ny_gnmr->vlian_id == Lan)

* if stp_forwardi ng(port_no) gnmr_connect_port(port_no);

* else if vlan_forwarding(vlan_id, port_no)

A
* gnhr _connect _port (port_no);
0}

*

* As the systemcontinues to run it should invoke gnr_di sconnect_port ()
* and gnr_connect_port() as required to maintain the required connectivity.
*/

extern void gnr_renoved_port(void *my_gnr, int port_no);
/*
* The system has renoved and destroyed the G D port. This function shoul d
* provide any application-specific cleanup required.
*/

[ R K Kk kK ok ok ok kR K K ok ok kR R K ok ok kR ok ok ok kR ok ok ok kR ok ok ok kR ok ok ok kR ok ok kR R ok ok ok kR ok ok kK

* GVWR : GARP MULTI CAST REG STRATI ON APPLI CATION : JO N, LEAVE | NDI CATI ONS

L R R

*/

extern void gnr_join_indication(void *my_gnr, void *my_port,
unsi gned j oi ni ng_gi d_i ndex) ;
/*
* Deals with joins for both Legacy Attributes and Multicast Attributes.
The former are represented by the first few G D indexes, and give rise
* to three cases:

*

* 1. Neither Forward All or Forward Unregistered are currently set (i.e.,

* registered for this port), so the Filtering Database is in

* “filter_by_default” nmode, and the only nulticasts that are being

* forwarded through (out of) this port are those “registered here.”

* In addition there nay be other entries in the Filtering Database

* whose effect on this port is currently duplicated by

* “filter_by default”: if an entry for a nmulticast is present for any
* port, the nodel of the Filtering Database requires that its filter or
* forward behavior be represented explicitly for all other ports

* - there is no per port setting which means “behave as default” node.

* 2. Forward Unregistered is currently set, but Forward All is not.

* The Filtering Database is in “forward_by_default” node. If a Filtering
* Dat abase entry has been nade for a nmulticast for any port, it specifies
* filtering for this port if the nulticast is not registered here but

* is registered for a port to which this port is connected (in the GP

* sense), and forwarding otherwise (i.e., nulticast registered here or

* not registered for any port to which this port is connected).

* 3. Forward Al is currently set and takes precedence - Forward
* Unregi stered may or may not be set. The Filtering Database is in
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“forward_by default” node. If a Filtering Database entry has been
made for any port, it specifies forwarding for this port. Not all
mul ticasts registered for this port have been entered into the
Filtering Database.

EE R

If acall to “fdb_filter” or “fdb_forward,” nade for a given port and

* nulticast address, causes a Filtering Database entry to be created, the
* other ports are set to filter or forward for that address according to

* the setting of “forward_by_default” or “filter_by_default” current when
* the call is made. This behavior can be used to avoid tenporary filtering
* glitches.

This function, gnr_join_indication(), changes filtering database entries
for the port that gives rise to the indication alone. |If another port

is in Legacy nbde B (Forward_unregi stered set (registered) for that port,
but not Forward_all), then registration of a nulticast address on this
port can cause it to be filtered on that other port. This is handl ed by
gnr _join_propagated() for the other ports that nmay be affected. It will
be called as a consequence of the G P propagation of the newy registered
attribute (multicast address).

/

L I

extern void gnr_join_propagated(void *my_gnr, void *my_port,
unsi gned j oi ni ng_gi d_i ndex) ;
/*

*/

extern void gnr_| eave_indication(void *my_gnr, void *nmy_port,
unsi gned | eavi ng_gi d_i ndex) ;
/*
*

*/

extern void gnmr_| eave_propagated(void *ny_gnr, void *ny_port,
unsi gned | eavi ng_gi d_i ndex) ;
/*
*

*/

[ R R K Kk ke kR K Kk K KR R Kk K KR R R R K KR R Rk R K KR R Rk K KR R Rk K R R Rk R K R Rk R Kk R Rk Rk K R Rk kR kK

* GVR : GARP MULTI CAST REG STRATI ON APPLI CATI ON : PROTOCOL & MGT EVENTS

R R R R R R R R R

*/

extern void gnmr_rcv(void *my_gnr, void *ny_port, void *pdu);
/*
* Process an entire received pdu for this instance of GWR
*/

extern void gm_tx(void *my_gnr, void *ny_port);
/*
* Transmit a pdu for this instance of GWR
*/

#endif /* gmr_h__ */

11.2.2 gmd.h
/* gnmd.h */

#i fndef gmd_h__
#define gmd_h__
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#i ncl ude “sys. h”

/******************************************************************************

* GWD : GARP MULTI CAST REG STRATI ON APPLI CATI ON DATABASE

kkhkkkhkkhkkhkkhkkhkkhkkhkhkhkhkhkhkhkhkhkhkhkhkhkhkkhkhkhkhkhkhkhkhkhkhkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhhkkhkkhkhkkhkkkkhkkhkkkkkkkkkkkkkkkkkkkkk*x*x

*/

extern Bool ean gnd_create_gnd(unsi gned max_mnul ticasts, void **gnd);
/*
* Creates a new instance of GVD, allocating space for up to max_nulticasts
* MAC addresses.
*
* Returns True if the creation succeeded together with a pointer to the
* GWD information.
*/

extern void gnd_destroy_gnd(void *gnd);
/*
* Destroys the instance of gnd, releasing previously allocated database and
* control space.
*/

extern Bool ean gnd_find_entry( void *nmy_gnd, Mac_address key,
unsi gned *found_at _i ndex);

extern Bool ean gnd_create_entry(void *my_gnd, Mac_address key,
unsi gned *created_at_i ndex);

extern Bool ean gnd_del ete_entry(void *nmy_gnd,
unsi gned del ete_at_index);

ext ern Bool ean gnd_get _key( voi d *ny_gnd, unsigned i ndex, Mac_address *key);

#endif /* gmd_h__ */

11.2.3 gmf.h

[* gnf.h */
#i fndef gnf_h__
#define gnf_h__

#i ncl ude “sys.h”
#i ncl ude “prw. h”
#i ncl ude “GWR h”

AR E R R R AR EEEEEEEEEEEEEREREEEEEEEEEEEEEREEEEREEEEEEEEEEEEEEEEEEEEEEEEEEY

* GW @ GARP MULTI CAST REG STRATI ON APPLI CATI ON PDU FORMATTI NG

R R R R R R R R R R

*/

typedef struct

{ 7=
* This data structure saves the tenporary state required to parse GWR
* PDUs in particular. Gpdu provides a comon basis for GARP application
* formatters; additional state can be added here as required by GW.
*/

Gpdu gpdu;

} Gnf;
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typedef struct /* Gnf _nsg_data */

{
Attribute_type attribute;
G d_event event;
Mac_addr ess key1l;
Mac_addr ess key2;
Legacy_control |egacy_control;
} Gnf _msg

extern void gnf _rdnmsg_init(Pdu *pdu, Grf **gnf);

extern void gnf _wrnmsg_init(Gf *gnf, Pdu *pdu, int vlian_id);

extern Bool ean gnf_rdnsg( Grf *gnf, Gif _nsg *nsQ);

ext ern Bool ean gnf_w nsg( Grf *gnf, Gnf_nmsg *nsgQ);

#endif /* gnf_h__ */

11.2.4 fdb.h
/* fdb.h */
#ifndef fdb_h__

#define fdb_h__

#i ncl ude “sys.h”

/******************************************************************************

* FDB : FILTERI NG DATABASE | NTERFACE
kkhkkhkkkhkkhkkhkkhkkhkkhkkhkhkhkhkhkhkhkhkhkhkhkkhkhkkhkhkkhkkhkhkkhkkhkhkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkhkkkkhkkkhkkkkkkkkkkkkkkkkkkkk**x*%x
*/

extern void fdb_filter(unsigned vlan_id, int port_no, Mic_address address);
extern void fdb_forward(unsigned vlan_id, int port_no, Mac_address address);
extern void fdb_filter_by default(unsigned vlian_id, int port_no);

extern void fdb_forward_by_defaul t (unsigned vlan_id, int port_no);

#endif /* fdb_h__ */
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11.3 GMRP application code

11.3.1 gmr.c
/* gnmr.c */

#i ncl ude “gnr.h”
#i nclude “gid.h”
#i nclude “gip.h”
#i ncl ude “garp. h”
#i ncl ude “gnd. h”
#i nclude “gnf.h”
#i nclude “fdb. h”

AR AR R R RS EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEY

* GWR : GARP MULTI CAST REG STRATI ON APPLI CATI ON : | MPLEMENTATI ON SI ZI NG

IR EE R R R EEEEEE SRS EEEEEESEEEEEEEEE SRR EEEEEEREEEEEEEEEEEEESEEEEREEESEESEEEEESEEEEEEESEESS
*/
enum {Max_nul ti casts = 100};

enum { Nunber _of _gi d_machi nes = Nunber _of _| egacy_controls + Max_rmul ti casts};

enum { Unused_i ndex = Nunber_of _gi d_nachi nes};

IEEEEEA SRR EE AR EEEEEEEEEEEEEREREEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEY

* GWR : GARP MULTI CAST REG STRATI ON APPLI CATI ON : CREATI ON, DESTRUCTI ON

E R E Sk Sk Sk Sk Sk Sk Sk Sk kS Sk Sk Sk Sk kS Sk Sk Sk kS kS kS Sk Sk kS Sk Sk Sk Sk S Sk Sk Sk Sk Sk kS Sk S S S S S S S S S S S S S S S S R

*/

typedef struct /* Gmw */

{
Garp g;
unsigned vlan_id
voi d *gnd;
unsi gned nunber_of _gnd_entries
unsi gned | ast_gnd_used_pl usl
} G,

Bool ean gnr_create_gnr(int process_id, unsigned vlian_id, void **gnr)
{ 7=

*/

G *ny_gnr;

if (!sysmalloc(sizeof (Gw), &my_gnr))
goto gnr_creation_failure

my_gnr->g. process_id = process_id
my_gnr->g.gid = NULL

if (!gip_create_gip(Nunber_of gid_machines, &nry_gnr->g.gip))
goto gip_creation_failure

ny_gnr->g. max_gi d_i ndex = Nunber _of _gi d_machi nes - 1;
nmy_gnr->g.last_gid used = Nunber _of _| egacy_controls - 1;

my_gnr->g.join_indication_fn = gnr_join_indication
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my_gnr->g. | eave_i ndi cation_fn
my_gnr - >g. j oi n_propagated_fn
ny_gnr - >g. | eave_propagat ed_fn
my_gnr->g.transmt_fn

my_gnr - >g. added_port _fn
ny_gnr->g. renoved_port_fn

gnr _| eave_i ndi cati on;
gnr _j oi n_pr opagat ed;
gnr _| eave_propagat ed;
gnr _tXx;

gnr _added_port;

gnr _renoved_port;

my_gnr->vlian_id = vlan_id;

if (!gnmd_create_gnd(Max_nulticasts, &ny_gnr->gnd))
goto gnd_creation_failure;

nmy_gnr - >nunber _of _gnd_entries
my_gnr - >l ast _gnd_used_pl usl

Max_mul ti casts;
0;

*gnr = ny_gnr; return(True);
gnd_creation_failure: gip_destroy_gip(my_gnr->g.qgip);
gip_creation_failure: sysfree(my_gnr);
gnr _creation_failure: return(Fal se);

}

voi d gnr _destroy_gnmr (G *ny_gnr)

{
Gd *ny_port;
gnd_destroy_gnd(nmy_gnr - >gnd) ;
gi p_destroy_gi p(ny_gnr->g. gi p);
while ((ny_port = ny_gnr->g.gid) != NULL)
gi d_destroy_port (&ry_gnr->g, ny_port->port_no);
}

voi d gnr _added_port (G *ny_gnr, int port_no)

{7~
* Provide any managenent initialization of |egacy control or nulticast
* attributes fromtenplates here for the new port.
*/

void gnr _renoved_port (G *ny_gnr, int port_no)

7=
* Provide any GWR specific cleanup or managenment alert functions for the
* renoved port.
*/

[ R K Kk kK K ok ok kR K K ok kK R K K ok ok kR ok ok ok kK ok ok ok kR ok ok ok kR ok ok ke kR ok ok ok kR ok ok kR Rk ok kK

* GWR : GARP MULTI CAST REG STRATI ON APPLI CATION : JO N, LEAVE | NDI CATI ONS

L R R R

*/

void gnr_join_indication(Gw *my_gnr, Gd *ny_port, unsigned joining_gid_index)

{7~
* This inplenmentation of gnmr_join_indication() respects the three cases

* described in the header file for the state of the Filtering Database and

* the registered Legacy controls (Forward All, Forward Unregistered) and

* Multicasts. It nmakes some, but not a perfect, attenpt to optimze

* calls to the Filtering Database when one Legacy node transitions to

* anot her.
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unsi gned gnd_i ndex;
unsi gned gi d_i ndex;
Mac_address key;

if (!gid_registered_here(ny_port, Forward_all))

{
if ( (joining_gid_index == Forward_all)
|| (joining_gid_index == Forward_unregistered))
{
gnd_i ndex = 0; gid_index = gnd_i ndex + Nunber_of | egacy_controls;
whil e (gnd_i ndex < ny_gnr->l ast _gnd_used_pl usl)
{
if (!gid_registered_here(ny_port, gid_index))
{

if (joining_gid_index == Forward_all)
gnd_get _key(nmy_gnr->gnd, gnmd_i ndex, &key);
fdb_forward(ny_gnr->vlan_id, ny_port->port_no, key);

}

else if (!gip_propagates_to(ny_port, gid_index))

{ /*(joining_gid_index == Forward_unregistered) */
gnd_get _key(my_gnr->gnd, gnd_i ndex, &key);
fdb_forward(nmy_gnr->vlan_id, my_port->port_no, key);

}

}
gnd_i ndex ++; gid_i ndex ++;
}
fdb_forward_by_default(my_gnr->vlan_id, ny_port->port_no);
}
else /* Milticast Attribute */
{
gnd_i ndex = joining_gid_index - Nurmber_of _| egacy_controls;
gnd_get _key(nmy_gnr->gnd, gnd_i ndex, &key);
fdb_forward(ny_gnr->vlan_id, ny_port->port_no, key);
Py ot

void gnr _join_propagated(Gw *my_gnr, Gd *ny_port, unsigned joining_gid_index)
{ 7=

*/
unsi gned gnd_i ndex;
Mac_address key;

if (joining_gid_index >= Nunber_of _| egacy_control s)
{/* Multicast attribute */

if ( ('gid_registered_here(ny_port, Forward_all))
&% (gid_registered_here(ny_port, Forward_unregistered))
&& ('gid_registered_here(my_port, joining_gid_index)))

{
gnd_i ndex = joining_gid_index - Number_of _| egacy_controls;
gnd_get _key(nmy_gnr->gnd, gnd_i ndex, &key);
fdb_filter(ny_gnr->vlan_id, ny_port->port_no, key);
Py ol

void gnr _| eave_indication(Gw *nmy_gnr, Gd *ny_port, unsigned |eaving_gid_index)
{ 7=

*/

unsi gned gnd_i ndex;
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unsi gned gi d_i ndex;
Bool ean node_a;
Bool ean node_c;

Mac_address key;

node_a = gid_registered_here(ny_port, Forward_all);
mode_c = ! gid_registered_here(ny_port, Forward_unregistered);
if ( (leaving_gid_i ndex == Forward_all)
|1 ( (! node_a)
&& (1 eaving_gi d_i ndex == Forward_unregistered)))
{

gnd_i ndex = 0; gid_index = gnd_i ndex + Nunber_of | egacy_controls;
whil e (gnd_i ndex < ny_gnr->l ast _gnd_used_pl usl)

{
if (!gid_registered_here(ny_port, gid_index))
if (nmode_c || gip_propagates_to(ny_port, gid_index))
gnd_get _key(nmy_gnr->gnd, gnd_i ndex, &key);
fdb_filter(ny_gnr->vlan_id, ny_port->port_no, key);
P}
gnd_i ndex ++; gid_i ndex ++;
}
if (nmode_c)
fdb_filter_by default(my_gnr->vlian_id, ny_port->port_no);
}
else if (!node_a)
{
if (node_c || gip_propagates_to(ny_port, gid_index))
{ /* Multicast Attribute */
gnd_i ndex = | eaving_gid_i ndex - Nunber_of | egacy_controls;
gnd_get _key(my_gnr->gnd, gnd_i ndex, &key);
fdb_filter(my_gnr->vlian_id, ny_port->port_no, key);
Py o}

voi d gnr _| eave_propagated(Gw *nmy_gnr, Gd *ny_port, unsigned |eaving_gid_index)
{1

*

*/

unsi gned gnd_i ndex;

Mac_address key;

if (leaving_gid_index >= Nunber_of _| egacy_controls)
{/* Multicast attribute */

if ( ('gid_registered_here(ny_port, Forward_all))
&% (gid_registered_here(my_port, Forward_unregistered))
&& (!'gid_registered_here(my_port, |eaving_gid_index)))

{
gnd_i ndex = | eaving_gid_i ndex - Nunber_of | egacy_controls;
gnd_get _key(nmy_gnr->gnd, gnd_i ndex, &key);
fdb_forward(ny_gnr->vlian_id, ny_port->port_no, key);
Py o}

/******************************************************************************

* GWR : GARP MULTI CAST REG STRATI ON APPLI CATI ON : RECEI VE MESSAGE PROCESSI NG
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*/

static void gm_db _full (Gmr *ny_gm, Gd *ny_port)

{7~

}

If it is desirable to be able to operate correctly with an undersized
dat abase, add code here. The best approach seens to be to use G D
managenent controls to configure the attribute for the Legacy node
control Forward_all to be Registration fixed on all ports on which join
messages have been di scarded because their keys are not in the database.
Then start a retry tiner, which attenpts to scavenge space fromthe
database at a later time, and, if it succeeds, waits for a few LeaveAll
tinmes before switching Forward_all back to Nornal _registration.

static void gnmr_rcv_msg(Gm *ny_gnr, Gd *ny_port, Gif _nsg *nsQ)

{ /-

*
*

*

Process one received nessage.

Di spatch nessages by nessage event, and by attribute type (legacy node
control, or multicast address) except in the case of the LeaveAll
message event, which applies equally to all attributes.

A LeaveAl | message never causes an indication (join or leave directly),
even for the point to point link protocol enhancenents (where an
ordinary Leave does). No further work is needed here.

A LeaveAl | Range nessage is currently treated exactly as a LeaveAll
(i.e., the range is ignored).

Al'l the remaining nmessages refer to a single attribute (i.e., a single
regi stered group address). Try to find a matching entry in the MCD

dat abase. If one is found, dispatch the nessage to a routine that wll
handl e both the local G D effects and the G P propagation to other ports.

If no entry is found, Leave and Enpty nessages can be di scarded, but

Joinln and Joi nEnpty nessages dermand further treatment. First, an attenpt

is made to create a new entry using free space (in the database, which
corresponds to a free @D machine set). If this fails, an attenpt nay be
made to recover space froma nachine set that is in an unused or |ess
significant state. Finally, the database is considered full and the received
message i s discarded.

Once (if) an entry is found, Leave, Enpty, Joinln, and Joi nEnpty are
all submitted to G D (gid_rcv_nsg()).

Joinln and Joi nEnpty may cause Join indications, which are then propagated
by G P.

On a shared nmedium Leave and Enpty will not give rise to indications

i mredi ately. However, this routine does test for and propagate

Leave indications so that it can be used unchanged with a point-to-point
protocol enhancenent.

unsi gned gnd_i ndex = Unused_i ndex;
unsi gned gi d_i ndex = Unused_i ndex;

if

132

( (msg->event == G d_rcv_|eaveall)
|| (msg->event == G d_rcv_|eaveall _range))

gid_rcv_l eaveal | (my_port);
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el se
{
if (msg->attribute == Legacy_attribute)
{
gi d_i ndex = nmsg->l egacy_control;
}

else if (!gmd_find_entry(nmy_gnr->gnd, nsg->keyl, &gnd_index))
{/* && (msg->attribute == Milticast_attribute) */

if ( (msg->event == G d_rcv_joinin)
|| (msg->event == G d_rcv_joi nenpty))
{
if (!gmd_create_entry(ny_gnr->gnd, nsg->keyl, &gnd_i ndex))
{
if (gid_find_unused(&y_gnr->g,
Nunmber _of _| egacy_controls, &gid_i ndex))
{
gnd_i ndex = gid_index - Nunmber_of _| egacy_controls;
gnd_del ete_entry(ny_gnr->gnd, gnd_i ndex);
(void) gnd_create_entry(ny_gnr->gnd, nsg->keyl,
&gnd_i ndex) ;
}
el se
gnr _db_full (my_gnr, my_port);
Py ot

if (gmd_i ndex != Unused_i ndex)
gi d_i ndex = gnd_i ndex + Number_of _| egacy_controls;

if (gid_index != Unused_index)
gid_rcv_nsg(my_port, gid_index, msg->event);

void gnmr _recv(Gr *ny_gnr, Gd *ny_port, Pdu *pdu)

{7~
* Process an entire received pdu for this instance of GVWR initialize
* the Grf pdu parsing routine, and, while nessages |ast, read and process
* themone at a tinme.

*/
Grf gnf;
Grf _nsg nsgQ;

gnf _rdmsg_i nit(&nf, pdu);

while (gnf_rdnsg(&gnf, &nsg))
gnr _rcv_meg(my_gnr, ny_port, &msg);

[ R K Kk kK K ok ok kR K K ok kK R K K ok ok kR ok ok ok kK ok ok ok kR ok ok ok kR ok ok ke kR ok ok ok kR ok ok kR Rk ok kK

* GWR : GARP MULTI CAST REG STRATI ON APPLI CATI ON : TRANSM T PROCESSI NG

L R R R

*/

static void gnmr_tx_msg(Gmr *ny_gnr, unsigned gid_index, Gif_nsg *msg)

{
unsi gned gnd_i ndex;

if (msg->event == G d_tx_|eaveall)
{
nmsg->attribute = Al _attributes;
else if (gid_index == Forward_all)
{
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nsg->attribute = Legacy_attri bute;
nsg- >l egacy_control = Forward_all;
}
else /* index for Multicast_attribute */
{
neg->attribute = Milticast_attribute;
gnd_i ndex = gid_index - Nunber_of | egacy_controls;
gnd_get _key(my_gnr->gnd, gnd_i ndex, &nmsg->keyl);
P}

void gnr _tx(Gmw *ny_gnr, Gd *ny_port)

7=
* Get and prepare a pdu for the transmission, if one is not avail able,
* sinply return; if there is nore to transmt, G Dwll reschedule a call
* to this function.
*
* Get messages to transmt from G D and pack theminto the pdu using Gif
* (MultiCast pdu Formatter).

*/

Pdu *pdu;

Grf gnf;

Gif _nsg nmsg;

G d_event tx_event;
unsi gned gi d_i ndex;

if ((tx_event = gid_next_tx(my_port, &jid_index)) !'= Gd_null)
{
if (syspdu_alloc(&pdu))
{
gnf_wrnsg_init(&nf, pdu, my_gnr->vlan_id);

do
{

nsg. event = tx_event;
gnr _tx_msg(my_gnr, gid_index, &rsg);

if (ognf_wmsg(&gnf, &nmsg))
{

gid_untx(ny_port);

br eak;

}
} while ((tx_event = gid_next_tx(my_port, &gid_index))
= Gd_null);

syspdu_t x(pdu, ny_port->port_no);
Py ol
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12. Generic Attribute Registration Protocol (GARP)

12.1 Purpose

The GARP provides a generic attribute dissemination capability that is used by participantsin GARP Appli-
cations (GARP Participants) to register and de-register attribute values with other GARP Participants within
a Bridged LAN. The definition of the attribute types, the values that they can carry, and the semantics that
are associated with those values when registered, are specific to the operation of the GARP Application con-
cerned.

NOTE—Clause 10 defines one such application, GMRP, which makes use of GARP to alow the registration of two
attribute types: group MAC Addresses and Group service requirements. Values of these attribute types are used to
dynamically control the filtering behavior of GMRP participants within the Bridged LAN.

12.2 Overview of GARP operation

The operation of GARP alows a participant in a given GARP Application to make declarations, or with-
draw declarations, relative to attribute values, and for those declarations (or withdrawals) to result in the reg-
istration (or de-registration) of those parameter values with the other GARP Participants for that Application
within the Bridged LAN.

The fact that a GARP Participant has declared (or withdrawn a declaration for) a given attribute value is
recorded by means of the state variables associated with an Applicant state machine for that attribute value,
for the Port from which the declaration was made.

Registration occurs only with respect to those Ports that receive the GARP PDU containing a declaration or
withdrawal. The current registration state of an attribute value on a Port is recorded by means of the state
variables associated with a Registrar state machine for that attribute value.

De-registration of a given attribute value on a given Port occurs only if all GARP Participants connected to
the same LAN segment as the Port (other than the Participant associated with the Port itself) withdraw the
declaration.

Parameter values that are registered on Bridge Ports that are part of the active topology (7.4) for the GIP
Context (12.3.4) are propagated as declarations through all other Bridge Ports that are part of the active
topology. Hence, a given declaration will be propagated to all devicesin aBridged LAN in which a GARP
Participant exists for the application concerned, and in each Bridge, the attribute value will be registered on
those Ports that are “nearest” to the source of the declaration in the active topology.

NOTE 1—Registration can occur on any Port, regardless of the Spanning Tree state of the Port; however, propagation of
registered information follows the active topology.

NOTE 2—Unless otherwise stated, the description of GARP that follows assumes operation within GIP Context 0O, the
Spanning Tree established and maintained by the operation of the protocol and procedures defined in Clause 8.

Figure 12-1 illustrates the registration and propagation of an Attribute value across the components of a
Bridged LAN, resulting from a single end station declaring that Attribute value. The diagram shows which
Bridge Ports also declare the Attribute value in order to propagate the value. All Ports of the Bridges shown
are assumed to be in the Forwarding state. As can be seen, the propagation arcs result in the Attribute value
being propagated to all LAN segments; however, the directional nature of the propagation resultsin registra-
tion of the Attribute value only on Bridge Ports that receive (as opposed to transmit) the propagated informa-
tion.

Figure 12-2 illustrates the registration and propagation of an attribute value across the components of a
Bridged LAN, resulting from two end stations declaring the same attribute value on different LAN seg-
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Figure 12-1—Example Attribute value propagation from one station

ments. It can be seen from this diagram that the addition of a second source of declaration resultsin all end
stations registering the attribute value, and some Bridges registering the value on more than one Port.

The registration of these Attribute values on Bridge Ports is asymmetric in nature. From within any Bridge,
the set of Ports that

a) Haveregistered agiven attribute value, and
b) Arepart of the active topology,

completely defines the subset of the active Spanning Tree topology that contains all GARP Participants that
have declared that Attribute value. Similarly, for any end stations, the presence of aregistered Attribute value
indicates that one or more GARP Participants that are part of the Spanning Tree topology to which the end
station is attached have declared that value.

Hence, a registered attribute value can be regarded as a pointer from a GARP Participant to a subtree of the
active topology that contains one or more GARP Participants that have declared that Attribute value. The set
of such registrations in a given Participant can therefore represent a subtree of the active topology that con-
tains all GARP Participants that have declared that Attribute value.

The set of registrations of a given Attribute value within the Bridged LAN can therefore be considered to
form a set of subtrees, each indicating, from a given GARP Participant, the subset of the active topology in
which al GARP Participants that have declared that Attribute value can be found. In Figure 12-3, Ports that
form this set of subtrees are shown as the origin of the arrows, based on the registrations that are shown in
Figure 12-2.
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Figure 12-2—Example Attribute value propagation from two stations

This property of GARP gives an indication of the kinds of application to which GARP is best put. Applica
tions where it is desirable to form “reachability” trees that constitute the subset of the active topology that
encompasses al registered Participants are generally good candidates for the use of GARP. For example, if
the attribute value A in Figure 12-3 isaMAC Address that carries the semantics “1 wish to receive details of
the final score in the Superbowl,” and it is deemed desirable for those results to be sent only to the subset of
the active topology that contains end stations that have declared Attribute A, then an end station that has
these resullts available could use the presence or absence of aregistration for A on its Port as an indication of
whether or not to send the results on the LAN segment to which it is attached, and any Bridge receiving the
results could determine on which Ports the results should be forwarded.

In MAC Bridges, GARP operates only when the Bridge Filtering Mode is set to Extended Filtering Mode.
Bridges that are unable to operate in Extended Filtering Mode, or have been set to operate in Basic Filtering
Mode, are transparent with respect to GARP protocol exchanges, and forward GARP PDUs on all Ports that
are in Forwarding. Similarly, Bridges that do not implement a given GARP Application are transparent to
GARP protocol exchanges destined for that Application.

12.3 GARP architecture
Figure 12-4 illustrates the components of GARP Participantsin atwo-Port Bridge and an end station.

A GARP Participant in a Bridge or an end station consists of a GARP Application component, and a GARP
Information Declaration (GID) component associated with each Port of the Bridge. One such GARP Partic-
ipant exists per Port, per GARP Application. The propagation of information between GARP Participants for
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Figure 12-3—Example of the formation of subtrees of the active topology

the same Application in a Bridge is carried out by the GARP Information Propagation (GIP) component.
Protocol exchanges take place between GARP Participants by means of LLC Type 1 services, using the
group MAC Address and PDU format defined for the GARP Application concerned.

NOTE—This clause defines ageneric PDU structure for use in GARP protocol exchanges (12.11); however, each GARP
Application defines a further specification of that generic structure in order to carry the application identification and
attribute values that are required for the operation of that application.

12.3.1 The GARP Application component
For each GARP Application, the following are defined:

a) A set of one or moreAttribute types that are used by the Application;

b) Theset of valuesthat each Attribute type can carry;

¢) Thesemantics associated with each Attribute type and value;

d) Thegroup MAC Address used to exchange GARP PDUs between GARP Participants for that Appli-
cation;

e) The structure and encoding of the Attribute types and valuesin GARP PDUs;

f)  Therequirements placed on the support of the GARP state machinesin end stations and Bridges that
support the application.

The GARP Application component of the GARP Participant is responsible for defining the semantics associ-

ated with parameter values and operators received in GARP PDUs, and for generating GARP PDUs for
transmission. The Application component makes use of the GID component, and the state machines associ-
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Figure 12-4—GARP architecture

ated with GID’s operation, in order to control its protocol interactions. The service offered to the Application
component by the GID component is defined by the set of primitives described in 12.3.2.

12.3.2GID

An instance of GID consists of the set of state machines that define the current registration and declaration
state of all attribute val ues associated with the GARP Participant of which the GID instance is a component.
Figure 12-5 illustrates the set of state machines associated with a GID instance.

The operation of GID is defined by

a) TheApplicant State Transition Table (Table 12-3);

b) The Registrar State Transition Table (Table 12-4);

C¢) The state machines that represent the current declaration state (A pplicant state machines) and regis-
tration state (Registrar state machines) for each attribute value associated with the GARP Partici-
pant;

d) Theservice primitives available to users of GID.

12.3.2.1 Declarations

Two primitives are defined in order to allow users of the GID service to request GID to make (Join) or
revoke (Leave) Attribute declarations through a given Port, as follows:

GID_Join.request (attribute_type, attribute_value)

GID_L eaverequest (attribute_type, attribute_value)
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Figure 12-5—GID architecture

GID determinesthe action to be taken on receipt of these primitives in accordance with the current Applicant
state for the Attribute concerned, and the action defined for that state and event in the Applicant State Transi-
tion Table (Table 12-3). The new state so determined is recorded in the Applicant state variable for that
Attribute.

GID Requests can be generated by both the GARP Application component and the GARP Information Prop-
agation function.

12.3.2.2 Registration
Two primitives are defined in order to allow the GID service to indicate to its users that a given Attribute
value has been registered (Join) or de-registered (Leave) on a given Port, as aresult of protocol activity on
the LAN segment to which the Port is attached, as follows:

GID_Join.indication (attribute_type, attribute value)

GID_L eave.indication (attribute_type, attribute value)
GID determines the action to be taken on receipt of registration and de-registration information contained in
GARP PDUs in accordance with the current Registrar state for the Attribute concerned, and the action
defined for that state and event in the Registrar State Transition Table (Table 12-4). The new state so deter-
mined is recorded in the Registrar state variable for that Attribute.

GID Indications are received by both the GARP Application and the GARP Information Propagation func-
tion.

12.3.3 GIP
The GARP Information Propagation (GIP) function operatesin the same manner for all GARP applications,

and enables the Attribute information registered on Bridge Ports to be propagated across the Bridged LAN to
other GARP Participants.
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The operation of GIP is asfollows, for a given GARP Application and GIP Context (12.3.4), and for the set
of Ports that are in a Forwarding state as defined by that GIP Context:

@ Any GID_Join.indication received by GIP from a given Port in the set is propagated as a
GID_Join.request to the instance(s) of GID associated with any other Port in the set;

b) Any GID_Leaveindication received by GIP from a given Port in the set is propagated as a
GID_L eave.request to the instance(s) of GID associated with any other Port in the set (Port P, say) if
and only if no registration now exists for that Attribute on any other Port in the set excluding Port P.

The effect of these propagation rulesis that, for the set of Ports defined by the GIP Context, registrations are
propagated on a given Port if any other Port has seen aregistration for the Attribute concerned, and de-regis-
trations are propagated on a given Port if all other Ports are now de-registered for the Attribute concerned.

Asthe set of Portsthat are in a Forwarding state for a given GIP Context can change dynamically, for exam-
ple as aresult of Spanning Tree reconfiguration, GIP operates as follows on detection of a change in the set
of forwarding Ports:

c) If aPortisadded to the set of Portsthat are in a Forwarding state, and that Port has previously regis-
tered an attribute (a GID_Join.indication has occurred more recently than any GID_L eave.indication
for that attribute), then GID_Join.requests for that attribute are propagated to the instance(s) of GID
associated with any other Port in the set;

d) If aPortisremoved from the set of Portsthat are in a Forwarding state, and that Port has previously
registered an attribute (a GID_Join.indication has occurred more recently than any GID_L eave.indi-
cation for that attribute), then GID_| eave.requests for that attribute are propagated to the instance(s)
of GID associated with any other Port in the set.

12.3.4 GARP Information Propagation Context

For a given Port of a GARP-aware Bridge and GARP Application supported by that Bridge, an instance of a
GARRP Participant can exist for each GARP Information Propagation Context (GIP Context) that is under-
stood by that Bridge. A GIP Context defines a subset of the Ports of the Bridge that form the active topology
(7.4) that applies in that Context. A GIP Context is defined relative to some other active topology, and
defines a subset of that active topology.

An example of a GIP Context is the context defined by the active topology formed by the operation of the
Spanning Tree algorithm and protocol (Clause 8). For this GIP Context, the active topology within a given
Bridge that is defined by this Context is exactly equal to the active topology formed by the operation of
Spanning Tree. This GIP Context is known as the Base Spanning Tree Context.

NOTE—This standard only makes use of the Base Spanning Tree Context to define the operation of GMRP; however,
GARP has been defined in amanner that permits the use of other GIP Contexts should this be necessary for other GARP
applications, or for extension to the existing functionality of GMRP. In particular, this flexibility has been included in
order to alow for the use of GARP Applications in networking architectures based on the use of multiple Spanning
Trees and/or Virtual LAN (VLAN) technologies, where the active topology would be defined by the instance of Span-
ning Tree, or the VLAN, within which the context was defined. VLANS are the subject of further development under
project IEEE P802.1Q.

GARRP protocol exchanges can occur on al of the Ports of a Bridge; however, the propagation of GARP reg-
istration information across a Bridged LAN, controlled by the operation of GIP (12.3.3), for a given GARP
Application, occurs only among the set of Ports that comprise the active topology defined by the GIP Con-
text. GIP Contexts are defined such that the active topology selected for propagation of registration informa-
tion allows GARP registrations to be propagated towards all regions of the Bridged LAN that (potentially)
contain GARP Participants for that GARP Application and GIP Context. Each GARP Application defines
the set of GIP Contexts within which it can operate, defines the rules whereby a set of forwarding Portsis
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selected for each Context, and assigns GIP Context identifiers to each Context for use in conjunction with
the operation of GARP and its administrative controls (12.9).

A value of 0 shall be used as the GIP Context identifier for the GIP Context defined by the operation of the
Spanning Tree algorithm and protocol defined in Clause 8. Where GARP is used in any GIP Context other
than O, the definition of the GARP Application shall specify how PDUs exchanged between GARP Partici-
pants are identified as belonging to the GIP Context concerned.

12.4 Requirements to be met by GARP

GARP and its associated algorithms operate in order to establish, maintain, and dissolve Attribute registra-
tions within a Bridged LAN and to disseminate registration information among the GARP Participants
attached to the LAN. In order to perform this function, the protocol and its associated algorithms meet the
following requirements, which are addressed in the subclauses indicated. The requirements addressed
include the requirements of Applicant and Registrar behavior, error recovery in failure conditions, perfor-
mance, scalability, backwards compatibility with non-GARP aware devices, and the load imposed on
Bridges, end stations and the network:

a) It will allow GARP Participants connected to a Bridged LAN to issue declarations for Attribute val-
ues associated with GARP applications (12.3.2, 12.8.1, and 12.10);
b) It will alow GARP Participants connected to a Bridged LAN to revoke declarations for Attribute
values associated with GARP applications (12.3.2, 12.8.1, and 12.10);
c) It will propagate declarations received by a Bridge to GARP Participants reachable via LAN seg-
ments to which that Bridge is attached (12.3.3);
d) It will alow GARP Participants to maintain state information that indicates the current state of dec-
laration and registration of Attributes on each Port of the participant device (12.8.1, and 12.8.2);
e) It will allow GARP Participants to remove state information that relates to Attributes that are no
longer active within part or all of the Bridged LAN, for example, as aresult of the failure of a Partic-
ipant (12.8.2, and 12.8.3);
f)  Thelatency involved in establishing or revoking Attribute registration information, and in the propa-
gation of that information across the Bridged LAN, will be small (i.e., comparable to the frame
propagation delay across the Bridged LAN) and will increase linearly as a function of the diameter
of the Bridged LAN (12.8.1, 12.10, 12.8.2, and 12.8.3);
g) It will operatein amanner that is resilient in the face of the failure of GARP Participants (H.1.4);
h) It will operatein amanner that isresilient in the face of single packet loss;
i)  Itwill operate correctly
1) Inhomogeneous Bridged LANS, i.e., Bridged LANs where all Bridges support both Basic Fil-
tering Services and Extended Filtering Services (12.8.1, 12.10, 12.8.2, and 12.8.3);

2) In heterogeneous Bridged LANS, i.e., Bridged LANswhere there are some Bridges that support
only Basic Filtering Services and some Bridges that support both Basic Filtering Services and
Extended Filtering Services (12.5, 12.8.1, 12.10, 12.8.2, 12.8.3, and F.2).

j)  The communications bandwidth consumed on any particular LAN segment by Applicants and Reg-
istrars in the PDU exchanges associated with the protocol will be a small percentage of the total
available bandwidth, and independent of the total traffic supported by the Bridged LAN. The band-
width consumed will be afunction of the number of Groups for which Applicants on that LAN wish
to maintain membership.

12.5 Requirements for interoperability between GARP Participants
In order to ensure the interoperability of GARP, the following are required:

a) For each defined GARP Application, a unique group MAC Address, known as the GARP Applica
tion address, shall be used as the destination MAC Address for GARP protocol exchanges between
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GARP Participants for that Application. Table 12-1 defines the set of group MAC Addresses that
have been alocated to existing GARP Applications; the unallocated values in that table have been
reserved for use by future standardized GARP Applications. Bridges that implement the GARP
Application corresponding to a given entry in that table are required not to forward frames destined
for that MAC Address; Bridges that do not implement the GARP Application corresponding to a
given entry in that table are required to forward frames destined for that MAC Address received on
any Port that is part of the active topology on all other Ports that are part of the active topology;

b)  The transmission and reception of GARP PDUs between GARP Participants, formatted as defined
for the GARP Application concerned, using the generic PDU format defined in 12.11, shall be
achieved by means of LLC Type 1 procedures. The standard LLC Address assignment for the Span-
ning Tree Protocol as defined in Table 7-8 shall be used as the source and destination LLC address.
Thisuse of LLC Type 1 proceduresis shown in Figure 12-4;

¢) PDUs received by a GARP Participant [i.e., PDUs with destination MAC and LLC addresses as
specified in @) and b)], but which are not well formed (i.e., not structured and encoded as defined in
12.11 and with attribute types and values encoded as defined by the Application concerned), shall be
discarded;

d) The protocol behavior of GARP Participants shall be in accordance with the state machine descrip-
tions and procedures defined in 12.8 and 12.10.

Table 12-1—GARP Application addresses

Assignment Value
GMRP address (See Clause 10) 01-80-C2-00-00-20
Reserved 01-80-C2-00-00-21
Reserved 01-80-C2-00-00-22
Reserved 01-80-C2-00-00-23
Reserved 01-80-C2-00-00-24
Reserved 01-80-C2-00-00-25
Reserved 01-80-C2-00-00-26
Reserved 01-80-C2-00-00-27
Reserved 01-80-C2-00-00-28
Reserved 01-80-C2-00-00-29
Reserved 01-80-C2-00-00-2A
Reserved 01-80-C2-00-00-2B
Reserved 01-80-C2-00-00-2C
Reserved 01-80-C2-00-00-2D
Reserved 01-80-C2-00-00-2E
Reserved 01-80-C2-00-00-2F
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NOTE 1—The second entry in Table 12-1 is alocated in IEEE P802.1Q for use by the GARP VLAN Registration
Protocol (GVRP).

NOTE 2—GARP makes use of the same LL C Address as the Spanning Tree protocol; however, the use of distinct MAC
Addresses and protocol identifiers for GARP Applications and Spanning Tree ensures that the appropriate PDUs can be
delivered to the appropriate protocol entities. PDUs with a destination MAC Address equal to the Bridge Group Address
identified in Table 7-9, an LLC address equal to the value assigned in Table 7-8, and that carry the Spanning Tree proto-
col identifier as defined in Clause 9, are received by the Bridge Protocol Entity (see 7.12.3). PDUs with a destination
MAC Address equal to any of the GARP Application addresses as identified in Table 12-1, an LLC address equd to the
value assigned in Table 7-8, and that carry the GARP protocol identifier as defined in 12.11, are handled as described in
a) through d) above.

12.6 Conformance to GARP Applications

The specification of GARP as described in this clause defines aspects of behavior that are generic to GARP
Applications. Conformance to GARP is defined with reference to a specific GARP Application or Applica-
tions. Each GARP Application defines the aspects of the GARP functionality that are required in order to
claim conformance to that application, as stated in 12.3.1. A conformant implementation of GARP is there-
fore an implementation that supports at least the GARP functionality that is required in order to claim con-
formance to the set of GARP Applications supported by that implementation.

12.7 Overview of GARP protocol operation

This overview isintended to serve only as an informal introduction to the operation of the GARP protocol.
The definitive description is contained in the State Machine Descriptions (12.8), Procedures (12.10), and
Encoding of GARP Protocol Data Units (12.11).

In the following description, propagation of information between Ports of a system follows the active topol-
ogy for the GIP context.

12.7.1 Basic notions
The basic notions behind the operation of GARP are that

a) A simple, fully distributed many-to-many protocol is possible. There is no need for an additional
election protocol to change the problem to allow a many-to-one design;

b)  The protocol should beresilient against the |oss of asingle message, in a set of related messages, but
does not need to be stronger;

c¢) A GARP Participant that wishes to make a declaration (an Applicant) sends Join messages;

d) If an Applicant sees other Participants sending two Join messages, it does not need to send a Join
message itself in order to participate in the declaration concerned;

€) AnApplicant that wishes to withdraw a declaration need only send a single Leave message; it can
then forget all about the registration concerned. There is no need for it to confirm that de-registration
has taken place, as other Participants may wish to maintain the registration themselves.

f)  Missing or spuriously continued registrations that arise from multiple lost messages are cleared up
by a periodic mechanism that sends LeaveAll messages. A LeaveAll message declares that all regis-
trations will shortly be terminated unless one or more Participants declares a continuing interest in
specific registrations by issuing further Joins.

To guard against the possibility that a group member misses a L eave message, thus causing another Partici-
pant’s Registrar (the component that records membership of the Group) to think that there are no members,
one additional mechanism is necessary. If a Participant receives a L eave message, and no subsequent joins, it
sends a further message to prompt rejoining before terminating the registration.
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12.7.2 GARP messages

The description so far introduces three basic message types used in GARP: Join, Leave, and LeaveAll. How-
ever, making do with only these three message types would add to the eventual complexity of the protocol:

— Consider the case of two GARP Participants at either end of a point-to-point link. The fact that one
of them (Andy, say) sends the other (Bill) two Join messages says nothing about Andy’s knowledge
of Bill’swish to make that declaration. The recitation of the basic GARP notions above obscures the
fact that would-be Applicants may also need to know if there are other Applicants making the same
declaration, a requirement for bridge ports, for example. Attempts to work around the problem by
setting join timers such that no single Participant can send two messages in an interval within which
two or more Participants can be expected to send messages results in timer correctness dependencies
that are fraught with danger in terms of determining the correctness of the protocol operation.

— Consider the sending of a second Leave by a Registrar to prompt arejoin. If aJoinisjust being sent,
the protocol now depends on the second Join not being lost. The protocol depends on the relative
values of the Registrar’s leave timer and other Participants' join timers.

The protocol has therefore been based on the general design principle that protocol Participants should com-
municate their current state, rather than send directions. Four Attribute-specific message types are used:

a) Empty: | am not trying to declare this Attribute value. | have not registered this Attribute value, but |
careif there are any Participants that wish to declareit.

b)  JoinEmpty: | wish to declare this Attribute value. | have not registered this Attribute value, but | care
if there are any Participants that wish to declareit.

c) Joinin: | wish to declare this Attribute value. | have either registered this Attribute value, or | do not
careif there are any other Participants that wish to declare it (I will behave asif there are).

d) Leave | had registered this Attribute value, but am now in the process of de-registering it.
along with the garbage collection message, as before

e) LeaveAll: All registrations will shortly be de-registered; if any Participants have a continuing inter-
est in any of the registrations they need to rejoin in order to maintain the registration.

In theory there could be Leaveln and LeaveEmpty variants of the Leave message; these are coded in the
GARP PDUs to provide maximum visibility into what implementations are doing, and to avoid missing or
illegal codes. However, it will be seen that the state machines treat these two message variants identically.

There is no reason to send a simple In message, i.e., one that means “1 do not wish to make this declaration
but have registered the Attribute value on behalf of other Participants (or will behave asif there are other Par-
ticipants that have made the declaration).”

The protocol makes good use of the distinction between JoinEmpty and Joinln messages, and between
Leave and Empty.

The Joinln message meets the requirements for Join message suppression. If an Applicant sees a Joinln mes-
sage it can avoid sending a Join itself for that declaration, as it knows that both the recipient(s) and the trans-
mitter of the Joinln believe there are Participants that have made the declaration. The JoinIn is not treated as
an acknowledgment, because on a multiaccess segment, there are potentially many Participants who need to
register the Attribute value. Moreover, Participants who don’t care whether there are other Participantsinter-
ested in that registration or not can aways send Joinlns instead of JoinEmptys. However, on the assumption
that only one Joinln message is lost, two suffice to ensure that all Registrars have registered the group, to a
high probability.
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The Leave message will cause its recipients to de-register membership, while the JoinEmpty and Empty
messages will just prompt them to rejoin, so JoinEmpty and Empty messages can be used at any time to
prompt for rejoin without throwing recently joined members out again.

12.7.3 Applicant and Registrar

Each GARP participant maintainsasingle Leave All protocol component (12.7.6). It also maintains two pro-
tocol components per Attribute that it is interested in: an Applicant and a Registrar.

The job of the Registrar is to record Attribute registration declared by the other participants on the segment.
It does not send any protocol messages.

Thejob of the Applicant istwofold:

a) To ensure that this Participant’s declarations are registered by other Participants' registrars—if it
wants to maintain those registrations.

b) To ensurethat other Participants have a chance to re-declare (rejoin), after anyone withdraws a dec-
laration (leaves)—if there are any Participants that want to maintain the registration.

NOTE—Item b) above applies only to the behavior of the full Applicant state machine (12.7.5); the Applicant Only and
Simple Applicant state machines (12.7.7 and 12.7.8) are concerned only with item ).

The Applicant is therefore looking after the interests of all would-be Participants. This allows the Registrar
to be very simple.

12.7.4 Registrar behavior
The Registrar has a single timer, the leave timer, and three states:

a) IN: | haveregistered the fact that this Attribute value has been declared on this segment.

b) MT: (Empty) All declarations for this Attribute value on this segment have been withdrawn.

¢) LV: I had registered this Attribute value, but am now timing out the registration (using the leave
timer). If | do not see adeclaration for this Attribute before leave timer expires, | will become MT.

The Registrar reacts to received messages as follows:

d) A Join message, either Joinln or JoinEmpty, causes the Registrar to become IN (I have registered the
Attribute).

e) If the Registrar wasIN, then aLeave or LeaveAll causesit to become LV (I am timing out the regis-
tration) and starts the leave timer. Otherwise (LV or MT) there is no effect.

f)  An Empty message (someone el se has no registration for this Attribute) has no effect [see 12.7.2 8)].

While the Registrar does not send messages, it affects the type of Join message sent by the Applicant. If the
Registrar isIN, aJoinln is sent; otherwise, a JoinEmpty is sent.

12.7.5 Applicant behavior

Against the background of this simple Registrar, the next consideration is the behavior of the Applicant that
wishes to make a declaration, starting from a point where it has neither seen nor sent any messages.

If no messages were ever lost, the Applicant could either send a Join or receive a Joinin, and then be content
that all Registrars would have registered its declaration. On the single message loss assumption it needs to
send two Joins, or receive two Joinlns, or send one Join and receive one Joinin (in either order). This part of
its state could be recorded in a ssimple counter:
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my_membership_msgs=0, 1, or 2

which is incremented for every Join sent or Joinln received. If the counter value is 0 or 1 when there is an
opportunity to transmit a PDU, a Join message will be sent and the counter incremented.

NOTE 1—A counter value of greater than 2 is unnecessary for the purposes of successful registration.

NOTE 2—A randomized Join timer is set running to ensure such an opportunity is scheduled. There only needs to be
one Join timer running for the entire Participant, not one per attribute—assuming that messages related to the maximum
number of attributes can be packed into a single PDU.

If aJoinEmpty, Empty, Leave, or LeaveAll message is received, the counter is reset to 0.
When the Applicant leaves the Group, it sends a single L eave message.
12.7.5.1 Anxious Applicants

Expressing protocol behavior in terms of counter and flag variables is not always the best approach if
enabling thorough analysis and maximizing implementation flexibility are primary goals. From this point
on, the values assigned to the join message count are given state name prefixes:

a) V or Very anxious equates to my_join_msgs = 0. No Join messages have been sent, and no Joinlns
received since the Applicant started, or leave or empty messages received. The Applicant has no rea-
son to be comfortable that other Registrars have registered the Attribute value concerned.

b) A or Anxious equates to my_join_msgs = 1. If no messages have been lost, other Registrars will
have registered this Attribute val ue.

¢) Qor Quiet equatesto my_join_msgs = 2. The Applicant feels no need to send further messages.
12.7.5.2 Members and Observers

The Applicant described so far needs have no existence unless it is trying to make a declaration. Bridge Ports
and end stations that make active use of registered Attribute values (e.g., in the case of the GMRP Applica-
tion defined in Clause 10, Bridges and end stations that implement source pruning for transmission), need to
maintain their GARP machines even if they do not want to make (or have just withdrawn) a declaration.
(The term GARP machine refers to the total state maintained for a given Attribute value, both Applicant and
Registrar, in a Participant.)

In the context of the Applicant state machine, a Member is a Participant that is attempting to make or main-
tain adeclaration for a given Attribute value, or that has not yet sent the L eave message to allow it to become
simply an Observer. An Observer tracks the Attribute state but does not wish to make a declaration.

12.7.5.3 Active and Passive Members

The concept of Active and Passive Members is introduced to permit the minimum number of messages to be
sent when a number of Participants are actively joining and |eaving with respect to the same registration.

Since a Member may become Quiet without ever sending a Join, it follows that it should be allowed to
become an Observer once more without sending a Leave. All Observers are passive, so there are three poten-
tial (sub)states, distinguished by the following state name suffixes:

a) A, orActive member.
b) P or Passive member.
c) O, or Observer.
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If an Observer is required to become a Member, it first becomes a Passive Member. If it was a Quiet
Observer (i.e., its count of Join messages is already at two and it is therefore content that other Registrars
have registered the declaration), then it has no need to transmit a Join, and becomes Passive and Quiet. Oth-
erwise, i.e., its count of Join messagesis less than two, it requests the earliest possible message transmission
opportunity in order to transmit a Join.

If a Passive Member sends a Join message, it becomes an Active Member.

If an Active Member receives a Leave or LeaveAll message, it becomes a Passive Member.

12.7.5.4 Receiving a Leave

When an Applicant that is, and wishes to continue being, aMember receives aLeave Message, it becomesVery
Anxious. Unless it receives a Join message from another Member, it will send a JoinEmpty itself. This hasthe
following effect on other Members. First, it will cause them to register that Attribute. Second, it will cause them

to become Very Anxious themselvesif they wish to continue to be Members, and to transmit Joinins.

This latter effect protects any Participant that is a Member from accidentally de-registering other Members
due to asingle packet loss following a Leave.

AnApplicant that is an Observer has to prompt other Membersto re-join in case they have missed the Leave.
A further (sub) state is added to the Very Anxious, Anxious, Quiet set with state name prefix:

— L or Leaving, which records the pending need to send a message at the next transmission opportu-
nity. An Observer will send an Empty message, and then become Very Anxious.

12.7.5.5 Leaving

An Active Member has to send a L eave message in order to withdraw a declaration. The Leaving substate is
used to record that fact.

12.7.5.6 Applicant State Summary

The following matrix summarizes the Applicant states and their short names: VA for Very anxious Active
member, QO for Quiet Observer, etc.

Table 12-2—Applicant: Summary of states

Very Anxious | Anxious | Quiet | Leaving

Active Member VA AA QA LA
Passive M ember VP AP QP
Observer VO AO QO LO

Note that there is no LP (Leaving Passive Member) state, since a Passive Member can transition directly to
an Observer state when it wishes to withdraw a declaration.

12.7.6 The Leave All protocol component
The Leave All protocol component is responsible for initiating garbage collection by the Participant. Thisis

achieved by the regular generation of LeaveAll messages by the LeaveAll state machine, as defined in
12.8.3.
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The operation of the Leave All state machine causes the Participant to generate a LeaveAll message when
the leaveAll Timer expires. Reception of aLeave All message from another Participant causes the timer to be
restarted without generating a message, thus ensuring that, where several Participants are connected to the
same LAN segment, multiple LeaveAll messages are suppressed.

Receipt of a LeaveAll message causes all Applicantsto become Very Anxious, and all Registrarsto enter the
Leaving (LV) state. The effect of thisisto force any Applicants that are till active to rgjoin; if no Join mes-
sage is seen by a Registrar state machine before its leave timer expires, it will de-register the attribute. This
effectively causes the Participant to remove all registrations for which active Applicants no longer exist.

12.7.7 Applicant Only Participants

It is possible to simplify the GARP Participant in circumstances where the Participant only wishes to make
declarations; for example, as might be required in an end station implementing the ability to register to
receive group addressed frames, via GMRP (Clause 10), but that does not operate as a source of such frames,
and therefore does not need to implement source pruning. Such a Participant has no need to take note of dec-
larations made by other Participants (i.e., it does not need to implement the Registrar state machine), does
not send Leave All or Join Empty messages, and offers no additional administrative controls.

This leads to a potential simplification of the state machinery that such a participant would need to support,
asfollows:

a) Norequirement to support aLeaveAll timer, or the generation of LeaveAll PDUs;

b)  No requirement to support the operation of the Registrar state machine. The“IN” state for the Regis-
trar is assumed for the purposes of the operation of the Applicant state machine, hence Join mes-
sages are always sent as Joinin;

¢) Norequirement for the state machine to support the LO state or generate Empty messages;
d) No requirement to support the administrative controls defined in 12.9.

The operation of the Applicant Only state machineis described in 12.8.5 and Table 12-8.
12.7.8 Simple Applicant Participants

The operation of the Simple Applicant Participant is a further simplification of the Applicant Only state
machine (Table 12-8), modified to reduce the Applicant to its simplest form, achieved by removing the Pas-
sive Member and Observer states. Consequently, the Simple Applicant Participant makes no attempt to sup-
press its initial Join and final Leave messages. The result is the simplest possible Applicant state machine
that is compatible with the operation of the full GARP Participant.

The operation of the Simple Applicant state machine is described in 12.8.6 and Table 12-9.
12.7.9 Choice of Applicant Only Participant or Simple Applicant Participant

The fact that the Applicant Only Participant retains the Passive Member and Observer states of the full
Applicant means that it retains the ability of the full Participant to suppress Join or Leave messages when
these are unnecessary (see 12.7.5.3); in contrast, the Simple Applicant Participant is unable to perform such
suppression. Where there is the possibility of several Simple Applicant Participants appearing on the same
LAN segment, this could result in significant additional, and unnecessary, Join and Leave traffic. Conse-
quently, it is recommended that the Applicant Only Participant is implemented in preference to the Simple
Applicant Participant in devices that have no need to perform registration.
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12.8 State machine descriptions

The following conventions are used in the abbreviations used in this subclause:

XXX
SXXX

RegXXX
IndXXX

The following abbreviations are used in the state machine descriptions. For a formal definition of their

receive PDU XXX

send PDU XXX

GID service request XXX
GID serviceindication XXX

meaning, see 12.10:

rJoinln
rJoinEmpty
rEmpty
rLeaveln
rLeaveEmpty
LeaveAll
sJ[E,I]

sJ[I]

sk

sLE

sl eaveAll
RegJoin
ReglL eave
IndJoin

IndL eave
transmitPDU!

leavetimer
leavetimer!
leavealltimer
leavealltimer!
_X_

receive Join In message

receive Join Empty message

receive Empty message

receive Leave In message

receive Leave Empty message

receive or send a L eaveAll message

send Join In message if Registrar state = IN; otherwise, send Join Empty message
send Join In message

send Empty message

send Leave Empty message

send Leave All message

GID Service Request to declare an Attribute value

GID Service Request to withdraw an Attribute value declaration

Issue GID Service Indication signaling an Attribute value has been registered
Issue GID Service Indication signaling an Attribute value has been de-registered
An opportunity to transmit a GARP PDU has occurred. Such events occur at intervals
randomly chosen in theinterval 0 - JoinTime. JoinTimeis as defined in

Table 12-10

Leave period timer

leavetimer has expired

Leave All period timer.

leavealltimer has expired.

Inapplicable event/state combination. No action or state transition occurs.

LOCAL AND METROPOLITAN AREA NETWORKS:

Timers are used in the state machine descriptions in order to cause actions to be taken after defined time
periods have elapsed. The following terminology is used in the state machine descriptions to define timer
states and the actions that can be performed upon them:

a)

b)

0)

d)

150

A timer is said to be running if the most recent action to be performed upon it was a start or a
restart.

A running timer is said to have expired when the time period associated with the timer has elapsed
since the most recent start or restart action took place.

A timer issaid to be stopped if it has expired or if the most recent action to be performed upon it was
astop action.

A start action sets a stopped timer to the running state, and associates a time period with the timer.
This time period supersedes any periods that might have been associated with the timer by previous
start events.

A restart action stops arunning timer and then performs a start action upon it.
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f) A stop action sets atimer to the stopped state.

The following abbreviations are used for the state names in the state tables and state diagrams:

Registrar states
LV Leaving
IN In

MT Empty

Applicant states

VA Very anxious, active member
AA Anxious, active member

QA Quiet, active member

LA L eaving, active member

VP Very anxious, passive member
AP Anxious, passive member
QP Quiet, passive member

VO Very anxious, observer

AO Anxious, observer

QO Quiet, observer

LO L eaving, observer

Simple Applicant states

\% Very anxious
A Anxious
Q Quiet

12.8.1 Applicant state machine

A full GARP Participant maintains a single instance of this state machine for each Attribute value for which
the Participant needs to maintain state information.

NOTE—Conceptually, state information is maintained for all possible values of all Attribute types that are defined for a
given Application; however, in real implementations of GARRP it is likely that the range of possible Attribute values in
some Applications will preclude this, and the implementation will limit the state to those Attribute values in which the
Participant has an immediate interest, either asa Member or as alikely future Member.

The detailed operation of this state machine is described in Table 12-3. The state transitions shown handle
the possibilities of receiving either Leave In or Leave Empty messages, however, only Leave Empty mes-
sages are generated by the state machine. Sending a Leave Empty message also causes an event against the
Registrar state machine, causing atransition from IN to LV.

12.8.2 Registrar state machine

A full GARP Participant maintains a single instance of this state machine for each Attribute value that is cur-
rently registered, or that the Registrar state machine isin the process of de-registering.
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Table 12-3—Applicant state table

STATE
VA AA QA | LA VP AP QP | VO | AO| Q |L
O O
transmitPDU! | sJE|I] | SJEI] | -x- | sLE | SJEI] | SJEI] | -X- | -X- | -X- | -x- | sE
AA QA VO AA QA VO
rJoinin AA QA QA | LA AP QP QP | AO | QO | QO | AO

rJoinEmpty VA VA VA | VO VP VP VP | VO | VO | VO | VO

rEmpty VA VA VA | LA VP VP VP | VO | VO | VO | VO

rLeaveln VA VA VA | LA VP VP VP | LO | LO | LO | VO

EVENT

r L eaveEmpty VP VP VP | VO VP VP VP | LO | LO | LO | VO

LeaveAll VP VP VP | VO VP VP VP | LO | LO | LO | VO
ReqJoin -X- -X- -X- | VA -X- -X- -X- | VP | AP | QP | VP
ReglL eave LA LA LA | -x- VO AO QO | -X- | X- | X- | X-

NOTE—As with the Applicant, state information is conceptually maintained for all possible values of all Attribute types
that are defined for a given Application; however, in real implementations of GARP, it islikely that the range of possible
Attribute values in some Applications will preclude this, and the implementation will limit the state to those Attribute
values in which the Participant has an immediate interest. In the case of simple devices that have no interest in what
other Participants have registered, it may be appropriate for that device to ignore Registrar operation altogether.

The detailed operation of this state machine is described in Table 12-4.
12.8.3 Leave All state machine

A single Leave All state machine exists for each full GARP Participant. Leave All messages generated by
this state machine also generate L eaveAll events against all the Applicant and Registrar state machines asso-
ciated with that Participant and Port; hence, LeaveAll generation is treated by those state machines in the
same way as reception of aLeaveAll message from an external source.

The detailed operation of this state machine is described in Table 12-5.

12.8.4 Combined Applicant/Registrar state machine

Table 12-6 shows al the reachable states, with cells containing the joint state names, Applicant.Registrar,
and unreachable states marked ---. The MT and LV Registrar states are grouped together since the only event
that differentiates the two isthe expiry of the leave timer, which does not affect any of the other states. There
are 24 reachable statesin all.

The combined state machine is shown in Table 12-7. For compactness, the actions—what message is trans-
mitted, when the implementation should check or start timers, when to indicate joins and leaves to the higher
layer user—have been omitted.
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Table 12-4—Registrar state table

STATE
IN LV MT
rJoinin IN Stop leavetimer | IndJoin
IndJoin IN
IN
rJoinEmpty IN Stop leavetimer | IndJoin
IndJoin IN
IN
rEmpty IN LV MT
=
T rLeaveln Start leavetimer LV MT
o LV
w
rLeaveEmpty | Start leavetimer LV MT
LV
L eaveAll Start |eavetimer LV MT
LV
|leavetimer! -X- IndLeave -X-
MT
Table 12-5—Leave All state table
STATE
Active Passive
transmitPDU! sLeaveAll -X-
Passive
— L eaveAll Start leavedltimer | Start leavealltimer
5 Passive Passive
>
W leavealltimer! Start leavedlltimer | Start leavealltimer
Active Active
(All other events) -X- -X-

Table 12-6—Combined Applicant/Registrar states

Very Anxious Anxious Quiet Leaving
Active Member VA.MT | VA.IN | AAMT | AA.IN | QAMT | QA.IN | LAMT | LA.IN
VA.LV AA.LV QA.LV LA.LV
PassveMember | VPMT | VPIN APRIN QPIN
VPLV
Observer VO.MT | VO.IN AO.IN QO.IN | LOMT -
VO.LV LO.LV
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Table 12-7—Combined Applicant/Registrar state table

EVENT

© 2 c ‘E > c ‘éz c 2

£ £ | E| & g | T | 53| 3 8

s 0F 3 5 8 P % f 3

- = E B = «

VAMT -X- AAMT | AAIN | VAIN | VAMT | VPMT | VPMT -X- LAMT
VALV | VAMT | AALV | AAIN | VAIN | VALV | VPLV | VPLV -X- LA.LV
VA.IN -X- AA.IN | AAIN | VAIN | VAIN | VPLV | VPLV -X- LA.IN
AAMT -X- QAMT | QAIN | VAIN | VAMT | VPMT | VPMT -X- LAMT
AALV | AAMT | QALV | QAIN | VAIN | VALV | VPLV | VPLV -X- LA.LV
AA.IN -X- QAN | QAIN | VAIN | VAIN | VPLV | VPLV -X- LA.IN
QAMT -X- — QAN | VAIN | VAMT | VPMT | VPMT -X- LAMT
QALV | QAMT — QAN | VAIN | VALV | VPLV | VPLV -X- LA.LV
QA.IN -X- — QAN | VAIN | VAIN | VPLV | VPLV -X- LA.IN
LAMT -X- VOMT | LAIN | VOIN | LAMT | LAMT | VOMT | VAMT -X-
LALV | LAMT | VOLV | LAIN | VOIN | LALV | LALV | VOLV | VALV X-
wi LAIN -X- VOLV | LAIN | VOIN | LAIN | LALV | VOLV | VA.N -X-
E VPMT -X- AAMT | APIN | VRIN | VPMT | VPMT | VPMT -X- VO.MT
VPLV | VPMT | AALLV | ARPIN | VRIN | VPLV | VPLV | VPLV X- VO.LV
VPIN -X- AAIN | APIN | VRIN | VRIN | VPLV | VPLV -X- VO.IN
APIN -X- QAIN | QPIN | VPIN | VRIN | VPLV | VPLV -X- AO.IN
QPIN X- — QPIN | VRPIN | VRIN | VPLV | VPLV X- QO.IN
VOMT -X- — AO.IN | VO.IN | VOMT | LOMT | LOMT | VPMT -X-
VO.LV | VOMT — AO.IN | VOIN | VOLV | LOLV | LOLV | VPLV -X-
VO.IN X- — AO.IN | VO.IN | VOIN | LOLV | LOLV | VPRIN -X-
AO.IN -X- — QO.N | VOIN | VOIN | LOLV | LOLV | APIN -X-
QO.IN -X- — QO.N | VO.IN | VOIN | LOLV | LOLV | QPIN -X-
LOMT X- VOMT | AOIN | VOIN | VOMT | LOMT | LOMT | VPMT -X-
LO.LV | LOMT | VO.LV | AOIN | VOIN | VO.LV | LOLV | LOLV | VPLV -X-
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12.8.5 Applicant Only GARP Participant

An Applicant Only GARP Participant maintains a single instance of the Applicant Only state machine for
each Attribute value for which the Participant needs to maintain state information.

The detailed operation of this state machine is described in Table 12-8. The state transitions shown handle
the possibilities of receiving either Leave In or Leave Empty messages, however, only Leave Empty mes-
sages are generated by the state machine.

Table 12-8—Applicant Only State Machine

STATE

VA | AA | QA | LA | VP | AP | QP | VO | AO

(oY e)

transmit- sJI | s | -x- | sLE | sJI] | sJ1] | -X- | -X- | -X- | -X-
PDU! AA | QA VO | AA | QA

rJoinin AA | QA | QA | LA AP | QP | QP | AO | QO | QO

rJoinEmpty | VA VA | VA | VO | VP | VP | VP | VO | VO | VO

rEmpty VA VA | VA | LA | VP | VP | VP | VO | VO | VO

=

é rLeaveln VA VA | VA | LA VP | VP | VP | VO | VO | VO

B rLeave- VP | VP | VP | VO | VP VP | VP | VO | VO | VO
Empty

L eaveAll VP | VP | VP | VO | VP | VP | VP | VO | VO | VO

ReqJoin -X- -X- -X- | VA -X- -X- | x- | VP | AP | QP

RegL eave LA LA | LA | x- | VO | AO | QO | -X- | -X- | -X-

12.8.6 Simple Applicant Participant

A Simple Applicant Participant maintains a single instance of the Simple Applicant state machine for each
Attribute value for which the Participant needs to maintain state information.

The detailed operation of this state machine is described in Table 12-9. The state transitions shown handle
the possibilities of receiving either Leave In or Leave Empty messages; however, only Leave Empty mes-
sages are generated by the state machine.

12.9 Administrative controls

Associated with each instance of the Registrar state machines are Registrar Administrative Control parame-
ters. These parameters allow administrative control to be exercised over the registration state of each
Attribute value, and hence, via the propagation mechanism provided by GIP, allow control to be exercised
over the propagation of declarations.

An overall control parameter for each Applicant state machine, the Applicant Administrative Control, deter-
mines whether or not the Applicant state machine participates in GARP protocol exchanges.
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Table 12-9—Simple Applicant State Machine

STATE
Y A Q
transmitPDU! | sJ[I] | sJ[I] | -x-
A Q
rJoinin A Q Q

rJoinEmpty \% \% \%

rEmpty \% \% \%

rLeaveln \% \% \%

EVENT

r LeaveEmpty \% \% \%

L eaveAll \Y \% \

ReqgJoin -X- -X- -X-

Regl eave SLE | sSLE | SLE

These parameters can be set to the values defined in 12.9.1 and 12.9.2.
12.9.1 Registrar Administrative Control values

a) Normal Registration. The Registrar responds normally to incoming GARP messages.

b) Registration Fixed. The Registrar ignores all GARP messages, and remains in the IN (registered)
state.

¢) Registration Forbidden. The Registrar ignores all GARP messages, and remains in the EMPTY
(unregistered) state.

The default value of this parameter is Normal Registration.
Optionally, an implementation may support the ability to record against each Registrar state machine the
MAC Address of the originator of the GARP PDU that caused the most recent state change for that state

machine.

NOTE—The Registrar Administrative Controls are realized by means of the contents of the Port Map parameters of
static entries in the Filtering Database for all GARP applications. In the case of GMRP, the static entries concerned are
Static Filtering Entries (7.9.1 and 10.3.2.3). The contents of the Port Map parameters in static entries can be modified by
means of the management operations defined in 14.7. In the absence of such control information for agiven attribute, the
default value “Normal Registration” is assumed.

12.9.2 Applicant Administrative Control values

a) Normal Participant. The state machine participates normally in GARP protocol exchanges.
b)  Non-Participant. The state machine does not send any GARP messages.

The default value of this parameter is Normal Participant.
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NOTE—The Applicant Administrative Control parameters can be modified for any GARP application by means of the
management operations defined in 14.9. In the absence of such information for a given attribute, the default value “Nor-
mal Participant” is assumed.

12.10 Procedures

The following subclauses define the protocol actions and procedures that are identified in the description of
the State Machines contained in 12.8.

12.10.1 Discarding badly formed GARP PDUs
A GARRP Participant that receives a GARP PDU shall discard that PDU if any of the following are true:

a) ThePDU carries an unknown protocol identifier;
b) ThePDU is not formatted according to the GARP PDU format defined in 12.11.

Items of information contained within a GARP PDU that are not understood by the GARP Application shall
be discarded as described in 12.11.3.

12.10.2 Protocol parameters and timers

12.10.2.1 jointimer

The Join Period Timer, jointimer, controls the interval between transmitPDU! events that are applied to the
Applicant State Machine. An instance of this timer is required on a per-Port, per-GARP Participant basis.
The maximum time period between transmitPDU! eventsis defined by JoinTime, as defined in Table 12-10.
12.10.2.2 leavetimer

The Leave Period Timer, leavetimer, controls the period of time that the Registrar State Machine will wait in
the LV state before transiting to the M T state. An instance of thetimer is required for each state machine that
isin the LV state. The Leave Period Timer is set to the value LeaveTime when it is started or restarted;
LeaveTime is defined in Table 12-10.

12.10.2.3 leavealltimer

The Leave All Period Timer, leavealltimer, controls the frequency with which the Leave All state machine
generates LeaveAll PDUs. The timer is required on a per-Port, per-GARP Participant basis. The Leave All
Period Timer is set to a random value, T, in the range LeaveAllTime < T < 1.5*LeaveAllTime when it is
started or restarted. LeaveAllTimeis defined in Table 12-10.

12.10.3 Protocol event definitions

Unless stated otherwise in these event definitions, GARP PDU reception in a Bridge can occur through all
Ports of a Bridge, and events generated as a result of such reception affect only those state machines that are
associated with the Port through which the PDU was received.

12.10.3.1 ReqJoin
For an instance of the combined Applicant/Registrar state machine, the Applicant Only state machine, or the

Simple Applicant state machine, the RegJoin event is deemed to have occurred if the GID Service User
issuesa GID_Join.request service primitive for the Attribute instance associated with that state machine.
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12.10.3.2 ReglLeave

For an instance of the combined Applicant/Registrar state machine, the Applicant Only state machine, or the
Simple Applicant state machine, the ReglLeave event is deemed to have occurred if the GID Service User
issuesa GID_Leave.request service primitive for the Attribute instance associated with that state machine.

12.10.3.3 rJoinln

For an instance of the combined Applicant/Registrar state machine, the Applicant Only state machine, or the
Simple Applicant state machine, the rJoinin event is deemed to have occurred if a GARP PDU (12.11) is
received, and the following conditions are true:

a) The PDU was addressed to the GARP Application address (Table 12-1) of the GARP Application
associated with the state machine;

b) The PDU contains a Message (12.11.1) in which the Attribute Type is the type associated with the
state machine;

c¢) The Message contains an Attribute in which the Attribute Event (12.11.2.4) specifies the Joinln
event, and the Attribute Value (12.11.2.6) is equal to the value associated with the state machine.

12.10.3.4 rJoinEmpty

For an instance of the combined Applicant/Registrar state machine, the Applicant Only state machine, or the
Simple Applicant state machine, the rJoinEmpty event is deemed to have occurred if a GARP PDU (12.11)
isreceived, and the following conditions are true:

a) The PDU was addressed to the GARP Application address (Table 12-1) of the GARP Application
associated with the state machine;

b) The PDU contains a Message (12.11.1) in which the Attribute Type is the type associated with the
state machine;

¢) The Message contains an Attribute in which the Attribute Event (12.11.2.4) specifies the JoinEmpty
event, and the Attribute Value (12.11.2.6) is equal to the value associated with the state machine.

12.10.3.5 rEmpty

For an instance of the combined Applicant/Registrar state machine, the Applicant Only state machine, or the
Simple Applicant state machine, the rEmpty event is deemed to have occurred if a GARP PDU (12.11) is
received, and the following conditions are true:

a) The PDU was addressed to the GARP Application address (Table 12-1) of the GARP Application
associated with the state machine;

b) The PDU contains a Message (12.11.1) in which the Attribute Type is the type associated with the
state machine;

¢) The Message contains an Attribute in which the Attribute Event (12.11.2.4) specifies the Empty
event, and the Attribute Value (12.11.2.6) is equal to the value associated with the state machine.

12.10.3.6 rLeaveln
For an instance of the combined Applicant/Registrar state machine, the Applicant Only state machine, or the
Simple Applicant state machine, the rLeaveln event is deemed to have occurred if a GARP PDU (12.11) is

received, and the following conditions are true:

a) The PDU was addressed to the GARP Application address (Table 12-1) of the GARP Application
associated with the state machine;
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b) The PDU contains a Message (12.11.1) in which the Attribute Type is the type associated with the
state machine;

¢) The Message contains an Attribute in which the Attribute Event (12.11.2.4) specifies the Leaveln
event, and the Attribute Value (12.11.2.6) is equal to the value associated with the state machine.

12.10.3.7 rLeaveEmpty

For an instance of the combined Applicant/Registrar state machine, the Applicant Only state machine, or the
Simple Applicant state machine, the rLeaveEmpty event is deemed to have occurred if a GARP PDU (12.11)
isreceived, and the following conditions are true:

a8 The PDU was addressed to the GARP Application address (Table 12-1) of the GARP Application
associated with the state machine;

b) The PDU contains a Message (12.11.1) in which the Attribute Type is the type associated with the
state machine;

¢) The Message contains an Attribute in which the Attribute Event (12.11.2.4) specifies the Leave-
Empty event, and the Attribute Value (12.11.2.6) is equal to the value associated with the state
machine.

12.10.3.8 LeaveAll

For an instance of the combined Applicant/Registrar state machine, the Applicant Only state machine, the
Simple Applicant state machine or the Leave All state machine, the LeaveAll event is deemed to have
occurred if

a) A GARPPDU (12.11) isreceived, and the following conditions are all true:

1) The PDU was addressed to the GARP Application address (Table 12-1) of the GARP Applica-
tion associated with the state machine;

2) The PDU contains a Message (12.11.1) in which the Attribute Type is the type associated with
the state machine;

3) The Message contains a LeaveAll Attribute in which the LeaveAll Event (12.11.2.5) is present.

For an instance of the combined Applicant/Registrar state machine, the Applicant Only state machine or the
Simple Applicant state machine, the LeaveAll event is deemed to have occurred if

b) The Leave All state machine associated with that state machine performs the sLeaveAll action
(12.10.4.5).

NOTE—The LeaveAll state machine operates on a per-Application (not per-Attribute Type) basis, but the LeaveAll mes-
sage operates on a per-Attribute Type basis. Hence, when the LeaveAll state machine issues aLeaveAll, it must generate
alLeaveAll Attribute for each Attribute Type supported by the Application concerned.

12.10.3.9 leavetimer!

For an instance of the combined Applicant/Registrar state machine, the leavetimer! event is deemed to have
occurred when the leavetimer associated with that state machine expires.

12.10.3.10 leavealltimer!

For an instance of the combined Applicant/Registrar state machine, the Applicant Only state machine, the
Simple Applicant state machine or LeaveAll state machine, the leavealltimer! event is deemed to have
occurred when the leavealltimer associated with that state machine expires.
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12.10.3.11 transmitPDU!

For an instance of the combined Applicant/Registrar state machine, the Applicant Only state machine, or the
Simple Applicant state machine, the transmitPDU! event is deemed to have occurred when the jointimer
associated with that state machine expires.

For an instance of the LeaveAll state machine, the transmitPDU! event is deemed to have occurred when the
state machine has an opportunity to transmit a L eaveAll message.

12.10.4 Action definitions
Unless stated otherwise in these action definitions, GARP PDU transmission as aresult of the operation of a
state machine in a Bridge occurs only through the Port associated with that state machine, and only if that
Port isin the Forwarding state.
12.10.4.1 -x-
No action is taken.
12.10.4.2 sJ[E, 1], sJ[I]
A GARP PDU, formatted as defined in 12.11.1, is transmitted. The PDU shall be formatted such that
a) The PDU contains a Message (12.11.1.2) which carries an Attribute Type (12.11.2.2) that specifies
the type associated with the state machine;
b) The Message contains an Attribute (12.11.1.2) that specifies an Attribute Event (12.11.2.4) equal to
Joinin (if the Registrar is in the IN state, or if no Registrar functionality is implemented) or
JoinEmpty (if the Registrar isin either the LV or the MT state), and an Attribute Value equal to the

val ue associated with the state machine.

The PDU shall be transmitted using, as the destination MAC Address, the GARP Application address of the
GARP Application associated with the state machine.

12.10.4.3 sE
A GARP PDU, formatted as defined in 12.11.1, is transmitted. The PDU shall be formatted such that
a) ThePDU contains a Message (12.11.1.2) which carries an Attribute Type (12.11.2.2) that specifies
the type associated with the state machine;
b) The Message contains an Attribute (12.11.1.2) that specifies an Attribute Event (12.11.2.4) equal to
Empty, and an Attribute Value equal to the value associated with the state machine.

The PDU shall be transmitted using, as the destination MAC Address, the GARP Application address of the
GARP Application associated with the state machine.

12.10.4.4 sLE
A GARP PDU, formatted as defined in 12.11.1, is transmitted. The PDU shall be formatted such that
a) The PDU contains a Message (12.11.1.2) which carries an Attribute Type (12.11.2.2) that specifies
the type associated with the state machine;

b) The Message contains an Attribute (12.11.1.2) that specifies an Attribute Event (12.11.2.4) equal to
L eaveEmpty, and an Attribute Value equal to the value associated with the state machine.
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The PDU shall be transmitted using, as the destination MAC Address, the GARP Application address of the
GARP Application associated with the state machine.

12.10.4.5 sLeaveAll

A GARP PDU, formatted as defined in 12.11.1, is transmitted. The PDU shall be formatted such that, for
each Attribute Type associated with the GARP Application

a) The PDU contains a Message (12.11.1.2) which carries an Attribute Type (12.11.2.2) that specifies
the Attribute Type concerned;
b) The Message contains a LeaveAll Attribute (12.11.1.2).

The PDU shall be transmitted using, as the destination MAC Address, the GARP Application address of the
GARP Application associated with the state machine.

The sLeaveAll action also gives rise to a LeaveAll event against all instances of the combined Applicant/
Registrar state machine, the Applicant Only state machine and the Simple Applicant state machine associ-
ated with the GARP Application.

12.10.4.6 Start leavetimer

Causes |eavetimer to be started, in accordance with the definition of the timer in 12.10.2.2.
12.10.4.7 Stop leavetimer

Causes |eavetimer to be stopped.

12.10.4.8 Start leavealltimer

Causes leavealltimer to be started, in accordance with the definition of the timer in 12.10.2.3.
12.10.4.9 IndJoin

When an instance of the Registrar state machine makes a transition from the LV or MT state to the IN state,
the IndJoin action causes a GID_Join.indication primitive to be issued to the GID Service User, indicating
the Attribute instance corresponding to the state machine concerned.

12.10.4.10 IndLeave

When an instance of the Registrar state machine makes a transition from the LV state to the MT state, the
IndL eave action causes a GID_L eave.indication primitive to be issued to the GID Service User, indicating
the Attribute instance corresponding to the state machine concerned.

12.10.4.11 Failure to register

Each GARP Participant maintains a count of the number of times that it has received a registration request,
but has failed to register the attribute concerned due to lack of space in the Filtering Database to record the
registration. The value of this count may be examined by management.

NOTE—Further action to be taken on such eventsis a matter for implementation choice.
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12.11 Structure and encoding of GARP Protocol Data Units

This subclause describes the generic structure and encoding of the GARP Protocol Data Units (GARP
PDUs) exchanged between all GARP Participants. The structure and encoding of elements that are specific
to the operation of the GARP Applications are defined by the Applications themselves.

Each GARP PDU identifies the GARP Application by which it was generated, and to which it is being trans-
mitted. Bridges that receive GARP PDUs identified as belonging to a GARP Application which they do not
support shall forward such PDUs on all other Ports that are in a Forwarding state.

NOTE 1—If GARP is used to support an Application that can operate in any GIP Context other than 0 (the base Span-
ning Tree), then the means whereby that context isidentified in protocol exchanges is defined by the GARP Application
concerned.

Each GARP PDU carries one or more GARP messages, each of which identify a GARP event (e.g., Join,
Leave, LeaveAll) and the attribute class(es) and value(s) to which that event applies. A given GARP Partici-
pant shall process GARP PDUs in the order in which they are received, and within a given GARP PDU,
shall process GARP Messages in the order in which they were put into a Data Link Service Data Unit
(DLSDU).

NOTE 2—Any messages generated as a consequence of state machine responses to an sLeaveAll action and its associ-
ated LeaveAll eventswill be put into the DLSDU after the LeaveAll message(s), or into alater DLSDU.

12.11.1 Structure
12.11.1.1 Transmission and representation of octets

All GARP PDUs consist of an integral number of words, numbered starting from 1 and increasing in the
order that they are put into a Data Link Service Data Unit (DLSDU). The bits in each octet are numbered
from 1 to 8, where 1 isthe low-order bit.

When consecutive octets are used to represent a binary number, the lower octet number has the most signifi-
cant value.

When the encoding of (an element of) a GARP PDU is represented using a diagram in this clause, the fol-
lowing representations are used:

a) Octet 1isshown towards the top of the page, higher numbered octets being towards the bottom;
b)  Where more than one octet appears on a given line, octets are shown with the lowest numbered octet
to the left, higher numbered octets being to the right;

¢)  Within an octet, bits are shown with bit 8 to the left and bit 1 to theright.
12.11.1.2 Structure definition

A Protocol Identifier shall be encoded in the initial octets of all GARP PDUs. This standard reserves asingle
Protocol Identifier value to identify the Generic Attribute Registration Protocol. GARP PDUs operating the
Protocol specified in this Clause carry this reserved Protocol Identifier value, and shall have the following
structure:

a) Thefirst two octets contain the Protocol |dentifier value.

b)  Following the Protocol Identifier are one or more Messages. The last element in the PDU is an End
Mark.

c) Each Message consists of an Attribute Type and an Attribute List, in that order.
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d) AnAttribute List consists of one or more Attributes. The last element in the Attribute List is an End
Mark.

€) AnAttribute consists of an Attribute Length, an Attribute Event, and an Attribute Value, in that order.
In the case where the Attribute Event is “ LeaveAll,” the Attribute Value is omitted.

The following BNF productions give the formal description of the GARP PDU structure:

GARP PDU ::= Protocol ID, Message {, Message}, End Mark

Protocol ID SHORT ::=1

Message ::= Attribute Type, Attribute List

Attribute Type BY TE ::= Defined by the specific GARP Application
Attribute List ::= Attribute { ,Attribute}, End Mark

Attribute ::= Ordinary Attribute | LeaveAll Attribute

Ordinary Attribute ::= Attribute L ength, Attribute Event, Attribute Value
LeaveAll Attribute ::= Attribute Length, LeaveAll Event

Attribute Length BY TE ::= 2-255

Attribute Event BY TE ::= JoinEmpty | Joinln | LeaveEmpty | Leaveln | Empty
LeaveAll Event BY TE ::= LeaveAll

Attribute Value ::= Defined by the specific GARP Application

End Mark ::= 0x00 | End of PDU

LeaveAll ::=0

JoinEmpty =1

Joinln ::= 2

LeaveEmpty ::= 3

Leaveln::=4

Empty ::=5

The parameters carried in GARP PDUSs, as identified in this structure definition, shall be encoded as speci-
fiedin 12.11.2.

Figure 12-6 illustrates the structure of the GARP PDU and its components.

Octet #
3 N
| Protocol ID | Message 1| | Message N| End Mark GARP PDU structure
Octet #
1 2 N
| Attribute Type | Attribute List| Message structure
Octet #
1 N
| Attribute 1 | - | Attribute N | End Mark | Attribute List structure
Octet #
1 2 3 N
| Attribute Length| Attribute Event | Attribute Value | Attribute structure

Figure 12-6—Format of the major components of a GARP PDU
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12.11.2 Encoding of GARP PDU parameters
12.11.2.1 Encoding of Protocol Identifier

A Protocol Identifier shall be encoded in two octets, taken to represent an unsigned binary number. It takes
the hexadecimal value 0x0001, which identifies the GARP protocol as defined in this clause.

12.11.2.2 Encoding of Attribute Type

An Attribute Type shall be encoded as a single octet, taken to represent an unsigned binary number. The
Attribute Type identifies the type of Attribute to which the message applies. The range of values that can be
taken by the Attribute Type, and the meanings of those values, are defined by the Application concerned. The
value O is reserved, and shall not be used as an Attribute Type by any GARP Application. GARP Applica-
tions may otherwise allocate meaningsto any set of values of Attribute Type in the range 1 through 255.

12.11.2.3 Encoding of Attribute Length

An Attribute Length shall be encoded as a single octet, taken to represent an unsigned binary number, equal
to the number of octets occupied by an Attribute, inclusive of the Attribute Length field. Valid values of
Attribute Length are in the range 2 through 255.

Further values of Attribute Length are reserved and shall not be used.
12.11.2.4 Encoding of Attribute Event

An Attribute Event shall be encoded as a single octet, taken to represent an unsigned binary number. The
permitted values and meanings of the Attribute Event are as follows:

JoinEmpty operator
Joinln operator
LeaveEmpty operator
Leaveln operator
Empty operator

Further values of Attribute Event are reserved.

The Attribute Event is interpreted on receipt as a GID event to be applied to the state machine for the
Attribute defined by the Attribute Type and Attribute Value fields.

12.11.2.5 Encoding of LeaveAll Event

A LeaveAll Event shall be encoded as a single octet, taken to represent an unsigned binary number. The per-
mitted values and meanings of LeaveAll Event are as follows:

0: LeaveAll operator
Further values of LeaveAll Event are reserved.

The LeaveAll Event isinterpreted on receipt asa GID Leave All event to be applied to the state machines for
all Attributes of the type defined by the Attribute Type field.
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12.11.2.6 Encoding of Attribute Value

An Attribute Value is encoded in N octets, in accordance with the specification for the Attribute Type, as
defined by the GARP Application concerned.

12.11.2.7 Encoding of End Mark

An End Mark shall be encoded as a single octet, taken to represent the unsigned binary number. It takes the
value 0.

Further values of End Mark are reserved and shall not be used.

NOTE—As defined by the GARP PDU structure definition in 12.11.1, if the end of the GARP PDU is encountered, this
istaken to be an End Mark from the point of view of processing the PDU contents.

12.11.3 Packing and parsing GARP PDUs

The use of the End Mark (12.11.2.7) to signal the end of an Attribute List and the end of a GARP PDU, and
the fact that the (physical) end of the PDU is interpreted as an End Mark, simplifies the requirements both
for packing information into GARP PDUs and for correctly interpreting that information on receipt.

12.11.3.1 Packing

Successive Messages are packed into the GARP PDU, and within each Message, successive Attributes are
packed into each Message, until the end of the PDU is encountered or there are no more attributes to pack at
that time. The following cases can occur:

a) The PDU has sufficient room for all the Attributes that require to be transmitted at that time to be
packed. In this case, the PDU is transmitted, and subsequent PDUs are transmitted when there are
further Attributes to transmit;

b) The PDU has exactly enough room for the first N Attributes that require to be transmitted at that
time to be packed. In this case, the PDU is transmitted, and the next N Attributes are encoded in a
subsequent PDU;

¢) ThePDU has enough room for the first N Attributes that require to be transmitted at that time to be
packed, but the remaining space in the PDU is too small for Attribute N+1, so the last few octets of
the PDU carry a partial encoding of Attribute N+1. In this case, the PDU can be transmitted asit is,
and Attribute N+1 and its successors are encoded in full in a subsequent PDU.

12.11.3.2 Parsing
Successive Messages, and within each Message, successive Attributes, are unpacked from the PDU. If this
process terminates because the end of the PDU is reached, then the end of the PDU is taken to signal termi-
nation both of the current Attribute List and the overall PDU. Two cases can occur:
a) Thelast Attribute to be unpacked was complete. In this case, the Attribute is processed normally, and
processing of the PDU terminates;
b) Thelast Attribute to be unpacked was incomplete. In this case, the partial Attribute is discarded, and
processing of the PDU terminates.

12.11.3.3 Discarding unrecognized information

In order to allow backward compatibility with previous versions of a given GARP Application, the following
procedure is adopted when unrecognized elements within a received GARP PDU are encountered:
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a) If aMessageisencountered in which the Attribute Type is not recognized, then that Message is dis-
carded. Thisis achieved by discarding the successive Attributes in the Attribute List until either an
End Mark or the end of the PDU is reached. If an End Mark is reached, processing continues with
the next Message.

b) If an Attribute is encountered in which the Attribute Event is not recognized for the Attribute Type
concerned, then the Attribute is discarded and processing continues with the next Attribute or Mes-
sageif the end of the PDU has not been reached.

12.12 Timer values, granularity and relationships
12.12.1 Timer values

The default timer values used in the GARP protocol are defined in Table 12-10. The values used for the
GARP timers may be modified on a per-Port basis by means of the management functionality defined in
Clause 14.

Table 12-10—GARP timer parameter values

Par ameter Value (centiseconds)

JoinTime 20

LeaveTime 60
LeaveAllTime 1000

NOTE—The default values for the GARP timers are independent of media access method or data rate. Thisis a deliber-
ate choice, made in the interests of maximizing the “plug and play” characteristics of the protocol.

12.12.2 Timer resolution
Implementation of the timers for GARP shall be based on atimer resolution of 5 centiseconds or less.
12.12.3 Timing relationships

GARRP protocol correctness does not depend critically on timing relationships; however, the protocol oper-
ates more efficiently, and with less likelihood of unwanted de-registrations, if the following relationships are
maintained between the protocol timers operating in state machines that exchange GARP PDUs on the same
LAN segment:

a) JoinTime should be chosen such that at least two JoinTimes can occur within the value of
LeaveTime being used on the LAN segment. This ensures that after a Leave or LeaveAll message
has been issued, the Applicants can re-Join before afurther Leave isissued;

b) LeaveAllTime should be larger than the value of LeaveTime being used on the LAN segment. In

order to minimize the volume of re-joining traffic generated following a Leave All, the value chosen
for LeaveAllTime should be large relative to LeaveTime.

These relationships areillustrated in Figure 12-7. The time intervals labeled A (Leave Time minus two Join
Times) and B (Leave All Period minus Leave Time) should al be positive and non-zero in value for the effi-
cient operation of GARP. The time parameter values specified in Table 12-10 have been chosen in order to
ensure that these timer relationships are maintained.
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Leave All Period

Leave Time

2 Join Times
|

Aj B

Figure 12-7—GARP timing relationships

12.13 Procedural model

Clause 13 contains an example “C” code description of GARP.

12.14 Interoperability considerations

Correct operation of the GARP protocol for a given GARP application requires that protocol exchanges
among a given set of communicating GARP Participants maintain sequentiality; i.e., that Participant A can-
not receive GARP PDU B (generated as a consequence of Participant B receiving GARP PDU A) before
Participant A hasreceived GARP PDU A. In circumstances where the Participants concerned are all attached
to the same LAN segment, such sequentiality is ensured. However, if a set of GARP Participants communi-
cates via an intervening Bridge that does not implement that GARP application (or does not implement
GARRP at al), the sequentiality constraints expressed in 7.7.3 are insufficient to guarantee the correct opera-
tion of the GARP protocol. In order for the correct sequencing of PDUs to be maintained through such a
Bridge, the following constraint must be met:

If GARP PDU A isreceived on Port X, and is due to be forwarded on PortsY and Z, and subsequent to
being forwarded onY, GARP PDU B isreceived on Port Y for forwarding on Port Z, then forwarding of
B cannot precede A on Port Z.

NOTE—This expresses a stronger sequencing constraint for multicast frames than is stated in 7.7.3, but a weaker con-
straint than was required for conformance to 1SO/IEC 10038: 1993.

The consequence of failure to meet this constraint is that the users of a given GARP application may experi-
ence an increased incidence of loss of registration. Therefore, it is inadvisable to construct LAN configura-
tions involving forwarding of GARP PDUs through intervening Bridges if those Bridges do not meet the
constraint expressed above.
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13. Example “C” code implementation of GARP

13.1 Purpose

This section contains an example implementation of the GARP protocol and state machinery required in
order to support GMRP (Clause 10) and other applications that use GARP (Clause 12). This “C” code
description isincluded in order to demonstrate the structure of GARP and its components, and to show that a
reasonably low-cost implementation can be constructed. The implementation has been designed with the
intent of maximizing clarity and generality, not for compactness.

The example implementation is shown in the following subclauses:

a) Header files for the GARP application independent code (13.2);
b) The GARP application independent code (13.3).

The separation shown between the application dependent (Clause 11) and application independent (this
clause) aspects of the implementation gives a clear illustration of what is involved in implementing addi-
tional applications using the same basic GARP state machines. The code is intended to be largely self-docu-
menting, by means of in-line comments.

NOTE—The code shown is based on the functionality and state machines defined for the full GARP Participant; code
for the Applicant Only Participant and Simple Participant would involve simplification of the functionality shown, as
discussed in 12.7.7 and 12.7.8.
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13.2 GARP application independent header files

13.2.1 garp.h

/* garp.h */
#i fndef garp_h__
#define garp_h__

#i nclude “sys.h”

/******************************************************************************

* GARP : GENERI C ATTRI BUTE REG STRATI ON PROTOCOL : COMMON APPLI CATI ON ELEMENTS

EE R R R R R R S R S Sk kS R Sk S S S S R S S S S R S S Sk kS R S S S S S

*/

typedef struct /* Garp */

{ 7=
* Each GARP, i.e., each instance of an application that uses the GARP

* protocol, is represented as a struct or control block with common initial

* fields. These conprise pointers to application-specific functions that

* are by the G D and AP conponents to signal protocol events to the

* application, and other controls common to all applications. The pointers

* include a pointer to the instances of G D (one per port) for the application,

* and to G P (one per application). The signaling functions include the
* addition and renoval of ports, which the application should use to
* initialize port attributes with any managenment state required.

*/
int process_id;
voi d *gi d;

unsi gned *gi p;
unsi gned nax_gi d_i ndex;

unsi gned | ast_gid_used;

voi d(*join_indication_fn)( void *, void *ny_port, unsigned joining_gid_index);

voi d(*| eave_i ndi cation_fn)(void *, void *gid,

unsi gned | eavi ng_gi d_i ndex) ;
voi d(*j oi n_propagated_fn)( void *, void *gid,

unsi gned j oi ni ng_gi d_i ndex) ;
voi d(*| eave_propagated_fn)(void *, void *gid,

unsi gned | eavi ng_gi d_i ndex) ;

void(*transmt_fn)( void *, void *gid);
voi d (*receive_fn)( void *, void *gid, Pdu *pdu);
voi d (*added_port _fn)( void *, int port_no);
voi d (*renoved_port_fn)( void *, int port_no);
} Garp;

#endif /* garp_h__ */

13.2.2 gid.h
/* gid.h */

#i fndef gid_h__
#define gid_h__
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#i ncl ude “sys. h”
#i ncl ude “garp.h”

R R KKk kR K Kk K KR R Kk K KR R Kk R K R R R R K KR R Rk Kk R Rk kKR R Rk kK R Rk R kR R Rk kK R R R ok kK
* G D: GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : OVERVI EW
E R E Sk Sk Sk Sk Sk kS kS S Sk kS kS kS Sk Sk kS Sk Sk Sk Sk Sk Sk Sk Sk Sk S S kS Sk Sk Sk Sk kS S S S S S S Sk S Sk S Sk S S S R S S T S

*

* In this reference inplenmentation there is a single instance of G D, the

* GARP Information Distribution protocol per application instance per

* physical or logical port in the system[the base spanning tree operates

* over physical ports; VLAN registration operates over physical ports to

* offer one (or zero) logical ports per physical port per VLAN, an instance

* of the Miulticast registration operates either over physical ports or over

* the logical ports of a VLAN, depending on whether the registration is within
* the scope of a VLAN or not].

* This single G D instance operates a nunber of G D machines, one for each
* attribute of interest to the application instance (an attribute is the

* smallest unit that can be registered by GARP, e.g., a single nulticast

* address —join and | eave indications occur for individual attributes).

* G D knows nothing of the semantics of individual attributes —it is only
* interested in the state of the G D machine for each attribute and the

* G D events which change that state and give rise to further protocol

* events. Each attribute is identified by its G D index, which in this

* inplementation is a sinple index into an array of G D machines. An

* attribute’s G Dindex is the same for every port belonging to an application
* instance.

* The point of operating a single G D instance instead of conpletely separate
* machines is to allowthere to be a single set of G Dtinmers per port, and

* to facilitate easy packing of nmessages for individual attributes into a

* single PDU.

*/

[ R K Kk kK ok ok ok Kk K K ok ok kR R ok ok ok kR ok ok ok kR ok ok ok kR ok ok kR R ok ok ok kR ok ok ok kR ok ok Rk kR ok ok Rk K

* G D: GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : G D MACHI NES

L e R R

*/

typedef struct /* G d_machine */

{
/* The A D state of each attribute on each port is held in a G D ‘machine’
* which conprises the Applicant and Registrar states for the port,
* including control nodifiers for the states.

* The G D machine and its internal representation of G D states is not
* accessed directly: this struct is defined here to allow the G D
* Control Block (which is accessed externally) to be defined bel ow.

unsigned applicant : 5, /* : Applicant_states */
unsigned registrar : 5, /* : Registrar_states */
} G d_nmchi ne;

E R E R R Sk Sk Sk kS kS S Sk kS S Sk kS Sk Sk Sk kS kS kS Sk Sk Sk kS Sk R Sk S Sk Sk Sk Sk Sk kS kS kS S Sk S S S Sk S S S R S S S T S S
/

* G D: GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : MANAGEMENT STATES

R R R R R R R R R R

*

* I npl ementati on i ndependent representations of the G D states of a single
* attribute including managenment controls, follow ng the standard state
* machi ne specification as foll ows:

*
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*  Applicant Maj or state : Very anxi ous, Anxious, Quiet, Leaving
*

* Current participation : Active, Passive

*

* Managenent controls : Normal , No protocol

*

* Registrar Maj or state : In, Leave, Enpty

*

* Managenent controls : Nor mal registration,

* with a struct defined to return
* reference).
*/

t ypedef
typedef
t ypedef
t ypedef

enum { Very_anxi ous, Anxi ou
enum {Normal , No_protocol }
enum {In, Leave, Enpty}

enum { Nor mal _regi strati on,

}

typedef struct /* Gd_states */

{ unsi gned applicant_state :
unsi gned appl i cant _ngt
unsi gned regi strar_state :
unsi gned regi strar_ngt

} G d_states;

IR E R EEE AR E R EEEEE RN
* .
GD:
khkkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkhkkkkkkkkkkk*k**%x

*

GARP | NFORMATI ON DI STRI BUTI ON PROTOCOL :

Regi stration fixed,
Regi stration forbidden

the current state (caller supplies by

s, Quiet, Leaving} G d_applicant_state;
G d_appl i cant _ngt;
G d_registrar_state ;
Regi stration_fixed, Registration_forbidden

G d_registrar_ngt;

L e e E E E E  Ex

PROTOCOL EVENTS

EE R Sk Sk Sk Sk Sk Sk Sk Sk Sk Sk S S Sk kS S Sk Sk Sk S S S R kS S S R S S

* A conplete set of events is specified to allow events to be passed around

wi thout rewiting. The other end of the spectrum would have been one
set of events for received nessages, a set of receive indications, a
set of user requests, etc., and separate transition tables for each.

Event definitions are ordered in an attenpt not to waste space in
transition tables and to pack switch cases together.

*/

typedef enum/* G d_event */
{
Gd_null, Gd_rcv_|leaveenpty, Gd_rcv_|leavein, Gd_rcv_enpty,
G d_rcv_joinenpty, Gd_rcv_joinin,
G d_join, Gd_leave,
G d_nor mal _operation, G d_no_protocol,
G d_normal _registration, Gd_fix_registration, Gd_forbid_registration,
G d_rcv_|leaveall, Gd_rcv_|eaveal |l _range,
G d_tx_|l eaveenpty, G d_tx_leavein, Gd_tx_enpty, G d_tx_joinenpty,
Gd_tx_joinin, Gd_tx_|leaveall, Gd_tx_|eaveall_range
} G d_event;

enum {Nurmber _of _gid_rcv_events =
Nunmber _of _gid_req_events

Nunber _of _gi d_angt _events
Nunber _of _gid_rngt_events =
Nunmber _of _gid_tx_events
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/******************************************************************************
* @D : GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : PROTOCOL TI MER VALUES
R R R R R R R R R R

*

* Describe goals of tiners, subsecond response tines, etc.
*/
typedef int milliseconds;

enum {G d_defaul t _join_tine
enum { G d_defaul t _| eave_tinme 600}; /* mlliseconds */
enum { G d_default _hold_tine 100}; /* mlliseconds */
enum {G d_| eaveal | _count = 4}

enum {G d_defaul t _| eaveal | _time = 10000}; /* mliiseconds */

200}; /* mlliseconds */

[ KR K Kk kK ok ok o kR K K ok ok kR R K ok ok kR K ok ok kR ok ok ok kR ok ok ok kR ok ok ok kR ok ok kR R ok ok Rk kR Rk kK

* G D: GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : PROTOCOL | NSTANCES

L e R R R

*/

typedef struct /* Gd */
{
/* Each instance of G Dis represented by one of these control bl ocks.
* There is a single instance of G D per port for each GARP application.
* The control blocks are |inked together through the next_in_port_ring
* pointer to forma conplete ring

* Each control block contains a pointer to the GARP control bl ock

* representing the application instance that specifies the application's

* join, leave, transmt, and receive functions, and its process identifier
* (for identifying the application instance to the rest of the system

* including tinmer functions)

* The port nunber associated with this instance of G D is specified.

* The G D control blocks for all of the ports of an application instance
* are |linked together through the next_in_port_ring pointer to forma

* conplete ring. Ports which are ‘connected,’ e.g., are all in a spanning
* tree forwarding state, are |linked through the next_in_connected_ring

* pointer. The is_connected flag is also set for these ports, and it

* handl es the case of a single connected port [is_connected is true (set)]
* only if is_enabled is also true. The G D control block definition is

* shared to allow G P to traverse these fields

* QD processing for the port as a whole nay be enabl ed or disabled : the
* current state is recorded here in case received PDUs or other events
* are pending in the system

* Standard G D operates as if the G D entity were connected to a shared

* medium GARP information may be transported nmore quickly if the link

* is known to be point-to-point. Specifically received Leave nessages

* can give rise to imedi ate Leave indications, wthout the need to

* solicit further Joins fromother potential menbers attached to the shared
* medi um

* The control block provides a ‘scratchpad’ for recording actions

* arising from G D machi ne processing during this invocation of G D

* (“invocation’ neaning when GARP runs, e.g., when a received packet is
* being processed). After each invocation gid_do_actions() is called

* to schedule a transmssion imediately, start the join timer (if

* not already started), or start the leave timer (again, if not already
* started) depending on the setting of cschedul e_tx_now,

* cstart_join_tiner, and cstart_| eave_tiner, and whether these tiners

* have already been started (or imedi ate scheduling requested) as

* recorded in tx_now schedul ed, join_timer_running, and

* leave_timer_running. If hold_tx is true scheduling and starting tinmers
* are held pending expiry of the hold tiner
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* Timeout values for the join
* recorded here to allow themto be managed according to the nedia type
* and speed, and whether the port attaches to point-to-point switch-to-

* switch link

* The leave tinme for an individua

* the worst-case | eave time overlong

| eave,

and | eaveal
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timers are

to shared nmedia, or through a non-GARP aware switch to
* switches of possibly varying |ink speeds

G D nachi ne conprises three to four

* expirations of the |eave_tinmeout_4. This gives sufficient granularity

* for the leave tinmer to protect against premature expiration (while

* another G D participant may be preparing to send a join) wthout naking

is also sufficiently coarse to

* allow the leave tinmer state for each entry to be easily stored within
* the Registrar state.

* The leaveall timeout is inplenmented as |eaveall _countdown expirations

* of l|eaveall _tineout_n
* by this machi ne when a Leaveal

Thi s supports suppression of Leaveall generation
has been received, w thout requiring

* the operating systemto support cancelling or restarting of tinmers.

* \Wen | eaveal | _countdown reaches zero
Whenever the join tiner expires,
lead to a cal

* al ready running)
* transmt function is invoked, which wll

* which in turn will return Gd_tx_|eaveall.

the join timer is started (if not
the application’s

to gi d_next_tx,

This ensures that Leavealls

* are transmtted at the beginning of PDUs that contain the results of
Leaveal | processing - such as imediate rejoins. This is a

* the | oca
* good idea for protoco

* - the rejoins are only |ost
* mnimzes the nunber of PDUs sent

* This G D contro
* when this instance of G Dis created

robustness in the face of
if the Leaveal

recei ver packet | oss
islost - and it

bl ock points to an array of G D machines all ocated
It supports nore G D attributes

* than can be packed by an application formatter into a single PDU

* (required for nost sinple encodings of 4096 VLANs)

The tx_pendi ng

* flag indicates that some of the G D machines between |ast_transmtted

* and last_to_transmt

i ndi ces probably have nessages to send. The

* application state prior to message generation of the last_transmtted
* machine is stored in the G D machine i ndexed by untransm t_machine -
* gspace for this is reserved at the very end of the G D machine array,
* which is one larger than woul d otherw se be required to store the

* maxi mum nunber of attributes specified at G D creation
* the inplenmentation of a sinple untransnmit function

* library function ungetc()

*/

Gar p *appl i cation

int

voi d
voi d
unsi gned
unsi gned
unsi gned
unsi gned
unsi gned
unsi gned

unsi gned

port_no

*next _in_port_ring

*next _i n_connected_ring

i s_enabl ed

i s_connected

i s_point_to_point

cschedul e_t x_now

cstart_join_tiner

cstart_| eave_ti ner

t x_now_schedul ed
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unsi gned join_timer_running : 1;
unsi gned | eave_tinmer_running : 1;
unsi gned hol d_t x L
unsi gned t x_pendi ng 1
int join_tinmeout;

int | eave_ti meout _4;

int hol d_ti meout ;

int | eaveal | _count down;

int | eaveal | _ti neout _n;

G d_nmachi ne *machi nes;

unsi gned last_transmtted,;

unsi gned last _to_transnmit;

unsi gned untransm t _nmachi ne;
} Gd;

[ R K Kk kK ok ok ok kR K K ok kR R K ok ok kR ok ok ok kR ok ok ok kR ok ok ok kR ok ok ok kR ok ok kR R ok ok Rk kR Rk kK

* G D: GARP | NFORVATI ON DI STRI BUTI ON PROTOCCL : CREATI ON, DESTRUCTION, ETC.

L R R

*/

extern Bool ean gid_create_port(Garp *application, int port_no);

/*

*/

Creates a new instance of G D, allocating space for G D nachi nes as
required by the application, adding the port to the ring of ports
for the application, and signaling the application that the new port
has been creat ed.

On creation each G D machine is set to operate as Normal or with
No_protocol !'!

The port is enabl ed when created, but not connected (see G P).

extern void gid_destroy_port(Garp *application, int port_no);

/*
*
*
*
*

*

*/

Destroys the instance of A D, disconnecting the port if it is still
connected (causing | eaves to propagate as required), then causing

| eave indications for this port as required, finally releasing all

al | ocated space, signaling the application that the port has been

renmoved.

[ KR K Kk kK ok ok o kR K K ok kR R K ok ok kR K ok ok kR ok ok ok kR R ok ok ok kR ok ok ok kR ok ok R kR ok ok ok kR R ok kK

* G D: GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : USEFUL FUNCTI ONS

L R R R

*/

extern Bool ean gid_find_port(Gd *first_port, int port_no, void **gid);

/*

*

*/
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extern Gd *gid_next_port(Gd *this_port);
/*
* Finds the next port in the ring of ports for this application.
*/

extern Bool ean gid_find_unused(Garp *application, unsigned from.i ndex,
unsi gned *found_i ndex) ;
/*
* Finds an unused G D nachine (i.e., one with an Enpty registrar and a
* Very Anxious Cbserver applicant) starting the search at G D index
* from.index, and searching to gid_| ast_used.
*/

/******************************************************************************

* @D : GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : MGT

R R R R R R R R R R

*/

extern void gid_read_attribute_state(Gd *my_port, unsigned index,
G d_states *state);
/*

*/

extern void gid_manage_attribute(Gd *my_port, unsigned index,
G d_event directive);

* Changes the attribute’s management state on my_port. The directive

* can be G d_nornal _operation, G d_no_protocol, G d_normal_registration,
* Gd_fix_registration, or Gd_forbid_registration. If the change in

* managenent state causes a leave indication, this is sent to the user
* and propagated to other ports.

/*

* Further managenent functions, including disabling and enabling G D ports,
* are to be provided. A significant part of the purpose of this reference
* inplementation is to facilitate the unanbi guous specification of such

* managenent operations.

*/

R R KK K kR K Kk K KR R Kk K K R R Kk R KR R Rk R K R R Rk R KR R Rk R R R Rk R Kk R Rk kR R Rk kR Rk ok kK

* G D: GARP | NFORMATI ON DI STRI BUTI ON PROTOCOL : EVENT PROCESSSI NG

E R E R R Sk Sk Sk kS S S kS S kS kS Sk Sk ko Sk Sk Sk Sk Sk Sk kS Sk Sk Sk Sk kS Sk Sk Sk Sk Sk kS Sk S Sk S Sk kS S S S S S S S S T S

*/

extern void gid_rcv_nmsg(Gd *ny_port, unsigned gid_index, Gd_event nsg);

/*
* Only for Gd_rcv_leave, Gd_rcv_enpty, Gd_rcv_joinenpty, Gd_rcv_joinin.
* See gid_rcv_leaveall for Gd_rcv_leaveall, Gd_rcv_|eaveall _range.

* Joinin and Joi nEnpty may cause Join indications; this function calls
* G P to propagate these.

* On a shared nmedium Leave and Enpty will not give rise to indications

* immedi ately. However, this routine does test for and propagate

* Leave indications so that it can be used unchanged with a point-to-point
* protocol enhancenent.

*/

extern void gid_join_request(Gd *my_port, unsigned gid_index);
/*
* can be called nultiple tines with no ill effect.
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*

*/

extern void gid_|eave_request (G d *ny_port, unsigned gid_index);
/*
* can be called multiple times with no ill effect.
*

*/

extern void gid_rcv_leaveal | (Gd *ny_port);
/*
*/

extern Bool ean gid_registered_here(Gd *ny_port, unsigned gid_index);
/*
* Returns True if the Registrar is not Enpty, or if Registration is fixed.
*/

/******************************************************************************

* @D : GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : Tl MER PROCESSI NG

R R R R R R R R R R R R

*/

void gid_do_actions(Gd *ny_port);
/*
* Carries out ‘scratchpad’ actions accurmulated in this invocation of G D,
* and outstanding ‘inmmediate’ transm ssions and join tinmer starts that
* have been del ayed by the operation of the hold tinmer.
*/

/*
* Timer expiration routines for tiners started by G D, mainly by
* gid_do_actions(). join_timer_expired() is schedul ed i nmedi ately by
* gid_do_actions().

*/
extern void gid_|l eave_tinmer_expired( void *application, int port_no);
extern void gid_join_tiner_expired( void *application, int port_no);
extern void gid_|leaveall _tinmer_expired(void *application, int port_no);
extern void gid_hold_tinmer_expired( void *application, int port_no);

[ R R K Kk kK ok ok o Kk K K ok ok R R K ok ok kR ok ok ok kR ok ok ok kR R ok ok kR ok ok ok kR ok ok ok kR ok ok Rk kR ok ok kK

* G D: GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : TRANSM T PROCESSSI NG

L e R R R

*/

extern G d_event gid_next_tx(Gd *ny_port, unsigned *gid_i ndex);
/*
* Scan the G D nachines for nesssages that require transm ssion.
* |f there is no message to transmit return Gd_null; otherw se,

* return the nmessage as a G d_event.

* |f message transmission is currently held [pending expiry of a hold
* timer and a call to gid_release_tx()], this function will return G d_null
* so it may be safely called if that is convenient.

* Supports sets of G D machines that can generate nore nessages than
* can fit in a single application PDU. This allows this inplenentation
* to support, for exanple, GARP registration for all 4096 VLAN identifiers.

* To support the application’s packing of nessages into a single PDU

* without the detail ed know edge of frame format and nessage encodi ngs

* required to tell whether a message will fit, and to avoid the application
* having to nmake two calls to G D for every nessage - one to get the

* nessage and another to say it has been taken - this routine supports the
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* gid_untx() function. This is conceptually simlar to the Clibrary

* ungetc() function. It restores the applicant state of the l|ast machine

* fromwhich a nessage was taken, and establishes that nachi ne as the next

* one fromwhich a nmessage shoul d be taken - effectively pushing the

* message back into the set of G D machines. It should only be used

* within a single invocation of G D; otherw se, intervening events and their
* consequent state changes nmay be |ost with unspecified results.

*/

extern void gid untx(Gd *ny_port);
/*
* See description above.
*/

#wendif /* gid_h__ */

13.2.3 gidtt.h

/* gidtt.h */
#i fndef gidtt_h_
#define gidtt_h__

#i nclude “gid.h”

/******************************************************************************

* G DTT : GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : TRANSI TI ON TABLES

R R R R R R S R R R S R R R R R S R S R R R S kR

*/

extern G d_event gidtt_event(Gd *ny_port,
G d_nachi ne *machi ne,
G d_event event);

extern G d_event gidtt_tx(Gd *ny_port,

G d_nachi ne *machine);

extern Gd_event gidtt_|leave_timer_expiry(Gd *ny_port,
G d_machi ne *machi ne);

extern Bool ean gidtt_in(G d_nachi ne *machi ne);
/*
* Returns True if the Registrar is in, or if registration is fixed.
*/

extern Bool ean gi dtt_machi ne_acti ve(G d_machi ne *machi ne);
/*
* Returns False iff the Registrar is Normal registration, Enpty, and the
* Application is Normal menbership, Very Anxi ous Cbserver.
*
/

extern void gidtt_states(G d_nmachi ne *machi ne,
G d_states *state);
/*
* Reports the the G D nachine state : G d_applicant_state,
* Gd_applicant_ngt, Gd_registrar_state, Gd_registrar_ngt.
*/

#endif /* gidit_h__ */
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13.2.4 gip.h

/* gip.h */
#ifndef gip_h__
#define gip_h__

#i nclude “gid.h”

/******************************************************************************

* G P : GARP | NFORVATI ON PROPAGATI ON : CREATI ON, DESTRUCTI ON

E R E R Sk Sk Sk Sk Sk Sk kS S kS Sk kS kS Sk ko kS Sk Sk Sk S kS Sk Sk S Sk kS Sk Sk Sk Sk Sk Sk kS Sk Sk S kS S S Sk S S S S S S S

*/

extern Bool ean gip_create_gi p(unsigned max_attributes, unsigned **gip);
/*
* Creates a new instance of G P, allocating space for propagati on counts
* for up to max_attributes.

* Returns True if the creation succeeded together with a pointer to the
* AP information. This pointer is passed to gid_create_port() for ports
* using this instance of G P and is saved along with G D information.

*/

extern void gip_destroy_gi p(void *gip);
/*
* Destroys the instance of G P, releasing previously allocated space.
*/

/******************************************************************************

* @ P : GARP | NFORVATI ON PROPAGATI ON : PROPAGATI ON FUNCTI ONS

R R R e R R R R R R

*/

extern void gi p_connect_port(Garp *application, int port_no);
/*
* Finds the port, checks that it is not already connected, and connects
* it into the AP propagation ring that uses AP field(s) in GD control
* blocks to link the source port to the ports to which the information is
* to be propagat ed.
*
* Propagates joins fromand to the other already connected ports as
* necessary.
*/

extern void gi p_di sconnect_port(Garp *application, int port_no);
/*
* Checks to ensure that the port is connected, and then disconnects it from
* the G P propagation ring. Propagates |eaves to the other ports that
* remain in the ring and causes | eaves to ny_port as necessary.
*/

extern void gip_propagate_join(Gd *my_port, unsigned index);
/*
* Propagates a join indication for a single attribute (identified
* by a conbination of its attribute class and index) fromny_port to other
* ports, causing join requests to those other ports if required.

* @ P maintains a joined nmenbership count for the connected ports for each
* attribute (in a given context) so that |eaves are not caused when joins
* fromother ports woul d mai ntain menbership.

* Because this count is maintained by ‘dead-reckoning’ it is inportant

* that this function only be called when there is a change indication for
* the source port and index.
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*/

extern void gip_propagate_| eave(G d *my_port, unsigned index);
/*
* Propagates a leave indication for a single attribute, causing | eave
* requests to those other ports if required.
*
* See the comments for gip_propagate_join() before reading further.
* This function decrenents the ‘dead-reckoning’ nmenbership count.
*
/

extern Bool ean gi p_propagates_to(G d *my_port, unsigned index);
/*
* True if any other port is propagating the attribute associated wi th index
* to my_port.
*/

extern void gip_do_actions(Gd *my_port);
/*
* Calls ADto carry out G D ‘scratchpad’ actions accunulated during this
* invocation of GARP for all the ports in the G P propagation Ilist,
* including the source port.
*
/

#endif /* gip_h__ */

13.2.5 prw.h

/* prw. h */
#i fndef prw_h__
#define prw_h__

#i ncl ude “sys. h”

[ R R K Kk kK ok ok kR K K ok ok kR R K ok ok kR ok ok ok R K ok ok ok kR ok ok ke kR ok ok ok kR ok ok kR K ok ok Rk Kk R Rk kK

* PRW: PDU READ WRI TE ACCESS

khkhkhkhkhkhhkhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhhdhdhddhdhdhrdrkdrkdrkdrrkrrrdxxkxx

*/

typedef struct

{ Pdu *pdu;
int record_id;
int record_| en;
} Gpdu;

extern void prw_rdrec_init(Pdu *pdu, Gpdu *gpdu);
extern Bool ean prw_rdrec(Gpdu gpdu);

ext ern Bool ean prw_ski prec(Godu gpdu);

#define Garp_term nating_record_id 0x0000

#endif /* prw h__ */
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13.2.6 sys.h

/* sys.h */
#i fndef sys_h__
#define sys_h__

#i ncl ude <stddef. h>

/******************************************************************************

* SYS : SYSTEM SUPPLI ED ROUTI NES AND PRI M Tl VES

L R R R R

* This header file represents system supplied routines and primtives grouped
* into five categories:

* SYS : System conventions.

* SYSMEM : General nenory allocation.

* SYSPDU : Protocol buffer allocation, access, transmt, and receive.

*

* SYSTIME : Scheduling routines : imrediate, in fixed (approximate) time, in
* randomtime period.

*

* SYSERR : Systemerror routines for gross errors in programlogic detected
* in the course of execution, for which there is no sensible course
* of action at the point of detection.

*/

IEEEEEA R ER AR EEEEEEEEEEEEEREREEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEE]

* SYS : SYSTEM CONVENTI ONS

R R R S R R I I R R I I R I I I I I R R R I I R R S
*/

typedef enum {False = 0, True = 1} Bool ean;

enum {Zero = 0, One = 1, Two = 2};

typedef unsigned char Cctet;

typedef unsigned short | nt16;

typedef unsigned char *Mac_address;

[ R R K Kk kR K Kk K KR R K R K K R R R R R K R R R R R K KR R Rk R KR R R ok K R R Rk R Kk R Rk R kR R Rk Rk K R Rk ok kK

* SYS : SYSTEM SUPPLI ED MEMORY ALLOCATI ON ROUTI NES

RS RS S S S SRS EESEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEES
*/

extern Bool ean sysnal |l oc(int size, void **allocated);

extern void sysfree(void *all ocated);

/******************************************************************************

* SYSPDU : SYSTEM SUPPLI ED PDU ACCESS PRI M TI VES
khkkhkkhkkhkkhkkhkkhkkhkhkkhkhkhkhkhkhkhkhkhhkhkhkhkhkhkhhkhhhhhhhkkhkhkkhkhkkhkhkhkhkhkhkhkhkhkhkkkkhkhkkkhkhkhkkkkkkkkkkkkkk*k*k*k*k*x*%x

*/

typedef void Pdu;
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ext ern Bool ean syspdu_al | oc(Pdu **pdu);

extern void syspdu_free( Pdu *pdu);

extern Bool ean rdcheck( Pdu *pdu, int nunber_of _octets_renaining);
ext ern Bool ean rdoct et ( Pdu *pdu, Cctet *val);

ext ern Bool ean rdint 16( Pdu *pdu, Int16 val);

ext ern Bool ean rdski p( Pdu *pdu, int nunber_to_skip);

extern void syspdu_t x( Pdu *pdu, int port_no);

/******************************************************************************

* SYSTIME : SYSTEM SUPPLI ED SCHEDULI NG FUNCTI ONS

kkhkkhkkhkkhkkhkkhkkhkkhkkhkkhkhkhkhkhkhkhkhkhkhkhkhkkhkkhkhkhkhkkhkkhhkhkhkhkhkkhkhhkhkkhkhkhkhkhkkhkhkhkkhkkkkkkkkhkkkkkkkkkkkkkkk*k*kk*k*x*x*%x

*/

extern void systinme_start_randomtimer(int process_id,

void (*expiry_fn)(void *, int instance_id),

int instance_id,
int timeout);
extern void systinme_start_tiner(int process_id,

void (*expiry_fn) (void *, int instance_id),

int i nstance_id,
int timeout);
extern void systinme_schedul e(int process_id,

void (*expiry_fn) (void *, int instance_id),

int instance_id);
/******************************************************************************
* SYSERR : FATAL ERROR HANDLI NG
IR R SR RS RS RS S RS RS RS RS R RS RS R R RS RS RS R R R RS R R R R RS R RS RS E R R R R REEEEREEEEEEEEEE RS
*/

extern syserr_panic();

#endif /* sys_h__ */
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13.3 GARP application independent code

13.3.1 gid.c
/* gid.c */

#i ncl ude “sys.h”
#i nclude “gid.h”
#include “gidtt.h”
#i ncl ude “gip. h”
#i ncl ude “garp.h”

/******************************************************************************

GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : CREATI ON, DESTRUCTI ON

* @ D:

L R R R

*/

static Bool ean gid_create_gid(Garp

*appl i cation,

int port_no, void **gid)

{7~
* Creates a new instance of G D.
*/
G d *ny_port;
if (!sysmalloc(sizeof (Gd), &mwy_port))
goto gid_creation_failure
nmy_port->application = application
nmy_port->port_no = port_no
my_port->next _in_port_ring = nmy_port
ny_port->next_in_connected_ring = ny_port
my_port->is_enabl ed = Fal se
my_port->i s_connect ed = Fal se
ny_port->is_point_to_point = True
my_port->cschedul e_t x_now = Fal se
my_port->cstart_join_tiner = Fal se
nmy_port->cstart_| eave_ti ner = Fal se
nmy_port->tx_now_schedul ed = Fal se
my_port->join_timer_running = Fal se
ny_port->l eave_ti mer_running = Fal se
nmy_port->hol d_tx = Fal se
my_port->j oi n_ti meout = G d_default_join_tine;
ny_port->l eave_ti meout_4 = G d_default_l eave_tine/4;
nmy_port->hol d_ti neout = G d_default_hold_tineg;
if (!sysmalloc(sizeof (G d_machine)*(application->max_gid_index + 2),
&my_port->machi nes))
goto gid_ntreation_failure
my_port->| eaveal | _count down = G d_|l eaveal | _count;
nmy_port->l eaveal | _ti meout _n = G d_default_leaveall _tine/
G d_Il eaveal | _count
systime_start_tinmer(ny_port->application->process_id
gi d_| eaveal | _ti ner_expired
ny_port->port_no
nmy_port->| eaveal | _ti meout_n)
nmy_port->tx_pendi ng = Fal se
nmy_port->last_transmtted = application->last_gid_used
my_port->last_to_transmt = application->last_gid_used;
182
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nmy_port->untransmt_nachi ne = application->last_gid used + 1;

*gid = my_port; return(True);
gid_nctreation_failure: sysfree(my_port);
gid_creation_failure: return(False);

}

static void gid_destroy_gid(Gd *gid)
{7~
* Destroys the instance of G D, releasing previously allocated space.
* Sends | eave indications to the application for previously registered
* attributes.
*/
unsi gned gi d_i ndex;

for (gid_index = 0; gid_index <= gid->application->last_gid_used;

gi d_i ndex++)
{
if (gid_registered_here(gid, gid_index))
gi d->appl i cati on->| eave_i ndi cati on_f n(gi d->appl i cati on,
gid, gid_index);
}

sysfree(gi d->machi nes);
sysfree(gid);

}
static Gd *gid_add_port(G d *existing_ports, Gd *new port)
{7~

* Adds new port to the port ring.
*

/

Gd *prior;

G d *next;

int new_ port_no;

if (existing_ports != NULL)

{

new_port_no = new_port->port_no;
next = existing_ports;
for(;;)
{

prior = next; next = prior->next_in_port_ring;

if (prior->port_no <= new_port_no)

{

if ( (next->port_no <= prior->port_no)
|| (next->port_no > new_port_no)
) break;
else /* if (prior_>port_no > new_port_no) */
{
if ( (next->port_no <= prior->port_no)
&& (next->port_no > new_port_no)
) break;
Pl
if (prior->port_no == new port_no) syserr_panic();
prior->next_in_port_ring = new_port;
new_port->next_in_port_ring = next;
}
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new_port->is_enabled = True;
return(new_port);

static Gd *gid_renove_port(Gd *ny_port)

{
Gd *prior;
G d *next;
prior = my_port;
while ((next = prior->next_in_port_ring) != ny_port)
prior = next;
prior->next_in_port_ring = nmy_port->next_in_port_ring;
if (prior == nmy_port) return(NULL);
el se return(prior);
}

Bool ean gid_create_port(Garp *application, int port_no)

{
Gd *ny_port;
if (!gid_find_port(application->gid, port_no, &my_port))
if (gid_create_gid(application, port_no, &nmy_port))
{
application->gid = gid_add_port(application->gid, nmy_port);
appl i cati on->added_port _fn(application, port_no);
return(True);
Pl
return(Fal se);
}

void gid_destroy_port(Garp *application, int port_no)

{ G d *ny_port;
if (gid_find_port(application->gid, port_no, &my_port))
{ gi p_di sconnect _port (application, port_no);
application->gid = gid_renove_port(ny_port);
gi d_destroy_gi d(ny_port);
appl i cati on->renoved_port_fn(application, port_no);
Pl

/******************************************************************************

* @D : GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : USEFUL FUNCTI ONS

R R R R R R R R R R

*/
Bool ean gid_find_port(Gd *first_port, int port_no, void **gid)
{ Gd *next _port = first_port;
whi |l e (next_port->port_no != port_no)
{ if ((next_port = next_port->next_in_port_ring) == first_port)
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return(Fal se);

}

*gid = next_port; return(True);

G d *gid_next_port(Gd *this_port)
{

}

return(this_port->next_in_port_ring);

[ R R K K K kR K Kk K KR R K R K KR R Rk KR R Rk K KR R Rk KR R R ok K R R Rk kK R R Rk kR R Rk R Kk Rk ok kK

* G D: GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : MGT

E R E R R Sk Sk Sk R S Sk S Sk kS S kS kS Sk Sk Sk kS kS Sk Sk kS Sk Sk Sk S Sk kS Sk Sk Sk Sk Sk Sk Sk S Sk S Sk Sk S S S S S S S S S S T S S

*/

void gid read_attribute state(Gd *my_port, unsigned index, G d_states *state)
{ 7=

*/

gidtt_states(&my_port->nachi nes[index], state);

voi d gid_manage_attribute(Gd *my_port, unsigned index, G d_event directive)
{7~

*

*/

G d_nachi ne *machi ne;
G d_event event;

machi ne = &ny_port->nmachi nes[i ndex] ;
event = gidtt_event(nmy_port, machine, directive);
if (event == G d_join)
{
my_port->appl i cation->join_indication_fn(my_port->application,
ny_port, index);
gi p_propagate_j oi n(my_port, index);

else if (event == G d_| eave)
{
my_port->application->l eave_i ndi cati on_fn(ny_port->application,
ny_port, index);
gi p_propagate_| eave(ny_port, index);

Bool ean gi d_find_unused(Garp *application, unsigned from.index,
unsi gned *found_i ndex)

{
unsi gned gi d_i ndex;
Gd *check_port;
gid_i ndex = from.index; check_port = application->gid;
for (;;)
{

if (gidtt_nmachi ne_active(&check_port->machi nes[ gi d_i ndex]))

if (gid_index++ > application->last_gid_used)
return(Fal se);
check_port = application->gid;
}

else if ((check_port = check_port->next_in_port_ring)
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== appl i cation->gid)

*found_i ndex = gi d_i ndex;
return (True);

[ R R K Kk kR K Kk KR R Kk K K R R K R KR R R R K KR R Rk KR R Rk K R R Rk R Kk R Rk R kR R Rk kK R Rk ok Rk K

* G D: GARP | NFORMATI ON DI STRI BUTI ON PROTOCOL : EVENT PROCESSSI NG

E R R Rk Sk Sk Sk S Sk S S Sk kS Sk Sk Sk Sk Sk Sk kS Sk Sk Sk Sk kS Sk R S Sk kS Sk Sk Sk Sk kS S Sk S S kS S S Sk S S S S S S T S

*/

static void gid_|leaveall (Gd *nmy_port)

{7~
* only for shared nedia at present
*/
unsi gned i;
Gar p *appl i cati on;
application = ny_port->application;
for (i =0; i <= application->last_gid_used; i++)
(void) gidtt_event(ny_port, &my_port->machines[i], Gd_rcv_| eaveenpty);

void gid_rcv_|leaveal | (G d *ny_port)
{

my_port->| eaveal | _countdown = G d_| eaveal | _count;
gid_| eaveal | (nmy_port);

void gid_rcv_nsg(Gd *ny_port, unsigned index, G d_event nsg)

{
G d_nachi ne *machi ne;
G d_event event;
machi ne = &ny_port->machi nes[i ndex] ;
event = gidtt_event(ny_port, machi ne, nsg);
if (event == G d_join)
{
ny_port->application->join_indication_fn(nmy_port->application,
my_port, index);
gi p_propagate_j oi n(my_port, index);
else if (event == G d_I| eave)
{
ny_port->application->leave_indication_fn(ny_port->application,
my_port, index);
gi p_propagat e_| eave(ny_port, index);
Pl

void gid_join_request(Gd *ny_port, unsigned gid_index)
{

}

(void)(gidtt_event(my_port, &ny_port->machines[gid_index], Gd_join));

void gid_|l eave_request(G d *ny_port, unsigned gid_index)

(void)(gidtt_event(my_port, &nmy_port->machines[gid_index], Gd_|leave));
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Bool ean gid_registrar_in(G d_machi ne *nachi ne)

{
}

[ KR K Kk kK ok ok ok kR K K ok kR R K ok ok kR K ok ok R R ok ok ok kR ok ok ok kR ok ok ok kR ok ok ok kR ok ok Rk kR Rk kK

* G D: GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : RECElI VE PROCESSI NG

L e R R R

*/

return(gidtt_i n(machine));

void gid_rcv_pdu(Garp *application, int port_no, void *pdu)

{7~
* |f a D instance for this application and port nunber is found and is
* enabl ed, pass the PDU to the application, which will parse it (using the
* application’s own PDU formatting conventions) and call gid_rcv_nsg() for
* each of the conceptual G D nessage conponents read fromthe PDU. Once
* the application is finished with the PDU, call gip_do_actions() to start
* timers as recorded in the G D scratchpad for this port and any ports to
* which it may have propagated joins or |eaves.

* Finally rel ease the received pdu.
*/
Gd *ny_port;

if (gid_find_port(application->gid, port_no, &my_port))

{
if (my_port->is_enabl ed)

appl i cation->receive_fn(application, my_port, pdu);

gi p_do_actions(ny_port);
}

/* gid_rlse_rcv_pdu: Insert any system specific action required. */

}

[ KR K Kk kK ok ok kR K K ok kK R R K ok ok kR ok ok ok R R ok ok ok kR ok ok ok kR ok ok ok kR ok ok ok kR ok ok Rk R R Rk kK

* G D: GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : TRANSM T PROCESSSI NG

L R R R R

*/

G d_event gid_next_tx(Gd *my_port, unsigned *index)

{7~
* Check to see if a |leaveall should be sent; if so, return Gd_tx_|eaveall;
* otherw se, scan the A D machi nes for messsages that require transm ssion.

* Machines will be checked for potential transmi ssion starting with the

* machine following last_transmitted and up to and including last_to_transmt.

* |f all machines have transmtted, last_transmtted equals last_to_transmt
* and tx_pending is False (in this case tx_pending distinguished the

* case of ‘all nmachines are yet to be checked for transmission’ from*all have

* been checked. ")

* |f tx_pending is True and all machines are yet to be checked, transm ssion
* will start fromthe machine with G D index O, rather than frominmediately
* following |last_transmtted.

*/

unsi gned check_i ndex;
unsi gned stop_after;
G d_event nmsg;

if (ny_port->hold_tx) return(Gd_null);
if (nmy_port->leaveal | _countdown == 0)

my_port->| eaveal | _countdown = G d_| eaveal | _count;
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systime_start_tiner(my_port->application->process_id,
gid_|l eaveal | _tiner_expired,
ny_port->port_no,
nmy_port->|l eaveal | _ti meout_n);
return(G d_tx_| eaveal | );

}
if (!ny_port->tx_pending) return(Gd_null);

check_i ndex my_port->last_transmtted + 1;
stop_after my_port->last_to_transnit;
if (stop_after < check_index)

stop_after = nmy_port->application->last_gid_used;

for(;; check_index++)

if (check_index > stop_after)

{
if (stop_after == ny_port->last_to_transmt)
{
ny_port->tx_pendi ng = Fal se;
return(Gd_null);
else if (stop_after == ny_port->application->last_gi d_used)
{
check_i ndex = O;
stop_after = my_port->last_to_transmt;
P}
if ((msg = gidtt_tx(my_port, &my_port->machi nes[check_i ndex]))
= Gd_null)
{

*index = nmy_port->last_transmtted = check_i ndex;

my_port->machi nes[ ny_port->untransmi t _machi ne] . applicant =
ny_port->machi nes[ check_i ndex] . appl i cant;

my_port->tx_pending = (check_i ndex == stop_after);
return(nsg);

} } } /* end for(;;) */

void gid_untx(Gd *ny_port)

{
my_port->machi nes[ny_port->last_transmtted].applicant =
my_port->machi nes[ ny_port->untransm t _machi ne] . appl i cant;
if (ny_port->last_transnmtted == 0)
my_port->last_transmtted = ny_port->application->last_gid_used;
el se
my_port->last_transmtted--;
ny_port->tx_pending = True;
}

[ KR K Kk kK ok ok o kR K K ok kR R K ok ok kR K ok ok kR ok ok ok kR R ok ok ok kR ok ok ok kR ok ok R kR ok ok ok kR R ok kK

* G D: GARP | NFORVATI ON DI STRI BUTI ON PROTOCOL : TI MER PROCESSI NG

L R R R

*/

voi d gid_do_actions(Gd *nmy_port)

{7~
* Carries out ‘scratchpad’ actions accurmulated in this invocation of GD,
* and outstanding ‘imediate’ transmissions and join timer starts that
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* have been del ayed by the operation of the hold tinmer. Note the way in

* which the hold timer works here. It could have been specified just to

* inmpose a mninmum spacing on transmssions - and run in parallel with the
* join timer - with the effect that the longer of the hold timer and actual
* join tinmer values would have determ ned the actual transm ssion tine.

* This approach was not taken because it could have | ed to bunching

* transmissions at the hold tine.

* The procedure restarts the join timer if there are still transm ssions
* pending (if |eaveall _countdown is zero. a Leaveall is to be sent; if

* tx_pending is true, individual machi nes may have nessages to send.)

*/

int my_port_no = my_port->port_no;
if (ny_port->cstart_join_tinmer)
ny_port->last_transmtted;

Tr ue;
Fal se;

ny_port->last_to_transmt
nmy_port->tx_pendi ng
my_port->cstart_join_tiner

}
if (!ny_port->hol d_tx)
if (ny_port->cschedul e_tx_now)
if (!nmy_port->tx_now schedul ed)
systi me_schedul e(nmy_port->application->process_id,

gid_join_tinmer_expired,
ny_port->port_no);

my_port->cschedul e_tx_now = Fal se;
else if ( (my_port->tx_pending || (my_port->leaveal |l _countdown == 0))
&& (!'my_port->join_tinmer_running))
{
systime_start_random tiner(ny_port->application->process_id,
gid_join_tinmer_expired,
ny_port->port_no,
my_port->join_tinmeout);
ny_port->join_timer_running = True;
P}

if (nmy_port->cstart_|leave_tinmer & (! ny_port->leave_tinmer_running))

systime_start_timer(my_port->application->process_id,
gi d_| eave_ti mer_expired,
nmy_port->port_no,
my_port->|l eave_ti neout _4);

}

my_port->cstart_| eave_tiner = False;

void gid_|l eave_tiner_expired(Garp *application, int port_no)
{

Gd *nmy_port;

unsi gned gi d_i ndex;

if (gid_find_port(application->gid, port_no, &my_port))
{

for (gid_index = 0; gid_index < ny_port->application->last_gid_used;
gi d_i ndex++)

Copyright © 1998 |IEEE. All rights reserved.

189



ANSI/IEEE Std 802.1D, 1998 Edition LOCAL AND METROPOLITAN AREA NETWORKS:

{

if ( gidtt_l eave_tinmer_expiry(my_port, &y_port->machi nes[ gi d_i ndex])
== G d_| eave)

{
my_port->application->l eave_i ndi cati on_fn(ny_port->application,

ny_port, gid_index);
gi p_propagate_| eave(ny_port, gid_i ndex);
Py oo o}

voi d gid_| eaveal | _tiner_expired(Garp *application, int port_no)

{
Gd *ny_port;
if (gid_find_port(application->gid, port_no, &my_port))
{
if (ny_port->leaveal |l _countdown > 1)
ny_port- >l eaveal | _count down- -;
el se
{
gid_l eaveal | (my_port);
my_port->| eaveal | _count down = O;
ny_port->cstart_join_timer = True;
if ((!my_port->join_timer_running) && (! my_port->hold_tx))
systime_start_random tiner(ny_port->application->process_id,
gid_join_timer_expired,
ny_port->port_no,
nmy_port->join_tinmeout);
ny_port->cstart_join_timer = Fal se;
nmy_port->join_timer_running = True;
Py o}

void gid_join_timer_expired(Garp *application, int port_no)

{
Gd *my_port;
if (gid_find_port(application->gid, port_no, &my_port))
{
if (ny_port->is_enabl ed)
application->transmt_fn(application, my_port);
systime_start_timer(my_port->application->process_id,
gi d_hol d_ti mer_expired,
ny_port->port_no,
ny_port->hol d_timeout);
Py ot

void gid_hold_tinmer_expired(Garp *application, int port_no)

{ Gd *ny_port;
if (gid_find_port(application->gid, port_no, &my_port))
{ ny_port->hol d_tx = Fal se;
gi d_do_acti ons(my_port);
Pl
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13.3.2 gidtt.c
/* gidtt.c */

#include “gidtt.h”
#i nclude “gid.h”

/******************************************************************************

* G DIT : G D PROTOCOL TRANSI TI ON TABLES : | MPLEMENTATI ON OVERVI EW
E R E Sk Sk Sk Sk Sk Sk Sk S S Sk Sk Sk kS kS Sk Sk Sk Sk Sk Sk Sk Sk Sk Sk Sk Sk Sk Sk Sk Sk kS Sk Sk Sk Sk Sk Sk S Sk S S Sk S Sk S S S S S S S S S
*/

/* This inplenentation of G D uses transition tables directly. This nakes
* the inplenmentation appear very bul ky, but the net code size inpact may be
* | ess than the page of code required for an al gorithm c-based inpl enentation,
* depending on the processor. A processing-based inplenmentation is planned as
* both alternatives may be interesting.

* The Applicant and the Registrar use separate transition tables. Both use

* a general transition table to handle nost events, and separate snaller

* tables to determ ne behavior when a transmt opportunity occurs (both

* Applicant and Registrar), and when the |eave tiner expires (Registrar only).

* The stored states support nanagenent control directly - which leads to a
* total of 14 applicant states and 18 registrar states (the registrar states
* also incorporate |l eave tiner support):

* The Applicant may be in one of the foll ow ng managenent states:

*

* 1. Nornal

*

* 2. No protocol

*

* The protocol machine is held quiet and never sends a nessage, even
* to pronpt another G D participant on the same LAN to respond. In
* this state the Applicant does messages on the nedia so it can

* be toggl ed between Normal and No protocol with m ninmm

* di sruption.

*

* The Registrar may be in one of the foll ow ng managenment states:

*

* 1. Normal Registration.

*

* 2. Registration Fixed.

*

* The Registrar always reports “In” to the application and to G P
* what ever has occurred on the LAN

*

* 3. Registration Forbidden.

*

* The Regi strar always reports “Enpty” to the application and to G P.

* A set of small tables is used to report aspects of the managenment state of
* both applicant and registrar.

* The main applicant transition table (applicant_tt) is indexed by current
* applicant state and A D event, and returns

* 1. The new applicant state.

* 2. A start join timer instruction, when required.
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* The main registrar transition table (registrar_tt) is indexed by current
* registrar state and A D event, and returns

* 1. The new registrar state.

*

* 2. Ajoin indication or a |leave indication, when required.
*

* 3. A start leave timer instruction, when required.

* The only user interface to both these tables is through the public

* function gidtt_event(), which accepts and returns G d_events (to report
* join or leave indications), and which wites timer start requests to the
* G D scratchpad directly.

* The Applicant transmt transition table (applicant_txtt) returns the new

* applicant state, the nessage to be transmtted, and whether the join tiner

* should be restarted to transmt a further nmessage. A nodifier that

* determ nes whether a Join (selected for transm ssion by the Applicant table)
* should be transmtted as a Joinln or as a JoinEnpty is taken froma

* Registrar state reporting table. The Registrar state is never nodified by

* transm ssion.

*/

/******************************************************************************

* @ DIT : G D PROTOCCL TRANSI TI ON TABLE : TABLE ENTRY DEFI NI TI ONS

R R R R R R R R R

*/
enum Appl i cant _st at es
{
Va, /* Very anxious, active */
Aa, [/* Anxious, active */
Q, [/* Quiet, active */
La, /* Leaving, active */
Vp, [/* Very anxious, passive */
Ap, /* Anxious, passive */
Q, [/* Quiet, passive */
Vo, [/* Very anxi ous observer */
Ao, /* Anxious observer */
Q, [/* Quiet observer */
Lo, /* Leaving observer */
Von, /* Very anxious observer, non-participant */
Aon, /* Anxious observer, non- parti ci pant */
Qn /* Quiet_observer, non- partici pant */
}

enum Regi strar_states

{ /* In, Leave, Enpty, but with Leave states inplenenting a countdown for the
* | eave tiner.
*/

I nn,
Lv, L3, L2, L1,
M,

Inr, /* In, registration fixed */
Lvr, L3r, L2r, L1r,
Mr,

I nf, /* In, registration forbidden */

Lvf, L3f, L2f, L1f,
M f
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enum { Nunber _of _applicant_states = Qon + 1};
enum {Nunber _of _regi strar_states = Mf + 1};
enum Ti mers
{
Nt =0, /* No timer action */
Jt =1, [* cstart_join_tinmer */
Lt =1 /* cstart_leave_tinmer */
}
enum Appl i cant _nmsg
{
Nm= 0, /* No nessage to transmt */
Jm /* Transmt a Join */
Lm /* Transmit a Leave */
Em /* Transmit an Enpty */
h

enum Regi strar_i ndi cations

{

N =0,
Li =1,
Ji =2

1

ANSVI/IEEE Std 802.1D, 1998 Edition

/* for array sizing */
/* for array sizing */

[ KR K Kk kK Kk ok kK K K ok ok kK K K ok ok kR K ok ok R R ok ok ok kR R ok ok kR ok ok ke kR ok ok ok kR ok ok Rk kR Rk Rk K

* GDTT : G D PROTOCOL TRANSI TI ON TABLES :

TRANSI TI ON TABLE STRUCTURE

L R R X R

*/
typedef struct
{
unsi gned new _app_state
unsi gned cstart_join_tiner
} Applicant_tt_entry;
typedef struct
{
unsi gned new reg_state
unsi gned i ndi cati ons
unsi gned cstart_| eave_tiner
} Registrar_tt_entry;
typedef struct
{
unsi gned new _app_state
unsi gned nsg_to_transmt
unsi gned cstart_join_tiner
} Applicant_txtt_entry;
typedef struct
{

unsi gned new reg_state

unsi gned | eave_i ndi cation
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/* Applicant_tt_entry */

/* {Applicant_states} */

/* Registrar_tt_entry */

/* Applicant_txtt_entry */

/* Applicant_nsgs */

/* Registrar_|leave_tiner_entry */

/* Registrar_states

*/
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unsi gned cstart_l eave_tiner : 1;

} Registrar_|leave_tiner_entry;

[ KR K Kk kK ok ok ok K R K K ok kK R R K ok ok kR K ok ok R R ok ok ok kR ok ok kR R ok ok ok kR ok ok R kR ok ok Rk kR R ok kK

* GDIT : G D PROTOCOL: MAIN APPLI CANT TRANSI TI ON TABLE

L R R

*/

static Applicant_tt_entry
applicant _tt[Nunmber_of _gid_rcv_events + Nunmber_of _gid_req_events +
Nunber _of _gi d_angt _events + Nunber _of _gi d_rngt_event s]
[ Nunber _of _applicant_states] =
{7~
* General applicant transition table. See description above.
*/
{ [/* Gd_null */
/*Va */{Va, Nt},/*Aa */{Aa, Nt},/*Qa */{Qa, Nt},/*La */{La, Nt},
I*Vp *I{Vp, Nt},/*Ap */{Ap, Nt},/*Vp */{Vp, N},
/*Vo */{Vo, Nt},/*Ao */{Ao, Nt},/*Q */{Qo, Nt},/*Lo */{Lo, Nt},

/*Von*/ {Von, Nt},/*Aon*/{Aon, Nt},/*Qon*/ {Qon, Nt}

{ /* G d_rcv_|l eaveenpty */
/*Va *[{Vp, Nt},/*Aa */{Vp, Nt},/*Qa */{Vp, Jt},/*La */{Vo, N},
/*Vp *1{Vp, Nt},/*Ap */{Vp, Nt},/*Q */{Vp, Jt},
/*Vo */{Lo, Nt},/*Ao */{Lo, Nt},/*Q */{Lo, Jt},/*Lo */{Vo, Nt},

/*Von*/ {Von, Nt},/*Aon*/{Von, Nt},/*Qon*/{Von, Nt}

{ /* Gd_rcv_|l eavein */
/*Va */{Va, Nt},/*Aa */{Va, Nt},/*Qa */{Vp, Jt},/*La */{La, Nt},
[*Vp *I{Vp, Nt},/*Ap */{Vp, Nt},/*Q */{Vp, Jt},
/*Vo */{Lo, Nt},/*Ao */{Lo, Nt},/*Q */{Lo, Jt},/*Lo */{Vo, Nt},

/*Von*/ {Von, Nt},/*Aon*/{Von, Nt},/*Qon*/ {Von, Nt}

{ [/* Gd_rcv_enpty */
/*Va */{Va, Nt},/*Aa */{Va, Nt},/*Qa */{Va, Jt},/*La */{La, N},
I*Vp *I{Vp, Nt},/*Ap */{Vp, Nt},/*Q */{Vp, Jt},
/*Vo */{Vo, Nt},/*Ao */{Vo, Nt},/*Qo */{Vo, Nt},/*Lo */{Vo, Nt},

/*Von*/ {Von, Nt},/*Aon*/{Von, Nt},/*Qon*/ {Von, Nt }

{ /* G d_rcv_joinenpty */
/*Va */{Va, Nt},/*Aa */{Va, Nt},/*Qa */{Va, Jt},/*La */{Vo, N},
/*Vp *I{Vp, Nt},/*Ap */{Vp, Nt},/*Q */{Vp, Jt},
/*Vo */{Vo, Nt},/*Ao */{Vo, Nt},/*Qo */{Vo, Jt},/*Lo */{Vo, Nt},

/*Von*/ {Von, Nt},/*Aon*/{Von, Nt},/*Qon*/{Von, Jt}

{ /* Gd_rcv_joinin */
/*Va */{Aa, Nt},/*Aa */{Qa, Nt},/*Qa */{Qa, Nt},/*La */{La, Nt},
[*Vp */{Ap, Nt} /*Ap */{Qo, Nt},/*Qo */{Qo, Nt},
/*Vo */{Ao, Nt},/*Ao */{Qo, Nt},/*Q */{Qo, Nt},/*Lo */{Ao, Nt},

/*Von*/ {Aon, Nt},/*Aon*/{Qon, Nt },/*Qon*/ { Qon, Nt }

{ /* Gd_join, join request. Handles repeated joins, i.e., joins for
* states that are already in. Does not provide feedback for joins
* that are forbidden by management controls; the expectation is
* that this table will not be directly used by new nmanagenent
* requests.
*/
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/*Va */{Va, Nt},/*Aa */{Aa, Nt},/*Qa */{Qa, Nt},/*La
/*Vp */{Vp, Nt},/*Ap */{Ap, Nt},/*Qp */{Qp, N},
[*Vo */{Vp, Jt},/*Ao */{Ap, Jt},/*Q */{Qp, N},/*Lo

/*Von*/ {Von, Nt},/*Aon*/{Aon, Nt},/*Qon*/ {Qon, Nt}

ANSVI/IEEE Std 802.1D, 1998 Edition

*/{Va, Nt},

“I{Vp, N},

{ /* G d_leave, |eave request. See comments for join requests above. */

/*Va */{La, Nt},/*Aa */{La, Nt},/*Qa */{La, Jt},/*La
/*Vp */{Vo, Nt},/*Ap */{Ao, Nt},/*Q */{Qo, N},
/*Vo */{Vo, Nt},/*Ao */{Ao, Nt},/*Qo */{Qo, Nt},/*Lo

/*Von*/ {Von, Nt},/*Aon*/{Aon, Nt},/*Qon*/{Qon, Nt}

{ /* G d_normal _operation */
/*Va */{Vp, Nt},/*Aa */{Vp, Nt},/*Qa */{Vp, Jt},/*La
[*Vp *I1{Vp, Nt},/*Ap */{Vp, Nt},/*Q */{Vp, Jt},
/*Vo */{Va, Nt},/*Ao */{Va, Nt},/*Qo */{Va, Jt},/*Lo

/*Von*/{Va, Nt},/*Aon*/{Va, Nt},/*Qon*/{Va, Jt}

{ [/* Gd_no_protocol */
/*Va */{Von, Nt},/*Aa */{Aon,Nt},/*Qa */{Qon, Nt},/*La
[*Vp */{Von,Nt},/*Ap */{Aon, Nt},/*Q */{Qon, Nt},
/*Vo */{Von,Nt},/*Ao */{Aon,Nt},/*Qo */{Qon,Nt},/*Lo

/*Von*/ {Von, Nt},/*Aon*/{Aon, Nt},/*Qon*/ {Qon, Nt}

{ /* G d_normal _registration, same as Gd_null for the
/*Va */{Va, Nt},/*Aa */{Aa, Nt},/*Qa */{Qa, Nt},/*La
I*Vp */{Vp, Nt},/*Ap */{Ap, Nt},/*Vp */{Vp, Nt},
/*Vo */{Vo, Nt},/*Ao */{Ao, Nt},/*Q */{Qo, Nt},/*Lo

/*Von*/ {Von, Nt},/*Aon*/ {Aon, Nt},/*Qon*/ {Qon, Nt}

*/{La, N},

*/{Lo, Nt},

*/{La, N},

*/{Lo, N},

*/{Von, Nt},

*/{Von, Nt},

Applicant */
*/{La, Nt},

*/{Lo, Nt},

{ /* Gd_fix_registration, sanme as Gd_null for the Applicant */

/*Va */{Va, Nt},/*Aa */{Aa, Nt},/*Qa */{Qa, Nt},/*La
/*Vp *1{Vp, Nt},/*Ap */{Ap, Nt},/*Vp */{Vp, Nt},
/*Vo */{Vo, Nt},/*Ao */{Ao, Nt},/*Qo */{Qo, Nt},/*Lo

/*Von*/ {Von, Nt},/*Aon*/{Aon, Nt},/*Qon*/ {Qon, Nt}

{ /* Gd_forbid_registration, sane as Gd_null for the
/*Va */{Va, Nt},/*Aa */{Aa, Nt},/*Qa */{Qa, Nt},/*La
I*Vp */{Vp, Nt},/*Ap */{Ap, Nt},/*Vp */{Vp, Nt},
/*Vo */{Vo, Nt},/*Ao */{Ao, Nt},/*Q */{Qo, Nt},/*Lo
/*Von*/ {Von, Nt},/*Aon*/{Aon, Nt},/*Qon*/ {Qon, Nt}

b

*/{La, N},

*/{Lo, N},

Applicant */
*/{La, Nt},

*/{Lo, N},

/******************************************************************************

* @DIT : G D PROTOCOL: MAIN REG STRAR TRANSI TI ON TABLE

LR R R R R R R R R

*/

static Registrar_tt_entry

registrar_tt[Nunber_of _gid_rcv_events + Nunber_of _gid_req_events +
Number _of _gi d_angt _events + Nunber _of _gi d_rngt _event s]

[ Number _of _registrar_states] =

{ /* Gd_null */
I*In */{Inn, N, Nt},
/*Lv */{Lv, N,Nt},
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/*L3 */{L3, N
/*M */{M, N

I*Inr*/{Inr, N
I*Lvr*/{Lvr, Ni
[*L3r*/{L3r, Ni
[*Mr*/{Mr,N

/*UInf*/{Inf, N
/*Lvf*/ {Lvf, N
/*L3f*/ {L3f, N
[*MF*/{Mf, N

CNEY, /%2 */{L2, Ni,Nt},/*L1 */{L1,
N},

N,
Nt}

LOCAL AND METROPOLITAN AREA NETWORKS:

N, NEY,

UNCY, /*L2r*/{L2r, Ni, N}, /*Lar /{L1r, Ni, Nt}

N,

SN,
N,

UNUY, /*L2f %/ {L2f, Ni, Nt} /*L1f*/ {L1f, Ni, Nt},

Nt}

/* Gd_rcv_|l eave */

/*Inn*/{Lv, Ni
/*Lv */{Lv, Ni
/*L3 */{L3, N
/*M */{M, N

I*Inr*/{Lvr, Ni
[*Lvr*/{Lvr, Ni
[*L3r*/ {L3r, Ni
[*Mr*/{Mr,N

[*Inf*/{Lvf, Ni
/*Lvf*/ {Lvf, N
/*L3f*/ {L3f, N
[*ME*/{Mf, N

(Lt}
B\
CNEY, /%2 */{L2, N, Nt} /*L1 */{L1,
Uy

Lt}
SN,

NN},

UNEY, /*L2r*/{L2r, NP NEY, /*Lar*/ {L1r, Ni, N},

Nt}

Lt}
N},

UNCY, /*L2f %/ {L2f, N, NE}, /*LAf*/ {L1f, Ni, Nt },

Nt}

/* Gd_rcv_enpty */

I*Inn*/{1nn, Ni
/*Lv */{Lv, N
[*L3 */{L3, N
/I*M *[{M, N

[*Inr*/{Inr,Ni
I*Lvr*/{Lvr, Ni
[*L3r*/ {L3r, Ni
[*Mr*/{Mr,N

/*1nf*/{Inf, N
[ *Lvf*/ {Lvf, N
[ *L3f*/{L3f, Ni
[*ME*/{Mf, N

/* G d_rcv_joi
[*Inn*/ {1 nn, Ni
/*Lv */{Inn, Ni
/*L3 */{Inn, Ni
/*M */{Inn,Ji

I*Inr*/{Inr, N
[*Lvr*/{Inr, Ni
[*L3r*/ {Inr, Ni
I*Mr*/{Inr, N

[*Inf*/{Inf, Ni
/*Lvf*/ {Inf, N
/*L3f*/ {Inf, N
/*ME*/{Inf, N

/* G d_rcv_joi
I*1Inn*/ {1 nn, Ni

B\
SN},
UNEY, /L2 */{L2, Ni,Nt},/*L1 */{L1,
B\

SN,
N},

N, N},

UNEY, /*L2r*/{L2r, Ni, Nt} /*L1r*/{L1lr, Ni, Nt},

SN,

N},
SN,

UNU}, /*L2f %/ {L2f, Ni, Nt} /*L1f*/ {L1f, Ni, Nt},

Nt}

nenpty */
Nt}
Nt}

CNEY, /L2 */{Inn, Ni ,Nt}, /%L1 */{Inn, Ni,Nt},

SN,

N},
SN,

SN,/ FL2r*/ {Inr, NG NE}, /*Lr*/{Inr, N, Nt},

Nt}

N},
N},

UNCY, /*L2f%/ {Inf, N, N}, /*LIf*/{Inf, Ni N},

Nt}

nin */
N},

Copyright © 1998 |IEEE. All rights reserved.



MEDIA ACCESS CONTROL (MAC) BRIDGES ANSI/IEEE Std 802.1D, 1998 Edition

/*Lv */{Inn,Ni, N},
[*L3 */{Inn,Ni,Nt},/*L2 */{Inn,Ni,Nt},/*L1 */{Inn, N, N},
/*M */{Inn, Ji N},

I*Inr*/{Inr, N, Nt},
[*Lvr*/{Inr,Ni,Nt},
[*L3r*/ {Inr, Ni, Nt} /*L2r*/ {Inr, Ni , Nt} /*L2r*/ {Inr, Ni, Nt},
[*Mr*/{Inr,N,Nt},

/*Inf*/{Inf, N, N},
[*LvE*/{Inf, N, N},
[*L3E*/{Inf, Ni, N}, /*L2f*/ {Inf, Ni, N}, /*LIE*/{Inf, N, N},
/*ME*/{Inf, N, Nt}

{ /* Gd_normal _operation, same as Gd_null for the Registrar */
I*In */{Inn, N, Nt},
/*Lv */{Lv, N,Nt},
/*L3 */{L3, N, Nt},/*L2 */{L2, N, Nt},/*L1 */{L1, N, Nt},
/*M */{M, N,N},

[*Inr*/{Inr,Ni,Nt},
[*Lvr*/{Lvr, N, Nt},
/*L3r*/{L3r,Ni,Nt},/*L2r*/{L2r, Ni, Nt},/*Lir*/{L1r, Ni, Nt },
[*Mr*/{Mr,N, N},

/*Inf*/{Inf, N, Nt},
/*LvE*/{Lvf, N, Nt},
[*L3F*/{L3f, Ni, Nt}, /*L2f*/{L2f , Ni, Nt},/*L1f*/ {L1f, Ni, N},
[*ME*/{MFf, N, Nt}

{ /* G d_no_protocol, same as Gd_null for the Registrar */
I*In */{Inn, N, Nt},
/*Lv */{Lv, N,Nt},
[*L3 */{L3, Ni,Nt},/*L2 */{L2, Ni,Nt},/*L1 */{L1, Ni,Nt},
/*M */{M, N,N},

I*Inr*/{Inr, N, Nt},
I*Lvr*/{Lvr, N, Nt},
[*L3r*/ {L3r, Ni, Nt}, /*L2r*/{L2r, Ni , Nt},/*LLr*/{L1lr, Ni, Nt},
[*Mr*/{Mr,N,N},

/*Inf*/{Inf N, N},
[*LvE*/{Lvf, Ni, Nt},

/*L3f*/{L3f, Ni, Nt}, /*L2f*/ {L2f , Ni , Nt}, /*L1f*/ {L1f, Ni, Nt },
[*ME*/{MFf, N, N}

{ /* G d_normal _registration */
[*Inn*/ {1 nn, Ni , Nt },
/*Lv */{Lv, N,Nt},
/*L3 */{L3, Ni,Nt},/*L2 */{L2, Ni,Nt},/*L1 */{L1, N, Nt},
/*M */{M, N,N},

I*Inr*/{Inn, N, Nt},
[*Lvr*/{Lv, N,Nt},
[*L3r*/{L3, N, Nt},/*L2r*/{L2, Ni,Nt},/*Llr*/{L1, N, Nt},
[*Mr*/{M, Li,N},

[*Inf*/{Inn,Ji,Nt},
/*Lvf*/{Lv, Ji,Nt},
[*L3F*/{L3, Ji,Nt},/*L2f*/{L2, Ji,Nt},/*L1f*/{L1, Ji,Nt},
[*Mf*/{M, N,N}

{ /* Gd_fix_registration */
I*Inn*/{Inr, Ni, Nt},
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I*Lv */{Lvr,Ni, Nt},
/*L3 */{L3r,Ni,Nt},/*L2 */{L2r,Ni, Nt},/*L1 */{L1lr, Ni, Nt},
I*M */{Mr,Ji N},

I*Inr*/{Inr, N, Nt},
[*Lvr*/{Lvr,Ni,Nt},
[*L3r*/{L3r, Ni, Nt},/*L2r*/{L2r, Ni, Nt},/*L1r*/{L1lr, Ni, Nt},
[*Mr*/{Mr,N,N},

I*Inf*/{Inr,Ji,Nt},
[*Lvf*/{Lvr,Ji,Nt},
[*L3fF*/{L3r, Ji, N}, /*L2f*/{L2r, Ji ,Nt},/*L1f*/{L1r,Ji, Nt},
[*MfE*/{Mr,Ji, Nt}

{ /* Gd_forbid_ registration */
I*Inn*/{Inf,Li,Nt},
/*Lv */{Lvf,Li,Nt},
/*L3 */{L3f, Li,Nt},/*L2 */{L2f, Li,Nt},/*L1 */{L1f, Li, Nt},
/*M */{Mf,N,N},

I*Inr*/{Inr,Li,Nt},
I*Lvr*/{Lvr, Li,Nt},
[*L3r*/{L3r, Li,Nt},/*L2r*/{L2r, Li,Nt},/*LLlr*/{L1r, Li, Nt},
[*Mr*/{Mr,Li,N},

/*Inf*/{Inf N, N},
/*LvE*/{Lvf, Ni, N},
/*L3f*/{L3f, Ni, Nt}, /*L2f*/ {L2f , Ni , Nt}, /*L1f*/ {L1f, Ni , Nt},
[*ME* {MF, N, N}

}s

R R KK K kR K Kk K KR R Kk K KR R K R K KR R R R R K R R Rk KR R Rk R R R Rk R Kk R Rk R K R R Rk Rk R Rk ok kK

* GDIT : G D PROTOCOL : APPLI CANT TRANSM T TABLE

E R R R R Sk Sk Sk Sk S S S Sk kS S Sk kS Sk Sk kS kS kS Sk Sk Sk kS Sk S kS Sk Sk Sk Sk kS Sk S Sk Sk Sk S S S S S S S S S S S

*/

static Applicant_txtt_entry
appl i cant _txtt[ Nunmber _of _applicant_states] =
{
[*Va *[{Aa, IJmJt},/*Aa */{Qa, IJmNt},/*Qa */{Qa, NmNt},/*La */{Vo, LmNt},
[*Vp *[{Aa, IJmJt},/*Ap */{Qa, JmMNt},/*Q */{Qp, NmN},
/*Vo */{Vo, NmNt},/*Ao */{Ao, NmNt},/*Q */{Q, NmNt},/*Lo */{Vo, Nm Nt},

[ *Von*/ {Von, Nm Nt },/*Aon*/ { Aon, Nm Nt }, / *Qon*/ { Qon, Nm Nt }
H

[ KR K Kk kK ok ok o kR K K ok ok kR R K ok ok kR K ok ok kR ok ok ok kR ok ok ok kR ok ok ok kR ok ok Rk kR ok ok ko kR ok ok kK

* GDIT : G D PROTOCOL : REG STRAR LEAVE TI MER TABLE

L R R

*/

static Registrar_|leave_tinmer_entry
regi strar_| eave_timer_tabl e[ Nunber_of _registrar_states] =
{
I*Inn*/{Inn, N, Nt},
[*Lv */{L3, N,Lt},/*L3 */{L2, Ni,Lt},/*L2 */{L1, Ni,Lt},/*L1 */{M, Li, N},
/*M *[{M, N,N},

[*Inr*/{Inr,Ni,Nt},

J*Lvr*/{L3r, Ni, Lt}, /*L3r*/{L2r, Ni, Lt}, /*L2r*/{L1r, Ni, Lt},/*Lir*/{Mr, N, N},
I*Mr*/{Mr,N, N},
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/*Inf*/{Inf,Ni,Nt},

I*LvE*/{L3f,Ni, Lt},/*L3f*/{L2f, Ni, Lt},/*L2f*/{L1f, Ni, Lt},/*L1f*/{MFf, N, N},
I*ME*/{MFf, N, Nt}

}s

/******************************************************************************

* @DIT : G D PROTOCOL : STATE REPORTI NG TABLES

R R R R R R R R R R

*/

static G d_applicant_state applicant_state_tabl e[ Number _of _applicant_states] =
{
/*Va */{Very_anxious},/*Aa */{Anxious},/*Qa */{Quiet},/*La */{Leaving},
/*Vp */{Very_anxious},/*Ap */{Anxious},/*Q */{Quiet},
/*Vo */{Very_anxious},/*Ao */{Anxious},/*Q */{Quiet},/*Lo */{Leaving},

/*Von*/ {Very_anxi ous}, / *Aon*/ { Anxi ous}, / *Qon*/ { Qui et }
}

static G d_applicant_ngt applicant_ngt_tabl e[ Nunmber _of _applicant_states] =
{

/*Va */{Normal },/*Aa */{Normal },/*Qa */{Normal },

/*La */{Nornal},

[*Vp */{Normal },/*Ap */{Normal},/*Q */{Normal},

/*Vo */{Normal},/*Ao */{Normal},/*Qo */{Normal},

/*Lo */{Nornal},

/*Von*/ { No_protocol },/*Aon*/{No_protocol },/*Qon*/{No_protocol }
h

static Gd_registrar_state registrar_state_tabl e[ Nunmber_of _regi strar_states] =
{

[*Inn*/ {1 n},

/*Lv */{Leave},/*L3 */{Leave},/*L2 */{Leave},/*L1 */{Leave},/*M */{Enmpty},

[*Inr*/{In},
/*Lvr*/{Leave},/*L3r*/{Leave},/*L2r*/{Leave},/*L1lr*/{Leave},/*Mr*/{Enmpty},

[*Inf*/{In},
[ *Lvf*/{Leave},/*L3f*/{Leave},/*L2f*/{Leave},/*L1f*/{Leave},/*Mf*/{Enpty}
h

static G d_registrar_ngt registrar_ngt_tabl e[ Nunber_of registrar_states] =
{

/*1nn*/{Normal _registration},

/*Lv */{Normal _registration},/*L3 */{Normal _regi stration},

/*L2 */{Nornal _registration},/*L1 */{Nornul _registration},

/*M */{Normal _registration},

/*Inr*/{Registration_fixed},
/*Lvr*/{Regi stration_fixed},/*L3r*/{Registration_fixed},
/*L2r*/{Regi stration_fixed},/*L1lr*/{Regi stration_fixed},
/*Mr*/{Registration_fixed},

/*1nf*/{Regi stration_forbidden},
/*Lvf*/{Regi stration_forbidden},/*L3f*/{Regi stration_forbidden},
[ *L2f*/ {Regi strati on_forbidden},/*L1f*/{Regi strati on_forbi dden},
/*Mf*/{Registration_forbidden}

h

static Bool ean registrar_in_tabl e[ Nunmber_of _registrar_states] =

[*Inn*/ {True},/*Lv */{True},/*L3 */{True},/*L2 */{True},/*L1 */{True},
/*M *[{Fal se},
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[*Inr*/{True},/*Lvr*/{True},/*L3r*/{True},/*L2r*/{True},/*L1lr*/{True},
[*Mr*/{True},

I*Inf*/{Fal se},/*Lvf*/{Fal se},/*L3f*/{Fal se},/*L2f*/{Fal se},/*L1f*/{Fal se},
/*Mf*/{Fal se}
}

[ KR K Kk kK ok ok o K R K K ok kK R R K ok ok kR K ok ok R R ok ok ok kR R ok kR R Sk ok ok kR ok ok ok kR ok ok ok kR Rk Rk K

* GDIT : G D PROTOCOL : RECElI VE EVENTS, USER REQUESTS, & MGT PROCESSI NG

L e R R R

*/
G d_event gidtt_event(Gd *nmy_port, G d_machi ne *machine, G d_event event)
{7~
* Handl es receive events and join or |eave requests.
*/

Applicant _tt_entry *atransition;
Regi strar_tt_entry *rtransition;

atransition = &applicant_tt[event][nachi ne->applicant];
rtransition = &egistrar_tt[event][machi ne->registrar];

machi ne- >appl i cant = atransition->new app_state;
machi ne->regi strar = rtransition->new reg_state;

if ((event == G d_join) & (atransition->cstart_join_tiner))
my_port->cschedul e_t x_now = True;

my_port->cstart_join_tinmer = ny_port->cstart_join_tinmer

|| atransition->cstart_join_tinmer;
ny_port->cstart_|eave_tinmer = ny_port->cstart_| eave_ti ner

|| rtransition->cstart_|eave_tiner;

switch (rtransition->indications)

{

case Ji: return(dd_join);
br eak;

case Li: return(G d_| eave);
br eak;

case N :

default: return(Gd_null);

P}

Bool ean gidtt_i n(G d_machi ne *machi ne)
{7~
*
*/
return(registrar_in_tabl e[ machi ne->registrar]);

[ R R KK K Kk K K kK KR R Kk K K R R K R R K R R R R K KR R Rk R KR R Rk R R R Rk R Kk R Rk R R R Rk Rk R Rk ok kK

* GDIT : G D PROTOCOL TRANSI TI ON TABLES : TRANSM T MESSAGES

E R E R R Sk Sk Sk kS kS S Sk kS S Sk kS Sk Sk Sk kS kS kS Sk Sk Sk kS Sk R Sk S Sk Sk Sk Sk Sk kS kS kS S Sk S S S Sk S S S R S S S T S S

*/

G d_event gidtt_tx(Gd *ny_port,
G d_nmachi ne *machi ne)
{7~
*
*/
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unsi gned nsg;
unsi gned rin;

if ((nmsg = applicant_txtt[machine->applicant].nmsg_to_transmt) != Nm
rin = registrar_state_tabl e[ machi ne->registrar];

my_port->cstart_join_tinmer = ny_port->cstart_join_timer
|| applicant_txtt[nachi ne->applicant].cstart_join_tiner;
switch (nsQ)

{

case Jm return(rin != Enmpty ? Gd_tx_joinin : Gd_tx_joinenpty);
br eak;

case Lm return(rin != Enmpty ? Gd_tx_leavein : Gd_tx_|eaveenpty);
br eak;

case Em return(G d_tx_enpty);
br eak;

case Nm

default: return(Gd_null);

}

[ R K Kk kK Kk ok kR K K ok kR K K ok ok kR ok ok ok kK ok ok ok kR ok ok ok kR ok ok ok kR ok ok Rk kR ok kR R R ok ok Rk K

* GDIT : G D PROTOCOL TRANSI TI ON TABLES : LEAVE TI MER PROCESSI NG

L R R X R

*/

G d_event gidtt_| eave_tiner_expiry(Gd *ny_port,
G d_machi ne *machi ne)
{7~

*

*/

Regi strar_l eave_tiner_entry *rtransition;

rtransition = &egistrar_|eave_tinmer_tabl e[ machi ne->registrar];

machi ne->regi strar = rtransition->new reg_state;

my_port->cstart_| eave_tiner = ny_port->cstart_| eave_tiner
|| rtransition->cstart_| eave_tiner;

return((rtransition->leave_indication == Li) ? Gd_leave : Gd_null);

[ R R KK K kR K Kk KR R Kk K K R R Kk R KR R R R K KR R Rk R Kk R Rk K R R Rk R Kk R Rk R kR R Rk Rk R Rk ok kK

* GDIT : G D PROTOCOL TRANSI TI ON TABLES : STATE REPORTI NG

E R E R R Sk Sk Sk S S S kS S Sk kS Sk Sk Sk kS kS Sk Sk Sk Sk Sk kS Sk Sk Sk Sk Sk Sk Sk Sk Sk kS kS kS S S kR S Sk S Sk S S S S S S

*/

Bool ean gi dtt_nachi ne_acti ve(G d_nmachi ne *nmachi ne)

if ((machi ne->applicant == Vo) && (machine->registrar == M))
return(Fal se);
el se
return(True);
}
void gidtt_states(G d_nachine *nachine, Gd_states *state)
{7
*/

stat e- >appl i cant _state = applicant_state_tabl e[ machi ne->applicant];
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st at e- >appl i cant _ngt = appl i cant _ngt _t abl e[ machi ne- >applicant];

state->registrar_state = registrar_state_tabl e[ machi ne->registrar];

state->regi strar_ngt = regi strar_ngt_t abl e[ machi ne->regi strar];

13.3.3 gip.c
/* gip.c */

#i nclude “gid.h”
#i ncl ude “gip.h”

IEEEEE AR R R AR EEEEEEEEEEEEEREREEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEE]

* G P : GARP | NFORVATI ON PROPAGATI ON : CREATI ON, DESTRUCTI ON

R R R R R R R R R R R R R

*/

Bool ean gi p_create_gi p(unsigned nax_attri butes, unsigned **gip)
{ 7=
* @ P maintains a set of propagation counts for up to nax attributes.
* |t currently naintains no additional information, so the G P instance
* is represented directly by a pointer to the array of propagation counts.
*/
unsi gned *ny_gi p;

if (!sysmalloc(sizeof(unsigned)*max_attributes, &ny_gip))
goto gip_creation_failure;

*gip = ny_gip; return(True);
gip_creation_failure: return(False);
}
voi d gi p_destroy_gi p(void *gip)

{ 7=

*

*/

sysfree(gip);
}

/******************************************************************************

* @ P : GARP | NFORVATI ON PROPAGATI ON : CONNECT, DI SCONNECT PORTS

L e R R R

*/

static void gip_connect_into_ring(Gd *ny_port)
{

G d *first_connected, *last_connected,;

nmy_port->i s_connected Tr ue;
nmy_port->next_in_connected_ring = ny_port;

first_connected = nmy_port;

do first_connected = first_connected->next_in_port_ring;
while (!first_connected->is_connected);

my_port->next _in_connected_ring = first_connected;

| ast _connected = first_connected,;

202 Copyright © 1998 IEEE. Al rights reserved.



MEDIA ACCESS CONTROL (MAC) BRIDGES ANSI/IEEE Std 802.1D, 1998 Edition

whi | e (I ast_connect ed->next _i n_connected_ring != first_connected)
| ast _connected = | ast_connect ed- >next _i n_connected_ri ng;

| ast _connect ed- >next _i n_connected_ring = my_port;

static void gip_disconnect_fromring(Gd *ny_port)

{
G d *first_connected, *|ast_connected;
first_connected = ny_port->next_in_connected_ring;
my_port->next _in_connected_ring = my_port;
ny_port->i s_connected = Fal se;
| ast _connected = first_connected,;
whil e (I ast_connected->next _in_connected_ring != ny_port)
| ast _connected = | ast_connect ed- >next _i n_connected_ri ng;
| ast _connect ed- >next _i n_connected_ring = first_connect ed;
}

voi d gi p_connect_port(Garp *application, int port_no)

{7~
* |f a dDinstance for this application and port nunber is found, is
* enabl ed, and is not already connected, then connect that port into the
* G P propagation ring.

* Propagate every attribute that has been registered (i.e., the Registrar
* appears not to be Enpty) on any other connected port, and that has in

* consequence a nonzero propagation count, to this port, generating a join
* request.

* Propagate every attribute that has been registered on this port and not

* on any others (having a propagation count of zero prior to connecting this
* port) to all the connected ports, updating propagation counts.

* Action any tiners required. Mark the port as connect ed.

*/

Gd *ny_port;

unsi gned gi d_i ndex;

if (gid_find_port(application->gid, port_no, &my_port))

{
if ((!my_port->is_enabled) || (ny_port->is_connected)) return;
gi p_connect_into_ring(my_port);
for (gid_index = 0; gid_index <= application->last_gid_used,
gi d_i ndex++)
{
if (gip_propagates_to(ny_port, gid_index))
gid_join_request(my_port, gid_index);
if (gid_registered_here(ny_port, gid_index))
gi p_propagate_joi n(my_port, gid_index);
}
gi p_do_actions(my_port);
my_port->is_connected = True;
P}
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voi d gi p_di sconnect _port(Garp *application, int port_no)

{7~
* Reverses the operations performed by gi p_connect_port().
*/
Gd *ny_port;

unsi gned gi d_i ndex;

if (gid_find_port(application->gid, port_no, &my_port))

{
if ((!nmy_port->is_enabled) || (!nmy_port->is_connected)) return;
for (gid_index = 0; gid_index <= application->last_gid_used,
gi d_i ndex++)
{
if (gip_propagates_to(ny_port, gid_index))
gi d_| eave_request (my_port, gid_index);
if (gid_registered_here(ny_port, gid_index))
gi p_propagate_| eave(ny_port, gid_index);
}
gi p_do_actions(my_port);
gi p_di sconnect _fromring(my_port);
my_port->is_connected = Fal se;
Pl

[ R K Kk kK ok ok ok kR K K ok kR R K ok ok kR ok ok ok kR ok ok ok kR ok ok ok kR ok ok ok kR ok ok kR R ok ok Rk kR Rk kK

* G P : GARP | NFORVATI ON PROPAGATI ON : PROPAGATE SI NGLE ATTRI BUTES

L R R

*/

voi d gi p_propagate_join(Gd *my_port, unsigned gid_index)

{7~
* Propagates a join indication, causing join requests to other ports
* if required.

* The join needs to be propagated if either (a) this is the first port in

* the connected group to register nenbership, or (b) there is one other port
* in the group registering nmenbership, but no further port that woul d cause
* a join request to that port.

*/
unsi gned j oi ni ng_nenbers;
Gd *to_port;

if (ny_port->is_connected)

{
j oi ni ng_nenbers = (ny_port->application->gip[gid_index] += 1);
if (joining_menbers <= 2)
to_port = ny_port;
while ((to_port = to_port->next_in_connected_ring) != my_port)
{
if ( (j oi ni ng_nenbers == 1)
|| (gid_registered_here(to_port, gid_index)))
{
gid_join_request(to_port, gid_index);
to_port->application->joi n_propagated_fn(
ny_port->application,
my_port, gid_index);
I A
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voi d gi p_propagate_| eave(G d *ny_port, unsigned gid_i ndex)

{
/* Propagates a |leave indication for a single attribute, causing |eave
* requests to those other ports if required.
*
* See the comments for gip_propagate_join() before reading further.
* This function decrements the ‘dead-reckoning’ menbership count.
*
* The first step is to check that this port is connected to any others; if
* not, the |l eave indication should not be propagated, nor should the joined
* menbershi p be decrenented. Gtherwi se, the leave will need to be propagated
* if this is either (a) the last port in the connected group to register
* menbership, or (b) there is one other port in the group registering
* nmenbership, in which case the | eave request needs to be sent to that
* port al one.
*/
unsi gned renmai ni ng_nenbers;
Gd *to_port;
if (ny_port->is_connected)
{
remai ni ng_nmenbers = (ny_port->application->gip[gid_index] -= 1);
if (remaining_nenbers <= 1)
{
to_port = ny_port;
while ((to_port = to_port->next_in_connected_ring) != my_port)
{
if ( (remai ni ng_nmenbers == 0)
|| (gid_registered_here(to_port, gid_index)))
{
gid_| eave_request (to_port, gid_index);
to_port->application->l eave_propagat ed_f n(
ny_port->application,
my_port, gid_index);
I

Bool ean gi p_propagates_to(G d *ny_port, unsigned gid_i ndex)

{
if( (ny_port->i s_connect ed)
&& ( (my_port->application->gi p[gi d_i ndex] == 2)
I ( (ny_port->appl i cation->gi p[ gi d_i ndex] == 1)
&& (!gid_registered_here(ny_port, gid_index)))))
return(True);
el se return(Fal se);
}

[ R K Kk kK K ok ok kR K K ok kK R K K ok ok kR ok ok ok kK ok ok ok kR ok ok ok kR ok ok ke kR ok ok ok kR ok ok kR Rk ok kK

* G P : GARP | NFORVATI ON PROPAGATI ON : ACTI ON TI MERS

L R R R

*/

voi d gi p_do_actions(Gd *nmy_port)

{7~
* Calls ADto carry out G D ‘scratchpad’ actions accunulated during this
* invocation of GARP for all the ports in the AP ring, including ny port.
*/
Gd *this_port = ny_port;

do gid_do_actions(this_port);
while ((this_port = this_port->next_in_connected_ring) != ny_port);
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14. Bridge Management

Management facilities are provided by MAC Bridges in accordance with the principles and concepts of the
0S| Management Framework.

This clause

a) Introduces the Functional Areas of OSI Management to assist in the identification of the require-
ments placed on Bridges for the support of management facilities.

b) Establishes the correspondence between the Processes used to model the operation of the Bridge
(7.3) and the managed objects of the Bridge.

c)  Specifies the management operations supported by each managed object.

14.1 Management functions

The Functions of Management relate to the users' needs for facilities that support the planning, organization,
supervision, control, protection, and security of communications resources, and account for their use. These
facilities may be categorized as supporting the Functional Areas of Configuration, Fault, Performance, Secu-
rity, and Accounting Management. Each of these is summarized in 14.1.1 through 14.1.5, together with the
facilities commonly required for the management of communication resources, and the particular facilities
provided in that functional area by Bridge Management.

14.1.1 Configuration Management

Configuration Management provides for the identification of communications resources, initialization, reset
and closedown, the supply of operational parameters, and the establishment and discovery of the relationship
between resources. The facilities provided by Bridge Management in this functional area are

a) Theidentification of all Bridges that together make up the Bridged LAN and their respective loca-
tions and, as a consequence of that identification, the location of specific end stations to particular
individual LANSs.

b) Theability to remotely reset, i.e., reinitialize, specified Bridges.

c¢) Theability to control the priority with which a Bridge Port transmits frames.

d) The ability to force a specific configuration of the spanning tree.

€) Theability to control the propagation of frames with specific group MAC Addresses to certain parts
of the configured Bridged LAN.

14.1.2 Fault Management

Fault Management provides for fault prevention, detection, diagnosis, and correction. The facilities provided
by Bridge Management in this functional areaare

a) Theability toidentify and correct Bridge malfunctions, including error logging and reporting.
14.1.3 Performance Management
Performance management provides for evaluation of the behavior of communications resources and of the
effectiveness of communication activities. The facilities provided by Bridge Management in this functional

areaare

a) The ability to gather statistics relating to performance and traffic analysis. Specific metrics include
network utilization, frame forward, and frame discard counts for individual Ports within a Bridge.
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14.1.4 Security Management

Security Management provides for the protection of resources. Bridge Management does not provide any
specific facilitiesin this functional area.

14.1.5 Accounting Management

Accounting Management provides for the identification and distribution of costs and the setting of charges.
Bridge Management does not provide any specific facilitiesin this functional area.

14.2 Managed objects

Managed objects model the semantics of management operations. Operations upon an object supply infor-
mation concerning, or facilitate control over, the Process or Entity associated with that object.

The managed resources of aMAC Bridge are those of the Processes and Entities established in 7.3 and 12.2.

Specifically
a) TheBridge Management Entity (14.4 and 7.11).
b) Theindividual MAC Entities associated with each Bridge Port (14.5, 7.2, 7.5, and 7.6).
c¢) TheForwarding Process of the MAC Relay Entity (14.6, 7.2, and 7.7).
d) TheFiltering Database of the MAC Relay Entity (14.7 and 7.9).
€) TheBridge Protocol Entity (14.8, 7.10, and Clause 8).
f)  GARP Participants (Clause 12).

The management of each of these resources is described in terms of managed objects and operations bel ow.

NOTE—The values specified in this clause, as inputs and outputs of management operations, are abstract information
elements. Questions of formats or encodings are a matter for particular protocols that convey or otherwise represent this
information. This standard specifies one such protocol encoding in Clause 15 (for optional remote management).

14.3 Data types

This subclause specifies the semantics of operations independent of their encoding in management protocol.
The data types of the parameters of operations are defined only as required for that specification.

The following data types are used:

a)
b)
<)

d)
€)

f)
9)

h)

Boolean;

Enumerated, for a collection of named values;

Unsigned, for all parameters specified as “the number of” some quantity, and for values that are
numerically compared. In the case of numeric comparisons of Spanning Tree priority values, the
lower number represents the higher priority value;

MAC Address;

Latinl String, as defined by ANSI X3.159-1989, for &l text strings;

Time Interval, an Unsigned value representing a positive integral number of seconds, for all Span-
ning Tree protocol timeout parameters;

Counter, for all parameters specified asa*“ count” of some quantity. A counter increments and wraps
with amodulus of 2 to the power of 64;

GARP Time Interval, an Unsigned val ue representing a positive integral number of centiseconds, for
all GARP protocol time-out parameters.
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14.4 Bridge Management Entity
The Bridge Management Entity is described in 7.11.
The objects that comprise this managed resource are

a) TheBridge Configuration.
b)  The Port Configuration for each Port.

14.4.1 Bridge Configuration

The Bridge Configuration object models the operations that modify, or enquire about, the configuration of
the Bridge's resources. Thereis a single Bridge Configuration object per Bridge.

The management operations that can be performed on the Bridge Configuration are Discover Bridge, Read
Bridge, Set Bridge Name, and Reset Bridge.

14.4.1.1 Discover Bridge

14.4.1.1.1 Purpose

To solicit configuration information regarding the Bridge(s) in the Bridged LAN.
14.4.1.1.2 Inputs

a) Inclusion Range, a set of ordered pairs of specific MAC Addresses. Each pair specifies a range of
MAC Addresses. A Bridge shall respond if and only if
1) For one of the pairs, the numerical comparison of its Bridge Address with each MAC Address
of the pair showsiit to be greater than or equal to the first, and
2) Lessthan or equal to the second, and
3) ItsBridge Address does not appear in the Exclusion List parameter bel ow.

The numerical comparison of one MAC Address with another, for the purpose of this operation, is achieved
by deriving a number from the MAC Address according to the following procedure. The consecutive octets
of the MAC Address are taken to represent a binary number; the first octet that would be transmitted on a
LAN medium when the MAC Address is used in the source or destination fields of a MAC frame has the
most significant value, the next octet the next most significant value. Within each octet the first bit of each
octet isthe least significant bit.

b) Exclusion List, alist of specific MAC Addresses.
14.4.1.1.3 Outputs

a) Bridge Address—the MAC Address for the Bridge from which the Bridge Identifier used by the
Spanning Tree Algorithm and Protocol is derived.

b) Bridge Name—atext string of up to 32 characters, of locally determined significance.

¢)  Number of Ports—the number of Bridge Ports (MAC Entities).

d) Port Addresses—allist specifying the following for each Port:
1) Port Number—the number of the Bridge Port.

2) Port Address—the specific MAC Address of the individual MAC Entity associated with the
Port.

€) Uptime—count in seconds of the time elapsed since the Bridge was last reset or initialized.
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14.4.1.2 Read Bridge
14.4.1.2.1 Purpose
To obtain general information regarding the Bridge.
14.4.1.2.2 Inputs
None.
14.4.1.2.3 Outputs
a) Bridge Address—the MAC Address for the Bridge from which the Bridge Identifier used by the
Spanning Tree Algorithm and Protocol is derived.
b) Bridge Name—atext string of up to 32 characters, of locally determined significance.
¢)  Number of Ports—the number of Bridge Ports (MAC Entities).
d) Port Addresses—allist specifying the following for each Port:

1) Port Number.
2) Port Address—the specific MAC Address of the individual MAC Entity associated with the

Port.

€) Uptime—count in seconds of the time elapsed since the Bridge was last reset or initialized.
14.4.1.3 Set Bridge Name
14.4.1.3.1 Purpose
To associate a text string, readable by the Read Bridge operation, with a Bridge.
14.4.1.3.2 Inputs

a) Bridge Name—atext string of up to 32 characters.
14.4.1.3.3 Outputs
None.
14.4.1.4 Reset Bridge

14.4.1.4.1 Purpose

To reset the specified Bridge. The Filtering Database is cleared and initialized with the entries specified in
the Permanent Database, and the Bridge Protocol Entity isinitialized (8.8.1).

14.4.1.4.2 Inputs
None.
14.4.1.4.3 Outputs

None.
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14.4.2 Port Configuration

The Port Configuration object models the operations that modify, or inquire about, the configuration of the
Ports of aBridge. There are afixed set of Bridge Ports per Bridge (one for each MAC interface), and each is
identified by a permanently allocated Port Number.

The allocated Port Numbers are not required to be consecutive. Also, some Port Numbers may be dummy
entries, with no actual LAN Port (for example, to alow for expansion of the Bridge by addition of further
MAC interfaces in the future). Such dummy Ports shall support the Port Configuration management opera-
tions, and other Port-related management operations in a manner consistent with the Port being permanently
disabled.

The information provided by the Port Configuration consists of summary data indicating its name and type.
Specific counter information pertaining to the number of packets forwarded, filtered, and in error is main-
tained by the Forwarding Process resource. The management operations supported by the Bridge Protocol
Entity allow for controlling the states of each Port.

The management operations that can be performed on the Port Configuration are Read Port and Set Port
Name.

14.4.2.1 Read Port
14.4.2.1.1 Purpose
To obtain general information regarding a specific Bridge Port.
14.4.2.1.2 Inputs
a)  Port Number—the number of the Bridge Port.
14.4.2.1.3 Outputs
a) Port Name—atext string of up to 32 characters, of locally determined significance.
b) Port Type—the MAC Entity type of the Port (IEEE Std 802.3; 1SO/IEC 8802-4; |SO/IEC 8802-5;

I SO/IEC 8802-6; ISO/IEC 8802-9; |IEEE 802.9a; |SO/IEC 8802-12 (IEEE Std 802.3 format); 1SO/
IEC 8802-12 (1SO/IEC 8802-5 format); |EEE Std 802.11; SO 9314-2; other).

14.4.2.2 Set port name

14.4.2.2.1 Purpose

To associate atext string, readable by the Read Port operation, with a Bridge Port.
14.4.2.2.2 Inputs

a)  Port Number.
b) Port Name—atext string of up to 32 characters.

14.4.2.2.3 Outputs

None.
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14.5 MAC Entities

The Management Operations and Facilities provided by the MAC Entities are those specified in the Layer
Management standards of the individual MACs. A MAC Entity is associated with each Bridge Port.

14.6 Forwarding Process

The Forwarding Process contains information relating to the forwarding of frames. Counters are maintained
that provide information on the number of frames forwarded, filtered, and dropped due to error. Configura-
tion data, defining how frame priority is handled, is maintained by the Forwarding Process.

The objects that comprise this managed resource are

a)
b)
0

The Port Counters,
The Priority Handling objects for each Port;
The Traffic Class Table for each Port.

14.6.1 The Port Counters

The Port Counters object models the operations that can be performed on the Port counters of the Forward-
ing Process resource. There are multiple instances (one for each MAC Entity) of the Port Counters object per

Bridge.

The management operation that can be performed on the Port Countersis Read Forwarding Port Counters.

14.6.1.1 Read Forwarding Port Counters

14.6.1.1.1 Purpose

To read the forwarding counters associated with a specific Bridge Port.

14.6.1.1.2 Inputs

a)

Port Number.

14.6.1.1.3 Outputs

a)
b)
<)
d)
€)

f)

9)

Frames Received—count of all valid frames received (including BPDUs, frames addressed to the
Bridge as an end station, and frames that were submitted to the forwarding process).

Discard Inbound—count of valid frames received that were discarded by the Forwarding Process.
Forward Outbound—count of frames forwarded to the associated MAC Entity.

Discard Lack of Buffers—count of frames that were to be transmitted through the associated Port
but were discarded due to lack of buffers.

Discard Transit Delay Exceeded—count of frames that were to be transmitted but were discarded
due to the maximum bridge transit delay being exceeded (buffering may have been available).
Discard on Error—count of frames that were to be forwarded on the associated MAC but could not
be transmitted (e.g., frame would be too large).

Discard on Error Details—al list of 16 elements, each containing the source address of a frame and
the reason why the frame was discarded (frame too large). Thelist is maintained as a circular buffer.
The only reason for discard on error, at present, is transmissible service data unit size exceeded.
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14.6.2 Priority Handling
The Priority Handling object models the operations that can be performed upon, or inquire about, the
Default User Priority parameter, the User Priority Regeneration Table parameter, and the Outbound Access
Priority Table parameter for each Port. The operations that can be performed on this object are Read Port
Default User Priority, Set Port Default User Priority, Read Port User Priority Regeneration Table, Set Port
User Priority Regeneration Table, and Read Outbound A ccess Priority Table.
14.6.2.1 Read Port Default User Priority
14.6.2.1.1 Purpose
To read the current state of the Default User Priority parameter (6.4) for a specific Bridge Port.
14.6.2.1.2 Inputs
a)  Port number.
14.6.2.1.3 Outputs
a) Default User Priority value—Integer in range 0-7.
14.6.2.2 Set Port Default User Priority
14.6.2.2.1 Purpose
To set the current state of the Default User Priority parameter (6.4) for a specific Bridge Port.

14.6.2.2.2 Inputs

a)  Port number;
b) Default User Priority value—Integer in range 0-7.

14.6.2.2.3 Outputs

None.

14.6.2.3 Read Port User Priority Regeneration Table

14.6.2.3.1 Purpose

To read the current state of the User Priority Regeneration Table parameter (7.5.1) for a specific Bridge Port.

14.6.2.3.2 Inputs
a)  Port number.

14.6.2.3.3 Outputs
a) Regenerated User Priority value for Received User Priority O—Integer in range 0—7.
b) Regenerated User Priority value for Received User Priority 1—Integer in range 0-7.
¢) Regenerated User Priority value for Received User Priority 2—Integer in range 0-7.

d) Regenerated User Priority value for Received User Priority 3—Integer in range 0-7.
€) Regenerated User Priority value for Received User Priority 4—Integer in range 0-7.
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f)  Regenerated User Priority value for Received User Priority 5—Integer in range 0—7.
g) Regenerated User Priority value for Received User Priority 6—Integer in range 0—7.
h)  Regenerated User Priority value for Received User Priority 7—Integer in range 0—7.
14.6.2.4 Set Port User Priority Regeneration Table
14.6.2.4.1 Purpose
To set the current state of the User Priority Regeneration Table parameter (7.5.1) for a specific Bridge Port.
14.6.2.4.2 Inputs
a)  Port number;
b) Regenerated User Priority value for Received User Priority O—Integer in range 0-7.
c) Regenerated User Priority value for Received User Priority 1—Integer in range 0-7.
d) Regenerated User Priority value for Received User Priority 2—Integer in range 0-7.
€) Regenerated User Priority value for Received User Priority 3—Integer in range 0-7.
f)  Regenerated User Priority value for Received User Priority 4—Integer in range 0—7.
g) Regenerated User Priority value for Received User Priority 5—Integer in range 0-7.
h)  Regenerated User Priority value for Received User Priority 6—Integer in range 0—7.
i)  Regenerated User Priority value for Received User Priority 7—Integer in range 0—7.
14.6.2.4.3 Outputs
None.
14.6.3 Traffic Class Table
The Traffic Class Table object models the operations that can be performed upon, or inquire about, the cur-
rent contents of the Traffic Class Table for a given Port. The operations that can be performed on this object
are Read Port Traffic Class Table and Set Port Traffic Class Table.
14.6.3.1 Read Port Traffic Class Table
14.6.3.1.1 Purpose
To read the contents of the Traffic Class Table (7.7.3) for a given Port.
14.6.3.1.2 Inputs
a)  Port Number.
14.6.3.1.3 Outputs
a)  Thenumber of Traffic Classes, in the range 1 through 8, supported on the Port;
b) For each value of Traffic Class supported on the Port, the value of the Traffic Class in the range O
through 7, and the set of user_priority values assigned to that Traffic Class.
14.6.3.2 Set Port Traffic Class Table
14.6.3.2.1 Purpose

To set the contents of the Traffic Class Table (7.7.3) for agiven Port.
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14.6.3.2.2 Inputs
a)  Port number;
b) For each value of Traffic Class supported on the Port, the value of the Traffic Class in the range O
through 7, and the set of user_priority values assigned to that Traffic Class.

NOTE—If a Traffic Class value greater than the largest Traffic Class available on the Port is specified, then the value
applied to the Traffic Class Tableis the largest available Traffic Class.

14.6.3.2.3 Outputs
None.
14.6.3.3 Read Outbound Access Priority Table
14.6.3.3.1 Purpose
To read the state of the Outbound Access Priority Table parameter (Table 7-3) for a specific Bridge Port.
14.6.3.3.2 Inputs
a)  Port number.
14.6.3.3.3 Outputs

a)  Access Priority value for User Priority 0—Integer in range 0—7.
b)  Access Priority value for User Priority 1—Integer in range 0—7.
¢) AccessPriority value for User Priority 2—Integer in range 0—7.
d) AccessPriority value for User Priority 3—Integer in range 0—7.
e) Access Priority value for User Priority 4—Integer in range 0—7.
f)  Access Priority value for User Priority 5—Integer in range 0-7.
g) AccessPriority value for User Priority 6—Integer in range 0—7.
h)  Access Priority value for User Priority 7—Integer in range 0-7.

14.7 Filtering Database

The Filtering Database is described in 7.9. It contains filtering information used by the Forwarding Process
(7.7) in deciding through which Ports of the Bridge frames should be forwarded.

The objects that comprise this managed resource are
a) TheFiltering Database;
b) The Static Filtering Entries;
¢) The Dynamic Filtering Entries;
d) The Group Registration Entries;
€) The Permanent Database.
14.7.1 The Filtering Database

The Filtering Database object models the operations that can be performed on, or affect, the Filtering Data-
base as awhole. Thereis asingle Filtering Database object per Bridge.
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The management operations that can be performed on the Database are Read Filtering Database, Set Filter-
ing Database Ageing Time, and the Create Filtering Entry, Delete Filtering Entry, Read Filtering Entry, and
Read Filtering Entry Range operations defined in 14.7.6.
14.7.1.1 Read Filtering Database
14.7.1.1.1 Purpose
To obtain general information regarding the Bridge's Filtering Database.
14.7.1.1.2 Inputs
None.
14.7.1.1.3 Outputs
a) Filtering Database Size—the maximum number of entries that can be held in the Filtering Database.
b)  Number of Static Filtering Entries—the number of Static Filtering Entries currently in the Filtering
Database;
¢) Number of Dynamic Filtering Entries—the number of Dynamic Filtering Entries currently in the
Filtering Database;
d) Ageing Time—for ageing out Dynamic Filtering Entries when the Port associated with the entry is
in the Forwarding state;
e) If extended filtering services are supported, Number of Group Registration Entries—the number of
Group Registration Entries currently in the Filtering Database.
14.7.1.2 Set Filtering Database ageing time
14.7.1.2.1 Purpose
To set the ageing time for Dynamic Filtering Entries.
14.7.1.2.2 Inputs
a) Ageing Time.
14.7.1.2.3 Outputs
None.
14.7.2 A Static Filtering Entry
A Static Filtering Entry object models the operations that can be performed on asingle Static Filtering Entry
in the Filtering Database. The set of Static Filtering Entry objects within the Filtering Database changes only

under management control.

A Static Filtering Entry object supports the Crezate Filtering Entry, Delete Filtering Entry, Read Filtering
Entry, and Read Filtering Entry Range operations defined in 14.7.6.

14.7.3 A Dynamic Filtering Entry
A Dynamic Filtering Entry object models the operations that can be performed on a single Dynamic Filter-

ing Entry (i.e., one that is created by the Learning Process as aresult of the observation of network traffic) in
the Filtering Database.
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A Dynamic Filtering Entry object supports the Delete Filtering Entry, Read Filtering Entry, and Read Filter-
ing Entry Range operations defined in 14.7.6.

14.7.4 A Group Registration Entry
A Group Registration Entry object models the operations that can be performed on a single Group Registra-
tion Entry in the Filtering Database. The set of Group Registration Entry objects within the Filtering Data-

base changes only as aresult of GARP protocol exchanges.

A Group Registration Entry object supports the Read Filtering Entry and Read Filtering Entry Range opera-
tions defined in 14.7.6.

14.7.5 Permanent Database

The Permanent Database object models the operations that can be performed on, or affect, the Permanent
Database. Thereis a single Permanent Database per Filtering Database.

The management operations that can be performed on the Permanent Database are Read Permanent Data-

base, and the Create Filtering Entry, Delete Filtering Entry, Read Filtering Entry, and Read Filtering Entry

Range operations defined in 14.7.6.

14.7.5.1 Read Permanent Database

14.7.5.1.1 Purpose

To obtain genera information regarding the Permanent Database.

14.7.5.1.2 Inputs

None.

14.7.5.1.3 Outputs
a) Permanent Database Size—maximum number of entriesthat can be held in the Permanent Database.
b) Number of Static Filtering Entries—number of Static Filtering Entries currently in the Permanent

Database.
14.7.6 General Filtering Database operations
14.7.6.1 Create Filtering Entry

14.7.6.1.1 Purpose

To create or update a Filtering Entry in the Filtering Database or Permanent Database. Only Static Filtering
Entries may be created in the Filtering Database or Permanent Database.

14.7.6.1.2 Inputs

a) Identifier—Filtering Database or Permanent Database.

b) Address—MAC Address of the entry.

¢) Inbound Port—the Inbound Port to which the operation applies. This parameter specifies either
1) All Inbound Ports, or
2) A Port number.

d) Port Map—a set of control indicators, one for each Port, as specified in 7.9.1.
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Where the implementation does not support the creation of more than one Static Filtering Entry for the
address specified, the value of the Inbound Port parameter is assumed to specify All Inbound Ports.

Where the implementation does not support the ability for static filtering entries to specify the use of
dynamic filtering information (7.9.1), the use of this operation to create a Static Filtering Entry in the Filter-
ing Database with the same MAC Address as an existing Dynamic Filtering Entry will cause the existing
entry to be replaced by the (new) Static Filtering Entry.
Where the implementation supports the creation of multiple Static Filtering Entries for the same MAC
Address (7.9.1), the creation of anew Static Filtering Entry will cause any existing Static Filtering Entry for
the same Inbound Port and MAC Address to be replaced by the (new) Static Filtering Entry. The creation of
a Static Filtering Entry for All Inbound Ports causes all existing Static Entries for the same MAC Address to
be replaced by the (new) Static Filtering Entry.
14.7.6.1.3 Outputs
None.
14.7.6.2 Delete Filtering Entry
14.7.6.2.1 Purpose
To delete a Filtering Entry from the Filtering Database or Permanent Database.
14.7.6.2.2 Inputs

a) Identifier—Filtering Database or Permanent Database.

b) Address—MAC Address of the desired entry.

¢) Inbound Port—the Inbound Port to which the operation applies. This parameter specifies either

1) All Inbound Ports, or
2) A Port number.

Where the implementation does not support the creation of more than one Static Filtering Entry for the
address specified, the value of the Inbound Ports parameter is assumed to specify All Inbound Ports.

Where the implementation supports the creation of more than one Static Filtering Entry for the address spec-
ified, a value of the Inbound Ports parameter of All Inbound Ports results in deletion of all Static Filtering
Entries for the MAC Address specified.

14.7.6.2.3 Outputs

None.

14.7.6.3 Read Filtering Entry

14.7.6.3.1 Purpose

To read Filtering Entry and Group Registration Entry information from the Filtering or Permanent Data-
bases. This operation returns both the static and dynamic information held in a given database for a given
MAC Address and inbound Port specification.

14.7.6.3.2 Inputs

a) Ildentifier—Filtering Database or Permanent Database.
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b) Address—MAC Address of the desired information.

c) Type—Static or Dynamic entry.

d) If Type = Static entry, then Inbound Port—the Inbound Port to which the operation applies. This
parameter specifies either
1) All Inbound Ports, or
2) A Port number.

Where the implementation does not support the creation of more than one Static Filtering Entry for the
address specified, the value of the Inbound Ports parameter is assumed to specify All Inbound Ports.

NOTE—Dynamic entry types are Dynamic Filtering Entries and Group Registration Entries.
14.7.6.3.3 Outputs

a) Address—MAC Address of the desired entry.

b) Type—Static or Dynamic entry.

c) Port Map—A set of control indicators as appropriate to the entry type, as specified in 7.9.1 through
7.9.3.

14.7.6.4 Read Filtering Entry range
14.7.6.4.1 Purpose

To read arange of Filtering Entries and/or Group Registration Entries from the Filtering or Permanent Data-
bases.

Since the number of values to be returned in the requested range may have exceeded the capacity of the ser-
vice data unit conveying the management response, the returned entry range is identified. The indices that
define the range take on values from zero up to Filtering Database Size minus one.

14.7.6.4.2 Inputs

a) Identifier—Filtering Database or Permanent Database.
b)  Start Index—inclusive starting index of the desired entry range.
¢) Stop Index—inclusive ending index of the desired range.

14.7.6.4.3 Outputs

a)  Start Index—inclusive starting index of the returned entry range.
b) Stop Index—inclusive ending index of the returned entry range.
c¢) For eachindex of the returned entry range, the following are returned:
1) Address—MAC Address of the desired entry.
2) Type—Static or Dynamic entry.
3) Port Map—A set of control indicators as appropriate to the entry type, as specified in 7.9.1
through 7.9.3.

14.8 Bridge Protocol Entity

The Bridge Protocol Entity is described in 7.10 and Clause 8. The objects that comprise this managed
resource are

a) TheProtocol Entity itself and
b)  The Portsunder its control.
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14.8.1 The Protocol Entity

The Protocol Entity object models the operations that can be performed upon, or inquire about, the operation
of the Spanning Tree Algorithm and Protocol. There is a single Protocol Entity per Bridge; it can, therefore,
be identified as a single fixed component of the Protocol Entity resource.

The management operations that can be performed on the Protocol Entity are Read Bridge Protocol Parame-
ters and Set Bridge Protocol Parameters.

14.8.1.1 Read Bridge Protocol parameters

14.8.1.1.1 Purpose

To obtain information regarding the Bridge's Bridge Protocol Entity.
14.8.1.1.2 Inputs

None.

14.8.1.1.3 Outputs

a) Bridge Identifier—as defined in 8.5.3.7.

b)  Time Since Topology Change—count in seconds of the time elapsed since the Topology Change flag
parameter for the Bridge (8.5.3.12) was last True.

c) Topology Change Count—count of the times the Topology Change flag parameter for the Bridge has
been set (i.e., transitioned from False to True) since the Bridge was powered on or initialized.

d) Topology Change (8.5.3.12).
e) Designated Root (8.5.3.1).
f)  Root Path Cost (8.5.3.2).

g) Root Port (8.5.3.3).

h) MaxAge(8.5.3.4).

i) HelloTime (8.5.3.5).

j)  Forward Delay (8.5.3.6).

k) Bridge Max Age (8.5.3.7).
I)  Bridge Hello Time (8.5.3.9).
m) Bridge Forward Delay (8.5.3.10).
n) Hold Time (8.5.3.14).

14.8.1.2 Set Bridge Protocol parameters
14.8.1.2.1 Purpose

To modify parameters in the Bridge's Bridge Protocol Entity in order to force a configuration of the span-
ning tree and/or tune the reconfiguration time to suit a specific topology.

14.8.1.2.2 Inputs

a) Bridge Max Age—the new value (8.5.3.8).

b) Bridge Hello Time—the new value (8.5.3.9).

c¢) Bridge Forward Delay—the new value (8.5.3.10).

d) Bridge Priority—the new value of the priority part of the Bridge Identifier (8.5.3.7).
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14.8.1.2.3 Outputs
None.
14.8.1.2.4 Procedure

The input parameter values are checked for compliance with 8.10.2. If they do not comply, or the value of
Bridge Max Age or Bridge Forward Delay is less than the lower limit of the range specified in Table 8-3,
then no action shall be taken for any of the supplied parameters. If the value of any of Bridge Max Age,
Bridge Forward Delay, or Bridge Hello Time is outside the range specified in Table 8-3, then the Bridge need
not take action.

Otherwise, the Bridge's Bridge Max Age, Bridge Hello Time, and Bridge Forward Delay parameters are set
to the supplied values. The Set Bridge Priority procedure (8.8.4) is used to set the priority part of the Bridge
Identifier to the supplied value.

14.8.2 Bridge Port

A Bridge Port object models the operations related to an individual Bridge Port in relation to the operation of
the Spanning Tree Algorithm and Protocol. There are afixed set of Bridge Ports per Bridge; each can, there-
fore, be identified by a permanently allocated Port Number, as a fixed component of the Protocol Entity
resource. The management operations that can be performed on a Bridge Port are Read Port Parameters,
Force Port State, and Set Port Parameters.

14.8.2.1 Read Port Parameters
14.8.2.1.1 Purpose
To obtain information regarding a specific Port within the Bridge's Bridge Protocol Entity.
14.8.2.1.2 Inputs
a)  Port Number—the number of the Bridge Port.
14.8.2.1.3 Outputs
a)  Uptime—count in seconds of the time elapsed since the Port was last reset or initialized.
b) State—the current state of the Port (i.e., Disabled, Listening, Learning, Forwarding, or Blocking)
(84 and 8.5.5.2).
¢) Port Identifie—the unique Port identifier comprising two parts, the Port Number and the Port
Priority field (8.5.5.1).
d) Path Cost (8.5.5.3).
e) Designated Root (8.5.5.4).
f)  Designated Cost (8.5.5.5).
g) Designated Bridge (8.5.5.6).
h) Designated Port (8.5.5.7).
i)  Topology Change Acknowledge (8.5.5.8).
14.8.2.2 Force Port State
14.8.2.2.1 Purpose

To force the specified Port into Disabled or Blocking.
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14.8.2.2.2 Inputs

a)  Port Number—the number of the Bridge Port.
b) State—either Disabled or Blocking (8.4 and 8.5.5.2).

14.8.2.2.3 Outputs
None.
14.8.2.2.4 Procedure

If the selected state is Disabled, the Disable Port procedure (8.8.3) is used for the specified Port. If the
selected state is Blocking, the Enable Port procedure (8.8.2) is used.

14.8.2.3 Set Port Parameters
14.8.2.3.1 Purpose

To modify parameters for a Port in the Bridge's Bridge Protocol Entity in order to force a configuration of
the spanning tree.

14.8.2.3.2 Inputs

a)  Port Number—the number of the Bridge Port.
b) Path Cost—the new value (8.5.5.3).
c) Port Priority—the new value of the priority field for the Port Identifier (8.5.5.1).

14.8.2.3.3 Outputs
None.
14.8.2.3.4 Procedure

The Set Path Cost procedure (8.8.6) is used to set the Path Cost parameter for the specified Port. The Set Port
Priority procedure (8.8.5) is used to set the priority part of the Port Identifier (8.5.5.1) to the supplied value.

14.9 GARP Entities
The operation of GARP is described in Clause 12. The objects that comprise this managed resource are

a) The GARP Timer objects;
b) The GARP Attribute Type objects;
¢) The GARP State Machine objects.

14.9.1 The GARP Timers object

The GARP Timer object model s the operations that can be performed upon, or inquire about, the current set-
tings of the timers used by the GARP protocol on a given Port. The management operations that can be per-
formed on the GARP Timers object are Read GARP Timers and Set GARP Timers.
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14.9.1.1 Read GARP Timers
14.9.1.1.1 Purpose
To read the current values of the GARP Timers for a given Port.
14.9.1.1.2 Inputs
a) ThePort identifier.
14.9.1.1.3 Outputs

a)  Current value of JoinTime—Centiseconds;
b)  Current value of LeaveTime—Centiseconds;
¢)  Current value of LeaveAllTime—Centiseconds.

14.9.1.2 Set GARP Timers
14.9.1.2.1 Purpose
To set new values for the GARP Timers for a given Port.
14.9.1.2.2 Inputs
a) The Port identifier;
b)  New value of JoinTime—Centiseconds;

¢) New value of LeaveTime—Centiseconds;
d) New value of LeaveAll Time—Centiseconds.

14.9.1.2.3 Outputs
None.
14.9.2 The GARP Attribute Type object

The GARP Attribute Type object models the operations that can be performed upon, or inquire about, the
operation of GARP for a given Attribute Type. The management operations that can be performed on a
GARRP Attribute Type are Read GARP Applicant Controls and Set GARP Applicant Controls.

14.9.2.1 Read GARP Applicant controls
14.9.2.1.1 Purpose

To read the current values of the GARP Applicant Administrative parameters (12.9.2) associated with all
GARRP Participants for a given Port, GARP Application and Attribute Type.

14.9.2.1.2 Inputs
a)  The Port identifier;

b) The GARP Application address (Table 12-1);
c) TheAttribute Type (12.11.2.2).
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14.9.2.1.3 Outputs
a)  Thecurrent Applicant Administrative Control Value (12.9.2);
b) Failed Registrations—Count of the number of times that this GARP Application has failed to regis-
ter an attribute of this type due to lack of spacein the Filtering Database.
14.9.2.2 Set GARP Applicant controls
14.9.2.2.1 Purpose

To set new values for the GARP Applicant Administrative control parameters (12.9.2) associated with all
GARRP Participants for a given Port, GARP Application and Attribute Type.

14.9.2.2.2 Inputs

a) The Port identifier;

b) The GARP Application address (Table 12-1);

c) TheAttribute Type (12.11.2.2);

d) Thedesired Applicant Administrative Control Value (12.9.2).

14.9.2.2.3 Outputs
None.
14.9.3 The GARP State Machine object

The GARP State Machine object models the operations that can be performed upon, or inquire about, the
operation of GARP for agiven State Machine. The management operation that can be performed on a GARP
State Machine is Read GARP State.

14.9.3.1 Read GARP State

14.9.3.1.1 Purpose

To read the current value of an instance of a GARP State Machine.
14.9.3.1.2 Inputs

a) The Port identifier;

b) The GARP Application address (Table 12-1);

c¢) TheGIP Context (12.3.4);

d) TheAttribute Type (12.11.2.2) associated with the State Machine;
€) TheAttribute Value (12.11.2.6) associated with the State Machine.

14.9.3.1.3 Outputs
a) Thecurrent value of the combined Applicant and Registrar state machine for the attribute (Table 12-
6);

b) Optionally, Originator address—the MAC Address of the originator of the most recent GARP PDU
that was responsible for causing a state change in this state machine (12.9.1).
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15. Management protocol

This clause specifies how the management facilities provided by MAC Bridges and specified in Clause 14
are realized through the use of

a) The LAN/MAN Management services (LMMS), provided by means of the LAN/MAN Manage-
ment protocol (LMMP) and the Convergence Protocol Entity (CPE), as specified in I SO/IEC 15802-
2; or

b) The Common Management Information Service (CMIS), provided by means of the Common Man-
agement Information Protocol (CMIP) and Presentation P-DATA services, as specified in ISO/IEC
9595 and | SO/IEC 9596-1; or

c) Other management protocol(s) capable of conveying equivalent information.

NOTE 1—With the exception of the support of association control services, the definitions of the service primitives for
LMMS and CMIS are identical, and the PDU formats and procedures specified for LMMP and CMIP areidentical. The
difference between these two options therefore lies in the complexity of the protocol stack that is required in order to
support LMMP (the CPE plus LLC, MAC. and PHY) or CMIP (presentation service carried over a“full OSl stack”), not
in the definition of the services or the information that they convey. For simplicity, the remainder of this clause will
therefore refer only to LMMS and LMMP.

NOTE 2—The IETF has developed an equivalent protocol specification, RFC 1493, which defines the Bridge MIB for
use with the Simple Network ManagementProtocol (SNMP). RFC 1493 defines a MIB corresponding to the manage-
ment functionality defined in the ISO/IEC 10038: 1993 edition of the MAC Bridge standard; it is undergoing revision in
order to reflect the management functionality defined in this edition of the MAC Bridge standard.

It specifies

a)  Themapping between the management operations on objects as defined in Clause 14 and the LMMS
Servicesthat the LMMP provides;

b) The managed object classes (and their components) that are instantiated in order to provide the man-
aged objects defined in Clause 14. These managed object class definitions are documented using the
template notation specified in ISO/IEC 10165-4; other aspects of the documentation are in accor-
dance with the further guidance provided by |EEE Std. 802.1F-1993.

¢) The name-bindings that are necessary in order to specify how the managed object classes may be
named, and the permitted containment relationships between the managed object classes. A name-
binding is also provided in order to correctly position the MAC Bridge object containment within
the containment hierarchy defined for management of the Data Link layer in ISO/IEC 10742.

15.1 Mapping of operations onto LMMS Services

The operations on objects defined in Clause 14 are carried out by means of the following LMMS Services:

a M-GET
b) M-SET
¢) M-ACTION
d) M-CREATE
e M-DELETE

f)  M-CANCEL-GET

Table 15-1 through Table 15-4 show how the management operations defined in Clause 14 correspond to
LMMS service primitives (defined in 1SO/IEC 15802-2) and managed object classes (defined in 15.3
through 15.8). Table 15-6 shows the operations available for manipulation of the Selective Trandlation Table,
as defined in ISO/IEC 11802-5.

Table 15-7 through Table 15-33 specify the detailed mapping of the Management Operation parameters to
the parameters of the LMMS service primitives.
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Table 15-1—Mapping of Bridge Management Entity Operations to LMMS Services

M anagement Operation LMMS Service Element(s) Managed Object Class
Discover Bridge (14.4.1.1) M-GET MAC Bridge DLE (15.3)
Read Bridge (14.4.1.2) M-GET MAC Bridge DLE (15.3)
Set Bridge Name (14.4.1.3) M-SET MAC Bridge DLE (15.3)
Reset Bridge (14.4.1.4) M-ACTION MAC Bridge DLE (15.3)
Read Port (14.4.2.1) M-GET Port (15.4)
Set Port Name (14.4.2.2) M-SET Port (15.4)

Table 15-2—Mapping of Forwarding Process Operations to LMMS Services

M anagement Operation LMMS Service Element(s) | Managed Object Class
Read Forwarding Port Counters (14.6.1.1) M-GET Port (15.4)
Read Port Default User Priority (14.6.2.1) M-GET Port (15.4)
Set Port Default User Priority (14.6.2.2) M-SET Port (15.4)
Read Port User Priority Regeneration Table (14.6.2.3) M-GET Port (15.4)
Set Port User Priority Regeneration Table (14.6.2.4) M-SET Port (15.4)
Read Port Traffic Class Table (14.6.3.1) M-GET Port (15.4)
Set Port Traffic Class Table (14.6.3.2) M-SET Port (15.4)
Read Outbound Access Priority Table (14.6.3.3) M-GET Port (15.4)

Table 15-3—Mapping of Filtering Database Operations to LMMS Services

Management Operation LMMS Service Element(s) Managed Object Class

Read Filtering Database (14.7.1.1) M-GET Filtering Database (15.7)

Set Filtering Database Ageing Time (14.7.1.2) M-SET Filtering Database (15.7)

Read Permanent Database (14.7.5.1) M-GET Permanent Database (15.7)

Create Filtering Entry (14.7.6.1) M-CREATE Database Entry (15.8)
Delete Filtering Entry (14.7.6.2) M-DELETE Database Entry (15.8)
Read Filtering Entry (14.7.6.3) M-GET Database Entry (15.8)
Read Filtering Entry Range (14.7.6.4) M-GET, M-CANCEL-GET Database Entry (15.8)

Table 15-4—Mapping of Bridge Protocol Entity Operations to LMMS Services

M anagement Operation LMMS Service Element(s) Managed Object Class

Read Bridge Protocol Parameters (14.8.1.1) M-GET MAC Bridge DLE (15.3)

Set Bridge Protocol Parameters (14.8.1.2) M-SET MAC Bridge DLE (15.3)
Read Port Parameters (14.8.2.1) M-GET Port (15.4)
Force Port State (14.8.2.2) M-ACTION Port (15.4)
Set Port Parameters (14.8.2.3) M-SET Port (15.4)

The set of Management Operations identified in Table 15-1 through Table 15-6, along with the mappingsin
Table 15-7 through Table 15-38, define a Functional Unit Package that may be negotiated between manager
and agent stations, as described in Annex A.3.2 of 1SO/IEC 10040.
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Table 15-5—Mapping of GARP Participant Operations to LMMS Services

Management Operation LMMS Service Element(s) Managed Object Class
Read GARP Timers (14.9.1.1) M-GET GARP Timers (15.12)
Set GARP Timers (14.9.1.2) M-SET GARP Timers (15.12)
Read GARP Applicant Controls (14.9.2.1) M-GET GARP Attribute Type (15.10)
Set GARP Applicant Controls (14.9.2.2) M-SET GARRP Attribute Type (15.10)
Read GARP State (14.9.3.1) M-GET GARP Attribute (15.11)

Table 15-6—Mapping of Selective Translation Table Operations to LMMS Services

Management Operation LMMS Service Element(s) Managed Object Class

Read Selective Trandation Teble Entry | M-GET, M-CANCEL-GET Selective Translation Table Entry (15.5)
Range (See ISO/IEC 11802-5)

This standard assigns the following object identifier value:

{iso(1) member-body(2) us(840) ieee802dot1D(10009) functional UnitPackage(1)
bridgeM anagementFunctional Unit(1)}

as a vaue of the functionalUnitPackageld field of the ASN.1 type FunctionalUnitPackage defined in 1SO/
IEC 10040 to use for negotiating the use of this set of Management Operations.

The Bridge Functional Unit Package consists of three Functional Units, which areidentified in the manager-
RoleFunctional Unit and agentRol eFunctional Unit fields of the ASN.1 type Functional UnitPackage:

Bit O:l1dentifies support (value 1) or non-support (value 0) of the set of Management Operations defined in
Table 15-1 through Table 15-5, and their mappings onto LMMS as described in Table 15-7 through
Table 15-32;

Bit 1:Identifies support (value 1) or non-support (value 0) of the Management Operation defined in Table
15-6, and its mapping onto LMMS as described in Table 15-33;

Bit 2:1dentifies support (value 1) or non-support (value 0) of the Management Operations defined in Table
15-5, and their mappings onto LMMS as described in Table 15-34 through Table 15-38.

NOTE—When using the service mappings described in Table 15-7 through Table 15-38 in conjunction with the LAN/
MAN Management Protocol defined in ISO/IEC 15802-2, the Management Operations can be performed upon single
Bridges, by addressing the bridge by use of its individual MAC Address, or upon sets of bridges by use of group MAC
Addresses. In particular, the All LANSs Bridge Management Group Address identified in Table 7-5 can be used to address
Management Operationsto all Bridgesin aBridged LAN. The use of group addressing is not available when using | SO/
IEC 9596-1 (CMIP) over afull OSI stack.

Table 15-7 through Table 15-38 show only the LMMS service parameters for which this standard requires
valuesto be assigned in specific ways. Any LMMS parameters not specifically identified are present, absent,
optional, or conditional asdescribedinthedefinitionsof the LMM Sservice primitivesthemselves.

15.2 Managed object containment structure

The apex of the containment structure is the MAC Bridge DLE (Data Link Entity) managed object; there
may be zero or more MAC Bridge DLE managed objectsin a Data Link Subsystem. The MAC Bridge DLE
managed objects are contained in an instance of the Data Link Subsystem managed object class, as defined
in ISO/IEC 10742.

One or more Port managed objects are contained in each MAC Bridge DLE managed object. The Port man-

aged object models the manageabl e properties of a single Port of the MAC Bridge. These entries are instan-
tiated at initialization, and are not created or deleted dynamically.
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Table 15-7—Mapping of Discover Bridge parameters (14.4.1.1)

M-GET Parameter Name

Reg/Ind (Operation | nputs)

Rsp/Conf (Operation Outputs)

Base object class

Data Link Subsystem (see SO/ EC 10742)

Base object instance

Name of Data Link Subsystem

AND
Bridge Address attribute value is within
inclusion range
AND
Bridge Address attribute value is not within
exclusion list

managed object
Scope 1st level subordinates —
Filter Managed object class= MAC Bridge DLE —

Attribute identifier list

Read or Discover Bridge attribute
group name (15.3.22)

Managed object class

MAC Bridge DLE

Managed object instance

Name of MAC Bridge DL E managed object

Attribute list

Names/values of all attributes that are members of the
Read Or Discover Bridge attribute group (15.3.22)

Table 15-8—Mapping of Read Bridge parameters (14.4.1.2)

M-GET Parameter Name

Reg/Ind (Operation I nputs)

Rsp/Conf (Operation Outputs)

Base object class

MAC Bridge DLE (15.3)

Base object instance

Name of MAC Bridge DLE

managed object
Scope Base object alone —
Filter Not required —

Attribute identifier list

Read or Discover Bridge attribute group
name (15.3.22)

Managed object class

MAC Bridge DLE (15.3)

Managed object instance

Name of MAC Bridge DL E managed object

Attribute list — Names/values of all attributes that are members of the

Read Or Discover Bridge attribute group (15.3.22)

Table 15-9—Mapping of Set Bridge Name parameters (14.4.1.3)

M-SET Parameter Name Req/Ind (Operation I nputs)
MAC Bridge DLE (15.3)

Name of MAC Bridge DL E managed object

Base object class

Base object instance

Scope Base object alone
Filter Not used
Modification list Bridge Name attribute (15.3.3) name and desired replacement value

Zero or more Selective Trandation Table Entry managed objects may be contained within each Port man-
aged object. These table entries model the information contained in the Selective Trandation Table for a
given port, as described in 5.2 of ISO/IEC 11802-5. The entries may be created or deleted dynamically by
remote management request.
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Table 15-10—Mapping of Reset Bridge parameters (14.4.1.4)

M-ACTION Parameter Name

Reg/Ind (Operation Inputs)

Base object class

MAC Bridge DLE (15.3)

Base object instance

Name of MAC Bridge DL E managed object

Scope Base object alone
Filter Not required
Action Type Reset Bridge
Action Information Not used
Action Reply Not used

Table 15-11—Mapping of Read Port parameters (14.4.2.1)

M-GET Parameter Name

Reg/Ind (Operation I nputs)

Rsp/Conf (Operation Outputs)

Base object class Port (15.4)

Base object instance

Name of Port managed object —

Scope Base object aone

Filter Not required

Attribute identifier list
(15.4.26)

Read Port attribute group name —

Managed object class —

Port (15.4)

Managed object instance —

Name of Port managed object

Attribute list —

Names/values of all attributes that are members of the
Read Port attribute group (15.4.26)

Table 15-12—Mapping of Set Port Name parameters (14.4.2.2)

M-SET Parameter Name

Reg/Ind (Operation I nputs)

Base object class

Port (15.4)

Base object instance

Name of Port managed object

Scope Base object alone
Filter Not used
Modification list Port Name attribute (15.4.3) name and desired replacement value

Table 15-13—Mapping of Read Forwarding Port Counters parameters (14.6.1.1)

M-GET Parameter Name Reg/Ind (Operation Inputs)

Rsp/Conf (Operation Outputs)

Base object class Port (15.4)

Base object instance Name of Port managed object

Scope Base object alone

Filter Not required

Attribute identifier list Read Forwarding Port Counters

attribute group name (15.4.27)

Managed object class —

Port (15.4)

Managed object instance —

Name of Port managed object

Attribute list —

Names/values of all attributes that are members of the Read For-
warding Port Counters attribute group (15.4.27)
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Table 15-14—Mapping of Read Port Default User Priority parameters (14.6.2.1)

M-GET Parameter Name

Reg/Ind (Operation Inputs)

Rsp/Conf (Operation Outputs)

Base object class

Port (15.4)

Base object instance

Name of Port managed object

Scope

Base object alone

Filter

Not required

Attribute identifier list

Default User Priority attribute name

(15.4.12)

Managed object class

Port (15.4)

Managed object instance

Name of Port managed object

Attribute list

Name/value of the Default User

Priority attribute (15.4.12)

Table 15-15—Mapping of Set Port Default User Priority parameters (14.6.2.2)

M-SET Parameter Name

Reg/Ind (Operation I nputs)

Base object class

Port (15.4)

Base object instance

Name of Port managed object

Scope Base object alone
Filter Not used
Modification list Default User Priority attribute name and desired replacement value (15.4.12)

Table 15-16—Mapping of Read Port User Priority Regeneration Table parameters (14.6.2.3)

M-GET Parameter Name

Reqg/Ind (Operation I nputs)

Rsp/Conf (Operation Outputs)

Base object class

Port (15.4)

Base object instance

Name of Port managed object

Scope

Base object aone

Filter

Not required

Attribute identifier list

User Priority Regeneration
Table attribute name (15.4.13)

Managed object class

Port

Managed object instance

Name of Port managed object

Attribute list

Name/value of User Priority Regeneration Table attribute (15.4.13)

Table 15-17—Mapping of Set Port User Priority Regeneration Table parameters (14.6.2.2)

M-SET Parameter Name

Reg/Ind (Operation I nputs)

Base object class

Port (15.4)

Base object instance

Name of Port managed object

Scope Base object alone
Filter Not used
Modification list User Priority Regeneration Table attribute name and desired replacement value (15.4.13)

Either zero or one GARP Timers managed object may be contained within each Port managed object. This
object models the timer values used by all instances of GARP Applications (see Clause 12) on a given Port.
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Table 15-18—Mapping of Read Port Traffic Class Table parameters (14.6.3.1)

M-GET Parameter Name

Reg/Ind (Operation I nputs)

Rsp/Conf (Operation Outputs)

Base object class

Port (15.4)

Base object instance

Name of Port managed object

Scope

Base object alone

Filter

Not required

Attribute identifier list

Traffic Class Table attribute name (15.4.14)

Managed object class

Port (15.4)

Managed object instance

Name of Port managed object

Attribute list

Name/value of Traffic Class Table attribute (15.4.14)

Table 15-19—Mapping of Set Traffic Class Table parameters (14.6.3.2)

M-SET Parameter Name

Reg/Ind (Operation I nputs)

Base object class

Port (15.4)

Base object instance

Name of Port managed object

Scope Base object alone
Filter Not used
Modification list Traffic Class Table attribute name and desired replacement value (15.4.14)

Table 15-20—Mapping of Read Outbound Access Priority Table parameters (14.6.3.3)

M-GET Parameter Name

Reg/Ind (Operation Inputs)

Rsp/Conf (Operation Outputs)

Base object class

Port (15.4)

Base object instance

Name of Port managed object

Scope Base object alone —
Filter Not required —
Attribute identifier list Outbound Access Priority Table —

attribute name (15.4.15)

Managed object class

Port (15.4)

Managed object instance — Name of Port managed object

Names/values of Outbound Access
Priority Table attribute (15.4.15)

Attribute list —

The GARP Timers managed object exists if GARP is supported on the Port concerned; otherwise it is not
present.

Zero or more GARP Application managed objects may be contained within each Port managed object. Each
GARP Application managed object models the common properties of a GARP Application (see Clause 12).
A GARP Attribute Type managed object exists within each GARP Application managed object for each
Attribute Type supported by the GARP Application concerned. Within each GARP Attribute Type managed
object, a GARP Attribute managed object exists for each value of the Attribute Type for which that Applica-
tion currently maintains state information for a given GIP Context. GARP Attribute managed objects are cre-
ated, updated, and deleted in accordance with the operation of the GARP Application concerned. The GARP
Attribute managed object models the operations that may be performed on an individual GARP state
machine.
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Table 15-21—Mapping of Read Filtering Database parameters (14.7.1.1)

M-GET Parameter Name

Reg/Ind (Operation Inputs)

Rsp/Conf (Operation Outputs)

Base object class

Filtering Database (15.7)

Base object instance

Name of Filtering Database

managed object
Scope Base object alone —
Filter Not required —

Attribute identifier list

Read Database attribute group name (15.6.5)

Managed object class

Filtering Database (15.7)

Managed object instance

Name of Filtering Database managed object

Attribute list

Names/values of all attributes that are members of
the Read Database attribute group (15.6.5), as
extended by the Filtering Database managed object
class definition (15.7)

Table 15-22—Mapping of Set Filtering Database Ageing Time parameters (14.7.1.2)

M-SET Parameter Name

Reg/Ind (Operation I nputs)

Base object class

Filtering Database (15.7)

Base object instance

Name of Filtering Database managed object

Scope Base object alone
Filter Not used
Modification list Ageing Time attribute name and desired replacement value (15.7.3)

Table 15-23—Mapping of Read Permanent Database parameters (14.7.5.1)

M-GET Parameter Name

Reqg/Ind (Operation | nputs)

Rsp/Conf (Operation Outputs)

Base object class

Permanent Database (15.6)

Base object instance

Name of Permanent Database

managed object
Scope Base object alone —
Filter Not required —

Attribute identifier list

Read Database attribute group name (15.6.5)

Managed object class

Permanent Database (15.6)

Managed object instance

Name of Permanent Database managed object

Attribute list

Names/values of all attributes that are members of
the Read Database attribute group (15.6.5)

Table 15-24—Mapping of Create Filtering Entry parameters (14.7.6.1)

M-CREATE Parameter Name

Reg/Ind (Operation I nputs)

Base object class

Database Entry (15.8)

Base object instance

Name of new Database Entry managed object

Superior object instance

Name of Filtering Database or Permanent Database managed object

Reference object instance

Not used

Attribute list

Name and desired initial value of Port Map attribute (15.8.3)
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Table 15-25—Mapping of Delete Filtering Entry parameters (14.7.6.2)

M-DELETE Parameter Name Reg/Ind (Operation I nputs)
Base object class Database Entry (15.8)
Base object instance Name of Database Entry managed object to be deleted
Scope Not used
Filter Not used

Table 15-26—Mapping of Read Filtering Entry parameters (14.7.6.3)

M-GET Parameter Name Reg/Ind (Operation I nputs) Rsp/Conf (Operation Outputs)
Base object class Database Entry (15.8) —
Base object instance Name of Database Entry managed object in —
Filtering Database or Permanent Database
Scope Base object alone —
Filter Not required —
Attribute identifier list Read Database Entry attribute —
group name (15.8.6)
Managed object class — Database Entry (15.8)
Managed object instance — Name of Database Entry managed object
Attribute list — Names/values of all attributes that are members of

the Read Database Entry attribute group (15.8.6)

Table 15-27—Mapping of Read Filtering Entry Range parameters (14.7.6.4)

M-GET Parameter Name Req/Ind (Operation I nputs) Rsp/Conf (Operation Outputs)
Base object class Filtering Database (15.7) or —
Permanent Database (15.6)

Base object instance Name of Filtering Database or Permanent —
Database managed object

Scope 1st level subordinates —

Filter Entry Index attribute value (15.8.5) —
iswithin specified range

Attribute identifier list Read Database Entry —

attribute group name (15.8.6)
Managed object class — Database Entry
Managed object instance — Name of Database Entry managed object
Attribute list — Names/values of all attributes that are members of the

Read Database Entry attribute group (15.8.6)

A single Filtering Database managed object and a single Permanent Database managed object are contained
within each MAC Bridge DL E managed object. These database managed objects model the common proper-
ties of each database, such as the size, number of entries, and ageing time. They also form container objects
for the filtering entry managed objects in the filtering and permanent databases.

Zero or more Database Entry managed objects may be contained within each database managed object. Each
Database Entry managed object models a single entry, dynamic or static, in the filtering or permanent data-
base. Static entries (Static Filtering Entries) may be created and deleted by remote management request;
dynamic entries are created by the operation of the Learning Process (Dynamic Filtering Entries) or by the
operation of GMRP (Group Registration Entries), and may be deleted by remote management request.
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Table 15-28—Mapping of Read Bridge Protocol Parameters parameters (14.8.1.1)

M-GET Parameter Name

Reg/Ind (Operation Inputs)

Rsp/Conf (Operation Outputs)

Base object class MAC Bridge DLE (15.3) —

Base object instance Name of MAC Bridge DLE —
managed object

Scope Base object aone —

Filter Not required —

Attribute identifier list Read Bridge Parameters —

attribute group name (15.3.23)

Managed object class

MAC Bridge DLE (15.3)

Managed object instance

Name of MAC Bridge DL E managed object

Attribute list

Names/values of al attributes that are members of the Read
Bridge Protocol Parameters attribute group (15.3.23)

Table 15-29—Mapping of Set Bridge Protocol Parameters parameters (14.8.1.2)

M-SET Parameter Name

Reqg/Ind (Operation I nputs)

Base object class

MAC Bridge DLE (15.3)

Base object instance

Name of MAC Bridge DL E managed object

Scope Base object alone
Filter Not used
Modification list Bridge Max Age (15.3.17), Bridge Hello Time (15.3.18), Bridge Forward Delay (15.3.19), and

Bridge Priority (15.3.21) attribute names and desired replacement values

Table 15-30—Mapping of Read Port Parameters parameters (14.8.2.1)

M-GET Parameter Name

Reqg/Ind (Operation I nputs)

Rsp/Conf (Operation Outputs)

Base object class

Port (15.4)

Base object instance

Name of Port managed object

Scope

Base object alone

Filter

Not required

Attribute identifier list

Read Port Parameters attribute
group name (15.4.28)

Managed object class

Port (15.4)

Managed object instance

Name of Port managed object

Attribute list

Names/values of al attributes that are members of the Read Port
Parameters attribute group (15.4.28)

Figure 15-1 shows the managed object containment structure for the MAC Bridge; elements in this figure
marked with dashed lines show the Data Link layer containment structure defined in 1SO/IEC 10742.
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Table 15-31—Mapping of Force Port State parameters (14.8.2.2)

M-ACTION Parameter Name Reg/Ind (Operation I nputs)
Base object class Port (15.4)
Base object instance Name of Port managed object
Scope Base object alone
Filter Not used
Action Type Force Port State (15.4.29)
Action Information Desired state (Disabled or Blocking)
Action Reply Not used

Table 15-32—Mapping of Set Port Parameters parameters (14.8.2.3)

M-SET Parameter Name Reg/Ind (Operation I nputs)
Base object class Port (15.4)
Base object instance Name of Port managed object
Scope Base object alone
Filter Not used
Modification list Path Cost (15.4.20) and Port Priority (15.4.19) attribute names and desired replacement values

Table 15-33—Mapping of Read Selective Translation Table Entry Range parameters (ISO/IEC 11802-5)

M-GET Parameter Name Reg/Ind (Operation I nputs) Rsp/Conf (Operation Outputs)
Base object class Port (15.4) —
Base object instance Name of Port managed object —
Scope 1st level subordinates —
Filter Type Value attribute value —
(15.5.2)
iswithin specified range
Attribute identifier list empty —
Managed object class — Selective Trandation Table Entry (15.5)
Managed object instance — Name of Selective Tranglation Table Entry managed object

Table 15-34—Mapping of Read GARP Timers parameters (14.9.1.1)

M-GET Parameter Name Reg/Ind (Operation I nputs) Rsp/Conf (Operation Outputs)
Base object class GARP Timers (15.12) —
Base object instance Name of GARP Timers —
managed object
Scope Base object alone —
Filter Not required —
Attribute identifier list Names of Join Time (15.12.3), Leave Time (15.12.4), —
and Leave All Time (15.12.5) attributes
Managed object class — GARP Timers (15.12)
Managed object instance — Name of GARP Timers
managed object
Attribute list — Names/values of Join Time (15.12.3),
Leave Time (15.12.4), and Leave All
Time (15.12.5) attributes
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Table 15-35—Mapping of Set GARP Timers parameters (14.9.1.2)

M-SET Parameter Name

Reg/Ind (Operation I nputs)

Base object class

GARP Timers (15.12)

Base object instance

Name of GARP Timers managed object

Scope Base object alone
Filter Not used
Modification list Names/replacement values of Join Time (15.12.3), Leave Time

(15.12.4), and Leave All Time (15.12.5) attributes

Table 15-36—Mapping of Read GARP Applicant Controls parameters (14.9.2.1)

M-GET Parameter Name

Reg/Ind (Operation Inputs)

Rsp/Conf (Operation Outputs)

Base object class

GARP Attribute Type (15.10)

Base object instance

Name of GARP Attribute

managed object
Scope Base object alone —
Filter Not required —
Attribute identifier list Names of —

Applicant Administrative Control (15.10.3) and
Failed Registrations (15.10.4) attributes

Managed object class — GARP Attribute Type (15.10)
Managed object instance — Name of GARP Attribute
managed object
Attribute list — Names/values of

Protocol Administrative Control (15.10.3) and
Failed Registrations (15.10.4) attributes

Table 15-37—Mapping of Set GARP Applicant Controls parameters (14.9.2.2)

M-SET Parameter Name

Reg/Ind (Operation I nputs)

Base object class

GARP Attribute Type (15.10)

Base object instance

Name of GARP Attribute managed object

Scope Base object alone
Filter Not used
Modification list Name/replacement value of Applicant Administrative Control (15.10.3) attribute
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Table 15-38—Mapping of Read GARP State parameters (14.9.3.1)

M-GET Parameter Name

Reg/Ind (Operation Inputs)

Rsp/Conf (Operation Outputs)

Base object class

GARP Attribute (15.11)

Base object instance

Name of GARP Attribute

managed object
Scope Base object alone —
Filter Not required —

Attribute identifier list

Names of StateValue (15.11.3) and (optionally)
Originator of Last PDU (15.11.4) attributes

Managed object class

GARP Attribute (15.11)

Managed object instance

Name of GARP Attribute
managed object

Attribute list

Names/values of State Value (15.11.3) and
(optionally) Originator of Last PDU (15.11.4)
attributes
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Figure 15-1—Managed object containment structure
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15.3 MAC Bridge DLE Managed Object Class definition

oMACBri dgeDLE MANAGED OBJECT CLASS
DERI VED FROM “1 SO | EC 10742": datal i nkEntity;

CHARACTERI ZED BY
pMACBr i dgeDLE PACKAGE
BEHAVI OUR

bMACBr i dgeDLE BEHAVI OUR
! The MAC Bridge DLE nanaged obj ect class conbines the
characteristics of the Bridge Configuration object and

DEFI NED AS

ATTRI BUTES

ATTRI BUTE GROUPS

ACTI ONS

t he Protocol
14. 4.1 and 14.8.1.!

aBri dgeAddr ess

aBri dgeNane

aBri dgeNunPorts

aBri dgePort Addr esses
aUpti me

aBridgel dentifier

aTi neSi nceTopol ogyChange
aTopol ogyChangeCount
aTopol ogyChange
aDesi gnat edRoot

aRoot Pat hCost

aRoot Por t

aMaxAge

aHel | oTi me

aFor war dDel ay

aBri dgeMaxAge

aBri dgeHel | oTi ne
aBri dgeFor war dDel ay
aHol dTi ne
aBridgePriority

agReadOr Di scover Bri dge,

Entity object,

as defined in

GET, Nam ng Attribute
GET- REPLACE,
CET,

GET,

GET,

GET,

CET,

GET,

GET,

CET,

CET,

GET,

GET,

CET,

GET,

GET- REPLACE,
GET- REPLACE,
GET- REPLACE,
GET,

GET- REPLACE

agReadBri dgePr ot ocol Par anet er s

acReset Bri dge ;

REQ STERED AS {Bri dge. nodl ass macBri dgeDLE(0)} :

15.3.1 Name Bindings for MAC Bridge DLE

nbMACBr i dgeDLE- dat al i nkSubsyst em NAVE Bl NDI NG
OMACBr i dgeDLE AND SUBCLASSES;

SUBORDI NATE OBJECT CLASS
NAMVED BY SUPERI OR OBJECT CLASS

W TH ATTRI BUTE

“1SQ'| EC 10742": dat al i nkSubsyst em

AND SUBCLASSES;
aBri dgeAddr ess;
REGQ STERED AS {Bri dge. naneBi ndi ng nacBri dgeDLE- dat al i nkSubsyst en{0) };

15.3.2 Bridge Address Attribute definition

aBri dgeAddr ess ATTRI BUTE
W TH ATTRI BUTE SYNTAX
MATCHES FOR
BEHAVI OUR

Bri dge. Bri dgeAddr ess;
EQUALI TY, ORDERI NG ;

bBri dgeAddr ess BEHAVI QUR

DEFI NED AS

1See 14.4.1.1.3 a),

REQ STERED AS {Bridge. attribute bri dgeAddress(0)}:

15.3.3 Bridge Name Attribute definition

aBri dgeNane ATTRI BUTE
W TH ATTRI BUTE SYNTAX
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Bri dge. Bri dgeNanme ;

14. 4.

1.2.3 a), 8.5.3.7, 7.12.5.!
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MATCHES FOR EQUALITY ;
BEHAVI OUR
bBri dgeName BEHAVI OUR
DEFI NED AS 1See 14.4.1.1.3 b), 14.4.1.2.3 b).!

RECI STERED AS {Bridge.attribute bridgeNane(1)};
15.3.4 Bridge Number Of Ports Attribute definition

aBri dgeNunPorts ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Bri dgeNunPorts ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bBri dgeNunPorts BEHAVI OUR
DEFI NED AS 1See 14.4.1.1.3 ¢), 14.4.1.2.3 c)., 14.4.2.!

REG STERED AS {Bridge.attribute bridgeNunPorts(2)};

15.3.5 Bridge Port Addresses Attribute definition

aBri dgePort Addr esses ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Bri dgePort Addr esses

MATCHES FOR EQUALITY ;
BEHAVI OUR
bBri dgePor t Addr esses BEHAVI OUR
DEFI NED AS 1See 14.4.1.1.3 d), 14.4.1.2.3 d).!

REG STERED AS {Bridge.attribute bridgePortAddresses(3)};
15.3.6 Uptime Attribute definition

aUptime ATTRI BUTE

DERI VED FROM “1 SO | EC 10165-5": nonW appi ng64Bi t Count er ;
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bUpt i me BEHAVI OUR
DEFI NED AS 1See 14.4.1.1.3 e), 14.4.1.2.3 ¢).!

REQ STERED AS {Bridge. attribute uptime(4)};:

15.3.7 Bridge Identifier Attribute definition

aBridgeldentifier ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bridge. Bridgeldentifier ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bBri dgel denti fi er BEHAVI OUR
DEFI NED AS 1See 8.5.3.7.!

REG STERED AS {Bridge.attribute bridgeldentifier(5)};
15.3.8 Time Since Topology Change Attribute definition

aTi meSi nceTopol ogyChange ATTRI BUTE

DERI VED FROM “1'SA' | EC 10165-5": nonW appi ng64Bi t Count er ;
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bTi meSi nceTopol ogyChange BEHAVI OUR
DEFI NED AS 1See 14.8.1.1.3 b).!

REG STERED AS {Bridge.attribute tineSinceTopol ogyChange(6)};
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15.3.9 Topology Change Count Attribute definition

aTopol ogyChangeCount ATTRI BUTE

DERI VED FROM “1 SO | EC 10165-5": nonW appi ng64Bi t Count er ;
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bTopol ogyChangeCount BEHAVI OUR
DEFI NED AS 1See 14.8.1.1.3 ¢).!

REG STERED AS {Bridge.attribute topol ogyChangeCount(7)};
15.3.10 Topology Change Attribute definition

aTopol ogyChange ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Topol ogyChange ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bTopol ogyChange BEHAVI OUR
DEFI NED AS 1See 8.5.3.12.!

RE’G| STERED AS {Bridge.attribute topol ogyChange(8)};
15.3.11 Designated Root Attribute definition

aDesi gnat edRoot ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bridge. Bridgeldentifier ;

MATCHES FOR EQUALITY ;
BEHAVI OUR
bDesi gnat edRoot BEHAVI OUR
DEFI NED AS !See 8.5.3.1.!

REQ STERED AS {Bridge. attribute designatedRoot(9)}:
15.3.12 Root Path Cost Attribute definition

aRoot Pat hCost ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Root Pat hCost

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bRoot Pat hCost BEHAVI OUR
DEFI NED AS !See 8.5.3.2.!

REG STERED AS {Bridge.attribute rootPathCost (10)};
15.3.13 Root Port Attribute definition

aRoot Port ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Root Port ;

MATCHES FOR EQUALITY ;
BEHAVI OUR
bRoot Port BEHAVI OUR
DEFI NED AS 1 See 8.5.3.3.!

REG STERED AS {Bridge.attribute rootPort(11)};
15.3.14 Max Age Attribute definition

aMaxAge ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. MaxAge ;
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
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bMaxAge BEHAVI OUR
DEFI NED AS 1See 8.5.3.4.!

REG STERED AS {Bridge.attribute maxAge(12)};
15.3.15 Hello Time Attribute definition

aHel | oTi ne ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bridge. Hel | oTime

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bHel | oTi me BEHAVI QUR
DEFI NED AS !See 8.5.3.5.!

REG STERED AS {Bridge.attribute helloTine(13)};

15.3.16 Forward Delay Attribute definition

aForwar dDel ay ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. ForwardDel ay ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bFor war dDel ay BEHAVI QUR
DEFI NED AS 1See 8.5.3.6.!

REGQ STERED AS {Bridge.attribute forwardDel ay(14)};

15.3.17 Bridge Max Age Attribute definition

aBri dgeMaxAge ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Bri dgeMaxAge ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bBri dgeMaxAge BEHAVI OUR
DEFI NED AS 1 See 8.5.3.8.!

RE’GI STERED AS {Bridge.attribute bri dgeMaxAge(15)};
15.3.18 Bridge Hello Time Attribute definition

aBri dgeHel | oTi me ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Bri dgeHel | oTi ne

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bBri dgeHel | oTi me BEHAVI OUR
DEFI NED AS 1See 8.5.3.9.!

REG STERED AS {Bridge.attribute bridgeHel |l oTi ne(16)};

15.3.19 Bridge Forward Delay Attribute definition

aBri dgeFor war dDel ay ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Bri dgeFor war dDel ay

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bBri dgeFor war dDel ay BEHAVI OUR
DEFI NED AS ! See 8.5.3.10.!

REG STERED AS {Bridge.attribute bridgeForwardDel ay(17)};
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15.3.20 Hold Time Attribute definition

aHol dTi me ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Hol dTi ne ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bHol dTi ne BEHAVI OUR
DEFI NED AS ISee 8.5.3.14.!

REG STERED AS {Bridge.attribute hol dTi me(18)};
15.3.21 Bridge Priority Attribute definition

aBridgePriority ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bridge. BridgePriority ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bBri dgePriority BEHAVI OUR
DEFI NED AS !See 8.5.3.7.!

REQ STERED AS {Bridge. attribute bridgePriority(19)}:

15.3.22 Read Or Discover Bridge Attribute Group definition

agReadOr Di scover Bri dge ATTRI BUTE GROUP
GROUP ELEMENTS aBri dgeNane,
aBri dgeNunPort s,
aBri dgePort Addr esses,
aUptime

FI XED :

DESCRI PTI ON IThis attribute group is used in the mapping of the

Read Bridge and Di scover Bridge
in Table 15-7 and Table 15-8.! ;
REG STERED AS {Bridge.attributeG oup readO Di scoverBri dge(

operations, as defined

0)};

15.3.23 Read Bridge Protocol Parameters Attribute Group definition

agReadBr i dgePr ot ocol Paranet ers ATTRI BUTE GROUP
CGROUP ELEMENTS aBridgeldentifier,

aTi meSi nceTopol ogyChange,
aTopol ogyChangeCount ,
aTopol ogyChange,
aDesi gnat edRoot ,
aRoot Pat hCost ,
aRoot Por t ,
aMaxAge,
aHel | oTi ne,
aFor war dDel ay,
aBri dgeMaxAge,
aBri dgeHel | oTi e,
aBri dgeFor war dDel ay,
aHol dTi me

FI XED :

DESCRI PTI ON ! This attribute group is used in the nmapping of the Read
Bridge Protocol Paraneters operation, as defined in

Tabl e 15-28.! ;
REG STERED AS {Bridge. attributeG oup readBridgeProtocol Par

15.3.24 Reset Bridge Action definition

acReset Bri dge ACTI ON
BEHAVI OUR
bReset Bri dge BEHAVI OUR
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DEFI NED AS

1See 14.4.1.4.!

REG STERED AS {Bridge. action resetBridge(0)};

15.4 Port Managed Object Class definition

oPort MANAGED OBJECT CLASS

DERI VED FROM
CHARACTERI ZED BY
pPort PACKAGE
BEHAVI OUR
bPort BEHAVI OUR
DEFI NED AS

ATTRI BUTES

ATTRI BUTE GROUPS

ACTI ONS

“1 SO | EC 10165-2": t op;

I The Port managed object class conbines the
characteristics of the Port Configuration object, the
Port Counters object, the Transmi ssion Priority object
and the Bridge Port object, as defined in

14.4.2, 14.6.1, 14.6.2, and 14.8.2.!

aPor t Nurmber GET, -- Naming attribute
aPor t Name CET- REPLACE,
aPort Type CET,
aFr anesRecei ved CET,
aDi scar dl nbound CET,
aFor war dQut bound CET,
aDi scardLackOf Buffers GET,
aDi scardTransi t Del ayExceeded
GET,
aDi scar dOnError GET,
aDi scar dOnError Det ai | GET,
aDefaul tUserPriority GET- REPLACE,

aUser PriorityRegenerationTabl e

GET- REPLACE,
aTrafficd assTabl e GET- REPLACE,
aCut boundAccessPriorityTabl e

GET,
aPort Upti me GET,
aState GET,
aPortldentifier GET,
aPortPriority CET- REPLACE,
aPat hCost GET- REPLACE,
aPor t Desi gnat edRoot GET,
aDesi gnat edCost GET,
aDesi gnat edBri dge GET,
aDesi gnat edPor t GET,
aTopol ogyChangeAck GET,

“1'SQ' | EC 10742”: provi der Enti t yNames

GET

agReadPort,

agReadFor war di ngPor t Count er s,
agReadPor t Par anet er s

acForcePort St at e;

REG STERED AS {Bri dge. noC ass port(6)};

15.4.1 Name Bindings for Port

nbPort - MACBri dgeDLE NAME Bl NDI NG

SUBORDI NATE OBJECT CLASS
NAMED BY SUPERI OR OBJECT CLASS

W TH ATTRI BUTE

oPort AND SUBCLASSES;
OMACBri dgeDLE AND SUBCLASSES;
aPor t Nunber ;

REG STERED AS {Bri dge. naneBi ndi ng port-MACBri dgeDLE(1)};
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15.4.2 Port Number Attribute definition

aPor t Number ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Port Nunber

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bPor t Nunber BEHAVI OUR
DEFI NED AS I1See 8.5.5.1 and 14.4.2.!

REG STERED AS {Bridge.attribute portNunber (20)};
15.4.3 Port Name Attribute definition

aPor t Name ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Port Nane ;

MATCHES FOR EQUALITY ;
BEHAVI OUR
bPort Nanme BEHAVI OUR
DEFI NED AS 1See 14.4.2.1.3 a)!

REG STERED AS {Bridge.attribute portNanme(21)};
15.4.4 Port Type Attribute definition

aPort Type ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Port Type ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bPort Type BEHAVI OQUR
DEFI NED AS 1See 14.4.2.1.3 b). This attribute contains an OBJECT

| DENTI FI ER val ue that indicates the MAC Entity type. The
val ue may be a registered value that identifies the
standard in which the MAC Entity type is defined, or it may
be a value that has been regi stered independently of the
MAC standard, with the intent of identifying a specific

MAC Entity type.!

REG STERED AS {Bridge.attribute portType(22)};

15.4.5 Frames Received Attribute definition

aFr anesRecei ved ATTRI BUTE

DERI VED FROM “1 SO | EC 10165-5": nonW appi ng64Bi t Count er ;
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bFr anesRecei ved BEHAVI OUR
DEFI NED AS 1See 14.6.1.1.3 a)!

REG STERED AS {Bridge.attribute framesRecei ved(23)};

15.4.6 Discard Inbound Attribute definition

aDi scar dl nbound ATTRI BUTE

DERI VED FROM “1'SA | EC 10165-5": nonW appi ng64Bi t Count er ;
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bDi scar dl nbound BEHAVI OUR
DEFI NED AS 1See 14.6.1.1.3 b).!

REG STERED AS {Bridge.attribute di scardl nbound(24)};
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15.4.7 Forward Outbound Attribute definition

aFor war dQut bound ATTRI BUTE

DERI VED FROM “1'SO' | EC 10165-5": nonW appi ng64Bi t Count er ;
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bFor war dOut bound BEHAVI OUR
DEFI NED AS 1See 14.6.1.1.3 c).!

REG STERED AS {Bridge.attribute forwardQutbound(25)};
15.4.8 Discard Lack Of Buffers Attribute definition

aDi scardLackCOf Buf fers ATTRI BUTE

DERI VED FROM “1'SA | EC 10165-5": nonW appi ng64Bi t Count er ;
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bDi scardLackOr Buf f ers BEHAVI OUR
DEFI NED AS 1See 14.6.1.1.3 d)!

RE’G| STERED AS {Bridge.attribute di scardLackOfBuffers(26)};
15.4.9 Discard Transit Delay Exceeded Attribute definition

aDi scardTransi t Del ayExceeded ATTRI BUTE

DERI VED FROM “1'SAO' | EC 10165-5": nonW appi ng64Bi t Count er ;
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bDi scar dTransi t Del ayExceeded BEHAVI OUR
DEFI NED AS 1See 14.6.1.1.3 e)!

REG STERED AS {Bridge. attribute discardTransitDel ayExceeded(27)};
15.4.10 Discard On Error Attribute definition

aDi scardOnError ATTRI BUTE

DERI VED FROM “1' SO | EC 10165-5": nonW appi ng64Bi t Count er
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bDi scar dOnError BEHAVI OUR
DEFI NED AS 1See 14.6.1.1.3 f).!

REG STERED AS {Bridge.attribute discardOnError(28)};
15.4.11 Discard On Error Detail Attribute definition

aDi scardOnErrorDetail ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Di scardOnErrorDetail ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bDi scar dOnError Detai | BEHAVI QUR
DEFI NED AS 1See 14.6.1.1.3 g).!

REG STERED AS {Bridge. attribute di scar dOnError Detail (29)}:
15.4.12 Default User Priority Attribute definition

aDefaul tUserPriority ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bridge. UserPriority ;
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR

Copyright © 1998 IEEE. All rights reserved. 245



ANSI/IEEE Std 802.1D, 1998 Edition LOCAL AND METROPOLITAN AREA NETWORKS:

bDef aul t User Priority BEHAVI OUR
DEFI NED AS 1See 14.6.2.1.3 a) and 14.6.2.2.2 b).!

REG STERED AS {Bridge.attribute defaultUserPriority(52)};
15.4.13 User Priority Regeneration Table Attribute definition

aUser PriorityRegenerationTabl e ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. User PriorityRegenerationTabl e ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bUser PriorityRegenerati onTabl e BEHAVI OUR
DEFI NED AS 1See 14.6.2.3.3 and 14.6.2.4.2.!

REG STERED AS {Bridge.attribute userPriorityRegenerationTabl e(53)};

15.4.14 Traffic Class Table Attribute definition

aTrafficC assTabl e ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bridge. Trafficd assTabl e ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bTraf fi cd assTabl e BEHAVI OUR
DEFI NED AS 1See 14.6.3.1.3 a) and 14.6.3.2.2 b).!

REG STERED AS {Bridge.attribute trafficd assTabl e(54)};

15.4.15 Outbound Access Priority Table Attribute definition

aCQut boundAccessPriorityTabl e ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Qut boundAccessPriorityTabl e ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bQut boundAccessPriority BEHAVI OUR
DEFI NED AS 1 See 14.6.3.3.3.!

RE’GI STERED AS {Bridge.attribute outboundAccessPriorityTabl e(55)};
15.4.16 Port Uptime Attribute definition

aPort Upti ne ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Upti ne

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bPort Upti me BEHAVI OUR
DEFI NED AS 1See 14.8.2.1.3 a).!

REG STERED AS {Bridge.attribute portUptinme(32)};

15.4.17 State Attribute definition

aState ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bridge. State

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bSt at e BEHAVI OUR
DEFI NED AS !See 14.8.2.1.3 b) and 8.5.5.2.!

REG STERED AS {Bridge.attribute state(33)};
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15.4.18 Port Identifier Attribute definition

aPortldentifier ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bridge. Portldentifier ;
MATCHES FOR EQUALI TY ;
BEHAVI OUR
bPortldentifier BEHAVI OQUR

DEFI NED AS 1See 14.8.2.1.3 ¢) and 8.5.5.1.!

REG STERED AS {Bridge.attribute portldentifier(34)};
15.4.19 Port Priority Attribute definition

aPortPriority ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bridge. PortPriority ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bPort Priority BEHAVI OUR
DEFI NED AS 1See 14.8.2.3.2 c).!

RE’G| STERED AS {Bridge.attribute portPriority(35)};
15.4.20 Path Cost Attribute definition

aPat hCost ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Pat hCost ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bPat hCost BEHAVI OUR
DEFI NED AS I See 8.5.5.3.!

REG STERED AS {Bridge.attribute pathCost(36)};
15.4.21 Port Designated Root Attribute definition

aPor t Desi gnat edRoot ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Desi gnhat edRoot

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bPor t Desi gnat edRoot BEHAVI OUR
DEFI NED AS 1See 8.5.5.4.!

REG STERED AS {Bridge.attribute portDesignatedRoot (37)};
15.4.22 Designated Cost Attribute definition

aDesi gnat edCost ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Desi gnat edCost ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bDesi gnat edCost BEHAVI OUR
DEFI NED AS 1See 8.5.5.5.!

REG STERED AS {Bridge.attribute designatedCost(38)};
15.4.23 Designated Bridge Attribute definition

aDesi gnat edBri dge ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Desi gnat edBri dge ;
MATCHES FOR EQUALI TY ;
BEHAVI OUR
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bDesi gnat edBri dge BEHAVI OUR
DEFI NED AS !See 8.5.5.6.!

REG STERED AS {Bridge.attribute designatedBridge(39)};
15.4.24 Designated Port Attribute definition

aDesi gnat edPort ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Desi gnat edPort ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bDesi gnat edPort BEHAVI OUR
DEFI NED AS 1See 8.5.5.7.!

REG STERED AS {Bridge.attribute designatedPort (40)};

15.4.25 Topology ChangeAck Attribute definition

aTopol ogyChangeAck ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Topol ogyChangeAck

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bTopol ogyChangeAck BEHAVI OUR
DEFI NED AS ! See 8.5.5.8.!

REG STERED AS {Bridge.attribute topol ogyChangeAck(41)};

15.4.26 Read Port Attribute Group definition

agReadPort ATTRI BUTE GROUP

GROUP ELEMENTS aPor t Nare,
aPort Type
FI XED ;
DESCRI PTI ON ! This attribute group is used in the nmapping of the Read

Port operation, as defined in Table 15-11.!
REGQ STERED AS {Bridge.attributeG oup readPort(2)};

15.4.27 Read Forwarding Port Counters Attribute Group definition

agReadFor war di ngPor t Count ers ATTRI BUTE GROUP

GROUP ELEMENTS aFr anesRecei ved,
aDi scar dl nbound,
aFor war dQut bound,
aDi scardLackOf Buffers,
aDi scar dTr ansi t Del ayExceeded,
aDi scardOnError,
aDi scar dOnError Det ai |

FI XED ;

DESCRI PTI ON !This attribute group is used in the mapping of the Read
Forwardi ng Port Counters operation, as defined in
Tabl e 15-13.! ;

REG STERED AS {Bridge. attributeG oup readForwardi ngPort Counters(3)};
15.4.28 Read Port Parameters Attribute Group definition

agReadPor t Par anet ers ATTRI BUTE GROUP
GROUP ELEMENTS aPort Upti e,
aSt at e,
aPortldentifier,
aPat hCost ,
aPor t Desi gnat edRoot ,
aDesi gnat edCost ,
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aDesi gnat edBri dge,
aDesi gnat edPor t ,
aTopol ogyChangeAck

FI XED ;
DESCRI PTI ON ! This attribute group is used in the nmapping of the Read

Port Paraneters operation, as defined in Table 15-30.! ;
REG STERED AS {Bridge.attributeG oup readPort Paraneters(5)};

15.4.29 Force Port State Action definition

acForcePort State ACTI ON

BEHAVI OUR
bFor cePort St at e BEHAVI OUR
DEFI NED AS ' Mbdel s the Force Port State operation, as described in
14.8.2. 2.1
WTH | NFORVATI ON SYNTAX Bri dge. ForcePort State ;

REG STERED AS {Bridge.action forcePortState(1)};

15.5 Selective Translation Table Entry Managed Object Class definition

oSel ectiveTransl ati onTabl eEntry MANAGED OBJECT CLASS
DERI VED FROM “1 SO | EC 10165-2": t op;
CHARACTERI ZED BY
pSel ecti veTransl ati onTabl eEntry PACKAGE

BEHAVI OUR
bSel ecti veTransl ati onTabl eEntry BEHAVI OUR
DEFI NED AS ! The Sel ective Translation Table Entry nanaged obj ect
class nodel s the properties of a single entry in the
Sel ective Transl ation Table, as described in 5.2 of
1 SO | EC 11802- 5!
ATTRI BUTES aTypeVal ue GET -- Naming attribute

RECI STERED AS {Bri dge. noCl ass sel ectiveTransl ati onTabl eEntry(2)};
15.5.1 Name Bindings for Selective Translation Table Entry

nbSel ecti veTransl ati onTabl eEntry-Port NAVE Bl NDI NG

SUBORDI NATE OBJECT CLASS oSel ectiveTransl ati onTabl eEntry
AND SUBCLASSES;

NAMED BY SUPERI OR OBJECT CLASS oPort AND SUBCLASSES;

W TH ATTRI BUTE aTypeVal ue;

CREATE;

DELETE;

REG STERED AS {Bri dge. naneBi ndi ng sel ectiveTransl ati onTabl eEntry-Port(2)};
15.5.2 Type Value Attribute definition

aTypeVal ue ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. TypeVal ue
MATCHES FOR EQUALITY ;

BEHAVI OUR
bTypeVal ue BEHAVI OUR
DEFI NED AS I'An integer value that represents the value of a

regi stered Ethernet Protocol Type. The encoding of the
type value as an integer, and the corresponding bit/octet
transm ssi on order when encoded in an Ethernet type
field, are as defined in I SO |EC 11802-5.!

REG STERED AS {Bridge.attribute typeVal ue(42)};
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15.6 Permanent Database Managed Object Class definition

oPer manent Dat abase MANAGED OBJECT CLASS
DERI VED FROM “I1SO | EC 10165-2":top ;
CHARACTERI ZED BY
pPer manent Dat abase PACKAGE

BEHAVI OUR
bPer manent Dat abase BEHAVI OUR
DEFI NED AS
I'An instance of the Pernmanent Database nanaged obj ect
class is a container nanaged object for the Database
Entry nmanaged objects that conprise the Permanent
Dat abase. The functionality of the Pernmanent Database is
as described in 14.7.5; the Pernmanent Database nanaged
obj ect nodels only those aspects of the Permanent
Dat abase that are necessary in order to support the Read
Per manent Dat abase operation, as described in 14.7.5.1.!
ATTRI BUTES abDat abaseNanme | NI TI AL VALUE Bri dge. per manent Dat abaseNane
GET, -- Naming Attribute
aDat abaseSi ze GET,
aNunber Of Entri es GET
ATTRI BUTE GROUPS agReadDat abase
REG STERED AS {Bri dge. nod ass per nanent Dat abase(3)};
15.6.1 Name Bindings for Permanent Database
nbPer manent Dat abase- MACBri dgeDLE NAME Bl NDI NG
SUBORDI NATE OBJECT CLASS oPer manent Dat abase AND SUBCLASSES;
NAMED BY SUPERI OR OBJECT CLASS OMACBr i dgeDLE AND SUBCLASSES;

W TH ATTRI BUTE aDat abaseNane;
REG STERED AS {Bri dge. nameBi ndi ng per manent Dat abase- MACBri dgeDLE(3) };

15.6.2 Database Name Attribute definition

abDat abaseNanme ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Dat abaseNanme ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bDat abaseNanme BEHAVI OUR
DEFI NED AS I'Naming attribute for databases!

REG STERED AS {Bridge.attribute databaseNane(43)};

15.6.3 Database Size Attribute definition

aDat abaseSi ze ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Dat abaseSi ze ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bDat abaseSi ze BEHAVI QUR
DEFI NED AS 1See 14.7.1.1.3 a) and 14.7.5.1.3 a).!

REGI STERED AS {Bridge. attribute databaseSi ze(44)};
15.6.4 Number Of Entries Attribute definition

aNunber O Entri es ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Nunber Of Entri es
MATCHES FOR EQUALI TY, ORDERI NG ;
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BEHAVI OUR
bNunber Of Ent ri es BEHAVI OUR
DEFI NED AS 1See 14.7.1.1.3 a) and 14.7.5.1.3 a).!

REG STERED AS {Bridge.attribute nunber O Entries(45)};

15.6.5 Read Database Attribute Group definition

agReadDat abase ATTRI BUTE GROUP
GROUP ELEMENTS aDat abaseSi ze,
aNunmber OFEntri es

DESCRI PTI ON ! This attribute group is used in the nmapping of the Read
Filtering Dat abase and Read Pernanent Database
operations, as defined in Table 15-21 and
Tabl e 15-23.! ;

REG STERED AS {Bridge. attri buteG oup readDat abase(6)};

15.7 Filtering Database Managed Object Class definition

oFi I teri ngDat abase MANAGED OBJECT CLASS
DERI VED FROM “1SO | EC 10165-2":top ;
CHARACTERI ZED BY
pFi | t eri ngDat abase PACKAGE

BEHAVI OUR
bFi | t eri ngDat abase BEHAVI OUR
DEFI NED AS I'An instance of the Filtering Database nanaged obj ect
class is a container nanaged object for the Database
Entry nmanaged objects that conprise the Filtering
Dat abase. The functionality of the Filtering Database is
as described in 14.7.1; the Filtering Database nanaged
obj ect nodels only those aspects of the Filtering Database
that are necessary in order to support the Read Filtering
Dat abase and Set Filtering Database Agei ngTi ne
operations, as described in 14.7.1.1 and 14.7.1.2.!
ATTRI BUTES aDat abaseName | NI TIAL VALUE Bridge.filteringDatabaseNane
GET, -- Naming Attribute
abDat abaseSi ze GET,
aNunber Of Entri es GET,
aNunber Of Dynam cEntri es GET,
aAgei ngTi ne GET- REPLACE
ATTRI BUTE GROUPS agReadDat abase aNurmber O Dynami cEntri es
aAgei ngTi ne

-- Add to the group definition

’OO\IDI TI ONAL PACKAGES
pFDG oupSupport PACKAGE
ATTRI BUTES aNunber O G- oupRegi strati onEntries GET

ATTRI BUTE GROUPS agReadDat abase
aNunber Of G- oupRegi strati onEntri es
-- Add to the group definition

REG STERED AS {Bri dge. package fdG oupSupport (0)}

PRESENT | F ! Extended Filtering Services (6.6) are subported on this Port.!;
REGQ STERED AS {Bridge. noC ass filteringDatabase(7)};

15.7.1 Name Bindings for Filtering Database

nbFi | t eri ngDat abase- MACBri dgeDLE NAME Bl NDI NG
SUBORDI NATE OBJECT CLASS oFi I teri ngDat abase AND SUBCLASSES;
NAMED BY SUPERI OR OBJECT CLASS OMACBri dgeDLE AND SUBCLASSES;
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W TH ATTRI BUTE aDat abaseNane;
REG STERED AS {Bri dge. nameBi ndi ng filteringDatabase- MACBri dgeDLE(4)};

15.7.2 Number Of Dynamic Entries Attribute definition

aNunber Of Dynami cEntri es ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Nunber Of Dynami cEntri es

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bNunmber Of Dynam cEnt ri es BEHAVI OUR
DEFI NED AS 1See 14.7.1.1.3 ¢).!

REG STERED AS {Bridge.attribute nunber O Dynam cEntries(46)};

15.7.3 Ageing Time Attribute definition

aAgei ngTi ne ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Agei ngTi ne

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bAgei ngTi me BEHAVI OUR
DEFI NED AS 1See 14.7.1.1.3 d) and 7.9.2.!

REGQ STERED AS {Bridge. attribute agei ngTi ne(47)};

15.7.4 Number Of Group Registration Entries Attribute definition

aNunber Of GroupRegi strati onEntri es ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Nunber Of GroupRegi strati onEntries ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bNunmber Of G oupRegi strati onEntri es BEHAVI OUR
DEFI NED AS 1See 14.7.1.1.3 ¢).!

REG STERED AS {Bridge. attri bute nunber Of G oupRegi strationEntries(56)};

15.8 Database Entry Managed Object Class definition

oDat abaseEntry MANAGED OBJECT CLASS
DERI VED FROM “1 SO | EC 10165-2":top ;
CHARACTERI ZED BY
pDat abaseEntry PACKAGE

BEHAVI OUR
bDat abaseEnt ry BEHAVI OUR
DEFI NED AS | The Dat abase Entry nmanaged obj ect class nodels dynamc

entries (Dynamic Filtering Entries and G oup Registration
Entries) and static entries (Static Filtering Entries)
in the filtering and pernmanent databases, described in
14.7.1 and 14.7.5. The Database Entry managed object class
provides the capabilities described in 14.7.6.!

ATTRI BUTES aAddr ess GET, -- Naming Attribute
aPor t Map CET- REPLACE,
aeEntryType CET,
aEnt ryl ndex GET

ATTRI BUTE GROUPS agReadDat abaseEntry

REG STERED AS {Bridge. noC ass dat abaseEntry(5)};
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15.8.1 Name Bindings for Database Entry

nbPer manent Ent r y- Per manent Dat abase NAME Bl NDI NG

SUBORDI NATE OBJECT CLASS oDat abaseEntry AND SUBCLASSES;
NAVED BY SUPERI OR OBJECT CLASS oPer manent Dat abase AND SUBCLASSES;
W TH ATTRI BUTE aAddr ess;

CREATE;

DELETE;

REG STERED AS {Bri dge. naneBi ndi ng per manent Ent r y- Per manent Dat abase(5) };

nbStati cEntry-FilteringDatabase NAVE Bl NDI NG

SUBORDI NATE OBJECT CLASS oDat abaseEntry AND SUBCLASSES;
NAMED BY SUPERI OR OBJECT CLASS oFi | teri ngDat abase AND SUBCLASSES;
W TH ATTRI BUTE aAddr ess;

CREATE;

DELETE;

REQ STERED AS {Bri dge. naneBi ndi ng staticEntry-FilteringDatabase(6)};

nbDynami cEntry-Filteri ngDat abase NAME Bl NDI NG

SUBORDI NATE OBJECT CLASS oDat abaseEntry AND SUBCLASSES;
NAMVED BY SUPERI OR OBJECT CLASS oFi |l teri ngDat abase AND SUBCLASSES;
W TH ATTRI BUTE aAddr ess;

DELETE;

REGQ STERED AS {Bri dge. naneBi ndi ng dynam cEntry-FilteringDatabase(7)};

nbG oupEntry-Fil teri ngDat abase NAME BI NDI NG

SUBORDI NATE OBJECT CLASS oDat abaseEntry AND SUBCLASSES;
NAMED BY SUPERI OR OBJECT CLASS oFi | teri ngDat abase AND SUBCLASSES;
W TH ATTRI BUTE aAddr ess;

REG STERED AS {Bri dge. naneBi ndi ng groupEntry-FilteringDatabase(8)};
15.8.2 Address Attribute definition

aAddress ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Addr ess ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bAddr ess BEHAVI QUR
DEFI NED AS 1See 14.7.6.1.2 b), 14.7.6.2.2 b), 14.7.6.3.2 b),

14.7.6.3.3 a), and 14.7.6.4.3 c)1). The attribute is either
MAC Address (Dynam c and Group entries) or a sequence
consisting of a Port Number and a MAC Address (Static
entries), where the Port nunber indicates the inbound

Port. In the latter case, a Port nunber of 256
is used to indicate “all Ports”.!

REG STERED AS {Bridge.attribute address(57)};
15.8.3 Port Map Attribute definition

aPort Map ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Port Map ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bPor t Map BEHAVI OUR
DEFI NED AS 'See 14.7.6.3.3 ¢) and 14.7.6.4.3 c) 3).

The Port Nunber syntax is used in instances of the Dynamc
Filtering Entry nanaged object class to indicate the

Port for which Forwarding is specified.

The PortMap syntax is used in G oup Registration

Entries, and in Static Filtering Entries that are unable
to indicate forwarding/filtering based on the use of
dynamic filtering information (see 7.9.1). The BI TSTRI NG
is used to represent the outbound port forwarding/
filtering indicators. The bit nunber of a given bit in
the BIT- STRING corresponds to the Port Nunmber of the Port
to which it refers; a value of 1 in the bit indicates
Forwarding, O indicates Filtering.
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The Port Ext endedMap syntax is used in in Static Filtering
Entries that are able to indicate forwarding/filtering
based on the use of dynamic filtering information (see
7.9.1). Pairs of bits in the BITSTRING are used to
represent the outbound port forwarding/filtering
indicators. Bits 0 and 1 in the BlI TSTRI NG correspond

to Port Nunber 0, Bits 2 and 3 correspond to Port nunber
1; and so on. In each pair of bits, a value of 1 in the

| ower - nunbered bit indicates forwarding or filtering
based on dynanmic filtering information. A value of 0 in
the | ower-nunbered bit indicates forwarding or filtering
based on the value of the higher-nunbered bit; a val ue of
1 in the higher-nunbered bit indicates Forwarding,

O indicates Filtering.!

RECI STERED AS {Bridge.attribute portMap(58)};
15.8.4 Entry Type Attribute definition

aEntryType ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bridge. EntryType ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bEnt ryType BEHAVI OUR
DEFI NED AS 1See 14.7.6.3.3 b), 14.7.6.4.3 c) 2).!

REQ STERED AS {Bridge. attribute entryType(50)}:
15.8.5 Entry Index Attribute definition

aEntryl ndex ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Entryl ndex

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bEnt ryl ndex BEHAVI OUR
DEFI NED AS ! The i ndex nunber of a database entry within a given

dat abase (Filtering or Permanent). Its value ranges from
0 through (DataBase Size) -1. In a given database, all
dat abase entries shall be assigned uni que index nunbers.!

REG STERED AS {Bridge.attribute entryl ndex(51)};
15.8.6 Read Database Entry Attribute Group definition

agReadDat abaseEntry ATTRI BUTE GROUP
GROUP ELEMENTS aPort Map,
aeEntryType,
aEnt ryl ndex

FI XED ;

DESCRI PTI ON ! This attribute group is used in the nmapping of the Read
Filtering Entry and Read Filtering Entry Range
operations, as defined in Table 15-26 and
Tabl e 15-27.! ;

REG STERED AS {Bridge. attributeG oup readDat abaseEntry(7)};

15.9 GARP Application Managed Object Class definition

0GARPAppl i cati on MANAGED OBJECT CLASS
DERI VED FROM “1SO | EC 10165-2":top ;
CHARACTERI ZED BY
PGARPAppl i cati on PACKAGE
BEHAVI OUR
bGARPAppl i cati on BEHAVI OUR
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DEFI NED AS ! The GARP Application nmanaged object class acts as a container
object for the GARP Attribute Type object(s)(14.9.2) that relate
to a particular GARP Application.!

ATTRI BUTES aAppl i cati onNane GET -- Naming Attribute

RECI STERED AS {Bri dge. noCl ass gar pAppl i cation(8)};
15.9.1 Name Bindings for GARP Application

nbGARPAppl i cati on- Port NAME Bl NDI NG

SUBORDI NATE OBJECT CLASS 0GARPAppl i cation AND SUBCLASSES;
NAMED BY SUPERI OR OBJECT CLASS oPort AND SUBCLASSES;
W TH ATTRI BUTE aAppl i cati onNane;

REG STERED AS {Bri dge. naneBi ndi ng gar pApplication-Port(9)};
15.9.2 Application Name Attribute definition

aAppl i cati onName ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Appl i cati onNane ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bAppl i cati onName BEHAVI OUR
DEFI NED AS I The nane of a GARP Application, consisting of the GARP

Application address of the Application concerned (see 12.3.1).!

REG STERED AS {Bridge.attribute applicati onName(59)};

15.10 GARP Attribute Type Managed Object Class definition

0GARPAt t ri but eType MANAGED OBJECT CLASS
DERI VED FROM “1 SO | EC 10165-2":top ;
CHARACTERI ZED BY
pGARPAL t ri but eType PACKAGE

BEHAVI OUR
boGARPAL t ri but eType BEHAVI QUR
DEFI NED AS ! The GARP Attribute Type nanaged object class is a
cont ai ner object for nanaged objects of the GARP
Attribute nanaged object class. An instance of this
class is contained in the GARP Applicati on nmanaged obj ect
for each Attribute Type supported by that Application.
The obj ect also nodels the ability to nodify the Applicant
Admini strative Control value for the Attribute type, and to
read a count of failed registrations for that Attribute type
(see 14.9.2).!
ATTRI BUTES aGARPAt t ri but eType GET, -- Naming Attribute
aAppl i cant Admi ni strativeControl
GET- REPLACE,
aFai | edRegi strations GET
REG STERED AS {Bri dge. nod ass garpAttributeType(9)};
15.10.1 Name Bindings for GARP Attribute Type
nbGARPAt t ri but eType- GARPParti ci pant NAME Bl NDI NG
SUBORDI NATE OBJECT CLASS 0GARPAt t ri but eType AND SUBCLASSES;
NAMED BY SUPERI OR OBJECT CLASS 0GARPParti ci pant AND SUBCLASSES;
W TH ATTRI BUTE aGARPAt t ri but eType;

REG STERED AS {Bri dge. nameBi ndi ng gar pAttribut eType- GARPParti ci pant (10)};

Copyright © 1998 IEEE. All rights reserved. 255



ANSI/IEEE Std 802.1D, 1998 Edition LOCAL AND METROPOLITAN AREA NETWORKS:

15.10.2 GARP Attribute Type Attribute definition

aGARPAt t ri but eType ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. GARPAt t ri but eType ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bGARPAL t ri but eType BEHAVI OUR
DEFI NED AS I This attribute carries the value of a GARP Attribute

Type for a given GARP Application (see 12.11.2.2).!

REG STERED AS {Bridge.attribute garpAttributeType(64)};

15.10.3 Applicant Administrative Control Attribute definition

aAppl i cant Admi ni strativeControl ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Appl i cant Admi ni strativeControl ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bAppl i cant Admi ni strati veControl BEHAVI OUR
DEFI NED AS !This attribute carries the value of the Applicant

Admi ni strative Control paraneter for a
GARP Attribute type (see 12.9.2).!

REG STERED AS {Bridge.attribute applicant Adm nistrativeControl (66)};

15.10.4 Failed Registrations Attribute definition

aFai | edRegi strati ons ATTRI BUTE

DERI VED FROM “1'SO' | EC 10165-5": nonW appi hg64Bi t Count er
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bFai | edRegi strati ons BEHAVI OUR
DEFI NED AS ! The current value of the Failed Registrations counter

mai ntai ned for a GARP Attribute type (see 14.9.2).!

REG STERED AS {Bridge.attribute failedRegistrations(63)};

15.11 GARP Attribute Managed Object Class definition

0GARPAt tri bute MANAGED OBJECT CLASS
DERI VED FROM “1SO| EC 10165-2":top ;
CHARACTERI ZED BY
pGARPAL t ri but e PACKAGE

BEHAVI OUR
boGARPAt t ri but e BEHAVI OUR
DEFI NED AS I The GARP Attribute nanaged object class nodels the

operations that can be perfornmed on the state machine for
an instance of a GARP Attribute. An instance of this
class is contained in the GARP Attribute Type managed
obj ect for each instance of the Attribute type that exists in
any G P Context supported by the Application concerned.!

ATTRI BUTES aGARPAt tri bute GET, ~-- Naming Attribute

asSt at evVal ue CGET
CONDI TI ONAL  PACKAGES

pPGARPOr i gi nat or Support PACKAGE
ATTRI BUTES aOri gi nat or Of Last PDU GET

REG STERED AS {Bri dge. package garpOri gi nat or Support (1)} ;
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PRESENT | F ' Recording of |ast GARP PDU originator address is
supported by GARP (14.9.2.1).!;
REGQ STERED AS {Bridge. noCd ass garpAttribute (10)};

15.11.1 Name Bindings for GARP Attribute

nbGARPAL t ri but e- GARPAL t ri but eType NAME Bl NDI NG

SUBORDI NATE OBJECT CLASS O0GARPAt t ri bute AND SUBCLASSES ;
NAMED BY SUPERI OR OBJECT CLASS 0GARPAt t ri but eType AND SUBCLASSES ;
W TH ATTRI BUTE aGARPAttri bute ;

REGQ STERED AS {Bri dge. naneBi ndi ng gar pAttri but e- GARPAttri but eType(11)};
15.11.2 GARP Attribute Attribute definition

aGARPAt tri bute ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. GARPAttri bute ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bGARPAL t ri but e BEHAVI OUR
DEFI NED AS !This is the naming attribute for the GARP Attribute nanaged

object class. It consists of a G P Context identifier value
(12.3.3), concatenated with a GARP Attribute value (12.11.2.6).!

REG STERED AS {Bridge.attribute garpAttribute (65)};

15.11.3 State Value Attribute definition

aSt at eVal ue ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. St at eVal ue ;

MATCHES FOR EQUALI TY ;
BEHAVI CUR
bSt at eVal ue BEHAVI OUR
DEFI NED AS !This attribute carries the value of the conbi ned

Applicant and Registrar state for an instance of a
GARP Attribute (see 12.8.4).!

REG STERED AS {Bridge.attribute stateValue (67)};

15.11.4 OriginatorOfLastPDU Attribute definition

aOri gi nat or Of Last PDU ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Ori gi nat or Of Last PDU ;

MATCHES FOR EQUALI TY ;
BEHAVI OUR
bOri gi nat or Of Last PDU BEHAVI OUR
DEFI NED AS I This attribute carries the value of source MAC Address

of the originator of the last GARP PDU that caused a
state change to the GARP State Machine for this instance
of the GARP Attribute nanaged object class

(see 14.9.2.1.3).!

REG STERED AS {Bridge.attribute originatorOLastPDU (68)};

15.12 GARP Timers Managed Object Class definition

O0GARPTI ners MANAGED OBJECT CLASS
DERI VED FROM “1SO' | EC 10165-2":top ;
CHARACTERI ZED BY
pGARPTI nmers PACKAGE

BEHAVI OUR
boGARPTI mers BEHAVI OUR
DEFI NED AS ! The GARP Ti ners managed object class nodels the

operations that can be performed on the timer values used by all
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GARP Applications associated with a given Port. An instance of
thi s managed object class is contained in the Port managed
object of any Port that supports any GARP Applications.!

ATTRI BUTES aGARPTI ner s GET, -- Nanming Attribute

aJoi nTi e GET- REPLACE,
alLeaveTi ne GET- REPLACE,
alLeaveAl | Ti me CGET- REPLACE

RE’G| STERED AS {Bri dge. noCl ass garpTinmers (11)};

15.12.1 Name Bindings for GARP Timers

nbGARPTI ners- Port NAME Bl NDI NG

SUBORDI NATE OBJECT CLASS O0GARPTI mers AND SUBCLASSES ;
NAMED BY SUPERI OR OBJECT CLASS oPort AND SUBCLASSES ;
W TH ATTRI BUTE aGARPTI ners ;

REG STERED AS {Bri dge. naneBi ndi ng gar pTi nmers-Port (12)};
15.12.2 GARP Timers Attribute definition

aGARPTiI mers ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. GARPTI ners ;

MATCHES FOR EQUALITY ;
BEHAVI OUR
bGARPTI nmer s BEHAVI OUR
DEFI NED AS !This is the naming attribute for the GARP Tiners object.!

REQ STERED AS {Bridge. attribute garpTinmers (69)};
15.12.3 Join Time Attribute definition

aJoi nTi me ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. Joi nTine ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bJoi nTi me BEHAVI OUR
DEFI NED AS I The current value of Join Time in use by a GARP

Participant (see 12.12.1).!

RE’G| STERED AS {Bridge.attribute joinTime(60)};
15.12.4 Leave Time Attribute definition

alLeaveTi me ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bri dge. LeaveTi ne ;

MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bLeaveTi me BEHAVI OUR
DEFI NED AS ! The current value of Leave Tine in use by a GARP

Participant (see 12.12.1).!

REG STERED AS {Bridge.attribute | eaveTi me(61)};
15.12.5 Leave All Time Attribute definition

alLeaveAl | Ti me ATTRI BUTE
W TH ATTRI BUTE SYNTAX Bridge. LeaveAl | Ti ne ;
MATCHES FOR EQUALI TY, ORDERI NG ;
BEHAVI OUR
bLeaveAl | Ti me BEHAVI OUR
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DEFI NED AS ! The current value of Leave All Tinme in use by a GARP
Participant (see 12.12.1).!

REG STERED AS {Bridge.attribute | eaveAl | Ti me(62)};

15.13 ASN.1 definitions

The following ASN.1 module defines the data types and data values necessary to complete the managed
object class definitions for the MAC Bridge.

Bridge {iso(1) member-body(2) us(840) ieee802dot1D(10009) asn1M odule(2) bridgeDefinitions(0) ver sion2(1)}
DEFINITIONS::=BEGIN

IMPORTS

-- Import MACAddress from |EEE Std. 802.1F

MACAddress

FROM |EEE802CommonDefinitions {iso(1) member-body(2) us(840) ieee802-1F(10011)
asnlmodule(2) commondefinitions(0) version1(0) }

; -- End of IMPORTS

-- Define short-form identifiersfor OID prefixes

bridge OBJECT IDENTIFIER ::={iso(1) member-body(2) us(840) ieee802dot1D(10009)}
action OBJECT IDENTIFIER ::={bridge action(9)}

asnlModule OBJECT IDENTIFIER ::={bridge asn1M odule(2)}

attribute OBJECT IDENTIFIER ::={bridge attribute(7)}

attributeGroup OBJECT IDENTIFIER ::={bridge attributeGroup(8)}

extensions OBJECT IDENTIFIER ::={bridge standar dSpecificExtensions(0)}
moClass OBJECT IDENTIFIER ::={bridge managedObjectClass(3)}
nameBinding OBJECT IDENTIFIER ::={bridge nameBinding(6)}

notification OBJECT IDENTIFIER ::={bridge notification(10)}

package OBJECT IDENTIFIER ::={bridge package(4)}

parameter OBJECT IDENTIFIER ::={bridge parameter (5)}

-- Define other Types and Values used by the GDM O definitions

AccessPriority = INTEGER -- Range 0 through 7
Address ::=CHOICE {[0] MACAddress, -- Dynamic entries
[1] SEQUENCE {PortNumber,
MACAddress}
} -- Static entries
AgeingTime = INTEGER -- Units of 1/256 seconds
ApplicantAdministrativeControl ::= BOOLEAN {disabled FAL SE,
enabled TRUE}
ApplicationName ::= GARPApplicationAddress
BridgeAddress ;== MACAddress
BridgeForwardDelay ::= ForwardDelay -- Range 4.0 - 30.0 seconds
BridgeHelloTime ::=HéelloTime -- Range 1.0 - 10.0 seconds
Bridgel dentifier ;= SEQUENCE {BridgePriority,
BridgeAddress}
BridgeM axAge ::=MaxAge -- Range 6.0 - 40.0 seconds
BridgeName ;= GraphicString -- Max 32 characterslong
BridgeNumPorts = INTEGER -- Range1 - 255
BridgePortAddresses ;= SET OF SEQUENCE {PortNumber,
PortAddress}
BridgePriority = INTEGER -- Range 0 - 65535
DatabaseName ::= GraphicString
DatabaseSize ::=INTEGER
DesignatedBridge ;= Bridgel dentifier
DesignatedCost ;= INTEGER
DesignatedPort ::= Portldentifier
DesignatedRoot ::= Bridgel dentifier
DiscardOnError Detail ;= SET OF SEQUENCE {sourceAddress MACAddress,
reason DiscardReason }
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Discar dReason :=INTEGER
Entrylndex = INTEGER
EntryType 1= INTEGER
filteringDatabaseName GraphicString  ::="“fdb”
ForwardDelay = INTEGER
GARPApplicationAddress ::=MACAddress
GARPAttribute ::= SEQUENCE

LOCAL AND METROPOLITAN AREA NETWORKS:

--16 elementsin the SET
{frameTooL ar ge(1)
-- No other reasons at present --}

{static(1),
dynamic(0) }

-- Units of 1/256 seconds

{GIPContextID,
attributevValue OCTETSTRING}

-- TheAttribute Valuefield carries an nAttribute Value encoded as a sequence of octets, as defined by the GARP Application
-- within which theAttributeisused. The encoding and interpretation of the octet string is as defined for such attribute
-- valueswhen carried as a sequence of octetsin GARP PDUs (12.11).

GARPAttributeType

=INTEGER

GARPTIimers ::= GraphicString (“GT")

GIPContextID = INTEGER

HelloTime :=INTEGER -- Units of 1/256 seconds

HoldTime ::=INTEGER -- Units of 1/256 seconds

JoinTime = INTEGER -- Units of centiseconds

LeaveTime ;= INTEGER -- Units of centiseconds

LeaveAllTime ::=INTEGER -- Units of centiseconds

MaxAge = INTEGER -- Units of 1/256 seconds

Number OfEntries :=INTEGER

Number OfDynamicEntries = INTEGER

Number OfGroupRegistrationEntries = INTEGER

Originator OfL astPDU ::=MACAddress

OutboundAccessPriorityTable ::= SEQUENCE {AccessPriority, -- for user priority =0
AccessPriority, -- for user priority =1
AccessPriority, -- for user priority =2
AccessPriority, -- for user priority =3
AccessPriority, -- for user priority =4
AccessPriority, -- for user priority =5
AccessPriority, -- for user priority =6
AccessPriority} -- for user priority =7

permanentDatabaseName GraphicString :=“pdb”

PortAddress ::=MACAddress
PortBitmap ::=BITSTRING
PortExtendedM ap ::=BITSTRING
Portldentifier 1= SEQUENCE {PortPriority,
PortNumber }
PortName ::= GraphicString -- Max 32 characters
PortNumber = INTEGER
PortMap ::=CHOICE {[0] PortNumber,
[1] PortBitmap
[2] PortExtendedM ap}
PortPriority = INTEGER -- Range 0 - 255
PathCost ;= INTEGER -- Range 1 - 65535
PortType ::= OBJECT IDENTIFIER
RootPathCost :=INTEGER
RootPort ::= Portldentifier
ForcePortState 1= State -- new Stateislimited to either Disabled or Blocking only
State = INTEGER {disabled (0), -- Port State
listening (1),
learning (2),
forwarding (3),
blocking (4)}
StateValue ;= INTEGER {va-mt (0),
va-lv (1),
vp-mt (2),
vp-lv (3),
vo-mt (4),
vo-lv (5),
va-in (6),
vp-in (7),
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vo-in (8),
aa-mt (9),
aa-lv (10),
aa-in (11),
ap-in (12),
ao-in (13),
ga-mt (14),
ga-lv (15),
ga-in (16),
qp-in (17),
qo-in (18),
la-mt (19),
la-Iv (20),
lo-mt (21),
lo-lv (22),
la-in (23)}
TopologyChange ::= BOOLEAN
TopologyChangeAck ::=BOOLEAN
TrafficClassTable ;= SEQUENCE {
noOfSupportedClasses INTEGER, -- Range 0 through 7
SEQUENCE OF TrafficClassTableEntry}
-- The number of elementsin the SEQUENCE OF is exactly equal to the number of traffic
-- classes supported on the Port.
TrafficClassTableEntry ;1= SEQUENCE {trafficClass INTEGER, -- Range 0 through 7
priorities SET OF UserPriority}
-- Each possible user priority value appear s exactly once within the Traffic Class Table; i.e.,
-- it isnot permitted to create a table in which the mapping from user priority to traffic
-- classisambiguous or undefined.

TypeValue = INTEGER -- Range 0 - 65535

Uptime ;= INTEGER -- Units of 1/256 secs

UserPriority 1= INTEGER -- Range O through 7

User PriorityRegenerationTable ;= SEQUENCE {UserPriority, -- for received priority =0
UserPriority, -- for received priority = 1
UserPriority, -- for received priority =2
UserPriority, -- for received priority =3
UserPriority, -- for received priority =4
UserPriority, -- for received priority =5
UserPriority, -- for received priority = 6
UserPriority} -- for received priority =7

END
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16. Bridge performance

This clause specifies a set of parameters that represent the performance of a Bridge. These parameters have
been selected to allow abasic level of confidence to be established in a Bridge, for use in an initial determi-
nation of its suitability for a given application. They cannot be considered to provide an exhaustive descrip-
tion of the performance of a Bridge. It is recommended that further performance information be provided
and sought concerning the applicability of a Bridge implementation.

The following set of performance parametersis defined:

a)  Guaranteed Port Filtering Rate, and arelated time interval Tg that together characterize the traffic for
which filtering is guaranteed.
b) Guaranteed Bridge Relaying Rate, and arelated time interval Tg.

16.1 Guaranteed Port Filtering Rate

For a specific Bridge Port, a valid Guaranteed Port Filtering Rate, in frames per second, is a value that,
given any set of frames from the specific Bridge Port to be filtered during any T interval, the Forwarding
Process shall filter al of the set aslong as all of the following are true:

a) Thenumber of framesin the set does not exceed the specific Bridge Port’'s Guar anteed Port Filter-
ing Rate multiplied by Tr.

b) The Guaranteed Port Filtering Rate of each of the other Bridge Port(s) is not exceeded.

¢) TheGuaranteed Bridge Relaying Rate is not exceeded.

d) Relayed frames are not discarded due to output congestion (7.7.3).

€) The information upon which the filtering decisions are based has been configured in the Filtering
Database prior to the start of time interval Tg.

16.2 Guaranteed Bridge Relaying Rate

For aBridge, avalid Guaranteed Bridge Relaying Rate, in frames per second, is avalue that given any set
of frames from the specific Bridge Port to be relayed during any Tg interval, the Forwarding Process shall
relay al of the set aslong as al of the following are true:

a) The number of frames in the set does not exceed the Bridge's Guar anteed Bridge Relaying Rate
multiplied by Tg.

b) TheGuaranteed Port Filtering Rate of each Bridge Port is not exceeded.

¢) Relayed framesare not discarded due to output congestion (7.7.3).

d) Theinformation upon which the forwarding decisions are based has been configured in the Filtering
Database prior to the start of timeinterval Tg.
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Annex A

(normative)

PICS proformat

A.l Introduction

The supplier of a protocol implementation which is claimed to conform to this standard shall complete the
following Protocol |mplementation Conformance Statement (PICS) proforma. If support of Source Routing
Transparent Bridge Operation is claimed, then the supplier shall also complete the Protocol Implementation
Conformance Statement (PICS) proforma described in Annex D.

A completed PICS proforma is the PICS for the implementation in question. The PICS is a statement of
which capabilities and options of the protocol have been implemented. The PICS can have a number of uses,
including use

a) By the protocol implementor, as a checklist to reduce the risk of failure to conform to the standard
through oversight;

b) By the supplier and acquirer—or potential acquirer—of the implementation, as a detailed indication
of the capabilities of the implementation, stated relative to the common basis for understanding pro-
vided by the standard PICS proforma;

¢) By the user—or potential user—of the implementation, as abasis for initially checking the possihil-
ity of interworking with another implementation (note that, while interworking can never be guaran-
teed, failure to interwork can often be predicted from incompatible PICSs);

d) By aprotocol tester, as the basis for selecting appropriate tests against which to assess the claim for
conformance of the implementation.

A.2 Abbreviations and special symbols

A.2.1 Status symbols

M mandatory

o optional

O.n  optional, but support of at least one of the group of options labelled by the same numera n is
required

X prohibited

pred: conditional-item symbol, including predicate identification: see A.3.4
- logical negation, applied to a conditional item’s predicate

A.2.2 General abbreviations

N/A  not applicable
PICS Protocol Implementation Conformance Statement

1Copyright release for PICS proformas. Users of this standard may freely reproduce the PICS proformain this annex so that it can
be used for itsintended purpose and may further publish the completed PICS.
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A.3 Instructions for completing the PICS proforma

A.3.1 General structure of the PICS proforma

Thefirst part of the PICS proforma, implementation identification and protocol summary, isto be completed
asindicated with the information necessary to identify fully both the supplier and the implementation.

The main part of the PICS proforma is a fixed-format questionnaire, divided into several subclauses, each
containing a number of individual items. Answers to the questionnaire items are to be provided in the right-
most column, either by simply marking an answer to indicate a restricted choice (usualy Yes or No), or by
entering avalue or a set or range of values. (Note that there are some items where two or more choices from
aset of possible answers can apply; al relevant choices are to be marked.)

Each item isidentified by an item reference in the first column. The second column contains the question to
be answered; the third column records the status of the item—whether support is mandatory, optional, or
conditional; see also A.3.4 below. The fourth column contains the reference or references to the material that
specifies the item in the main body of this standard, and the fifth column provides the space for the answers.

A supplier may also provide (or be required to provide) further information, categorized as either Additional
Information or Exception Information. When present, each kind of further information isto be provided in a
further subclause of items labelled Ai or Xi, respectively, for cross-referencing purposes, where i is any
unambiguous identification for theitem (e.g., simply anumeral). There are no other restrictions on its format
and presentation.

A completed PICS proforma, including any Additional Information and Exception Information, is the Proto-
col Implementation Conformation Statement for the implementation in question.

NOTE—Where an implementation is capable of being configured in more than one way, a single PICS may be able to
describe all such configurations. However, the supplier has the choice of providing more than one PICS, each covering
some subset of the implementation’s configuration capabilities, in case that makes for easier and clearer presentation of
the information.

A.3.2 Additional information

Items of Additional Information allow a supplier to provide further information intended to assist the inter-
pretation of the PICS. It is not intended or expected that alarge quantity will be supplied, and a PICS can be
considered complete without any such information. Examples might be an outline of the ways in which a
(single) implementation can be set up to operate in avariety of environments and configurations, or informa-
tion about aspects of the implementation that are outside the scope of this standard but that have a bearing
upon the answers to some items.

References to items of Additional Information may be entered next to any answer in the questionnaire, and
may beincluded in items of Exception Information.

A.3.3 Exception information

It may occasionally happen that a supplier will wish to answer an item with mandatory status (after any con-
ditions have been applied) in away that conflicts with the indicated requirement. No pre-printed answer will
be found in the Support column for this: instead, the supplier shall write the missing answer into the Support
column, together with an Xi reference to an item of Exception Information, and shall provide the appropriate
rationale in the Exception item itself.
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An implementation for which an Exception item is required in this way does not conform to this standard.

NOTE—A possible reason for the situation described above is that a defect in this standard has been reported, a correc-
tion for which is expected to change the requirement not met by the implementation.

A.3.4 Conditional status
A.3.4.1 Conditional items

The PICS proforma contains a number of conditional items. These are items for which both the applicability
of theitem itself, and its statusiif it does apply—mandatory or optional—are dependent upon whether or not
certain other items are supported.

Where a group of items is subject to the same condition for applicability, a separate preliminary question
about the condition appears at the head of the group, with an instruction to skip to alater point in the ques-
tionnaireif the“Not Applicable” answer is selected. Otherwise, individual conditional items are indicated by
aconditional symbol in the Status column.

A conditional symbol is of the form “pred: S’ where pred is a predicate as described in A.3.4.2 below, and
Sisastatus symbol, M or 0.

If the value of the predicateistrue (see A.3.4.2), the conditional item is applicable, and its statusisindicated
by the status symbol following the predicate: the answer column is to be marked in the usua way. If the
value of the predicate isfalse, the “Not Applicable” (N/A) answer isto be marked.

A.3.4.2 Predicates
A predicate is one of the following:

a) Anitem-reference for an item in the PICS proforma: the value of the predicate is true if the item is
marked as supported, and is false otherwise;

b) A predicate-name, for a predicate defined as a boolean expression constructed by combining item-
references using the boolean operator OR: the value of the predicate is true if one or more of the
itemsis marked as supported;

¢) Thelogica negation symbol “=" prefixed to an item-reference or predicate-name: the value of the
predicate is true if the value of the predicate formed by omitting the “=" symbol is false, and vice
versa.

Each item whose reference is used in a predicate or predicate definition, or in a preliminary question for
grouped conditional items, isindicated by an asterisk in the Item column.
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A.4 PICS proforma for IEEE Std 802.1D-1998

A.4.1 Implementation identification

Supplier

Contact point for queries about the PICS

Implementation Name(s) and Version(s)

Other information necessary for full iden-
tification—e.g., name(s) and version(s) of
machines and/or operating system names

NOTE 1—Only the first three items are required for all implementations; other information may be completed as
appropriate in meeting the requirement for full identification.

NOTE 2—The terms Name and Version should be interpreted appropriately to correspond with a supplier’s terminol-
ogy (e.g., Type, Series, Model).

A.4.2 Protocol summary, IEEE Std 802.1D-1998

I dentification of protocol specification |EEE Std 802.1D-1998, Information technology—Telecommunica
tions and information exchange between systems—L ocal and metro-
politan area networks—Common specifications—Media Access
Control (MAC) Bridges

I dentification of amendments and corri-
gendato the PICS proformawhich have Amd. : Corr.
been completed as part of the PICS
Amd. : Corr.

Have any Exception items been required?
(See A.3.3: the answer Yes means that the No [] Yes []
implementation does not conform to |IEEE
Std 802.1D-1998.)

Date of Statement
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agement?

Item Feature Status References Support
(18) Communications Support 6.5
Which MediaAccess Control types are sup-
ported on Bridge Ports, implemented in con-
formance with the relevant MAC standards?
(1a1)* CSMA/CD, |IEEE Std 802.3 0.1 Yes[] No[]
(1a.2)* Token Bus, ISO/IEC 8802-4 0.1 Yes[] No[]
(1a.3)* Token Ring, 1SO/IEC 8802-5 0.1 Yes[] No[]
(1a4)* FDDI, 1SO 9314-2 0.1 Yes[] No[]
(1a5)* DQDB, ISO/IEC 8802-6 0.1 Yes[] No[]
(1a6)* ISLAN, ISO/IEC 8802-9 0.1 Yes[] No[]
(1a7)* ISLAN 16-T, |EEE Std 802.9a 0.1 Yes[] No[]
(1a.8)* Demand Priority, |SO/IEC 8802-12 (IEEE 0.1 Yes[] No[]
Std 802.3 format)
(1a.9)* Demand Priority, ISO/IEC 8802-12 (ISO/IEC | O.1 Yes[] NoJ]
8802-5 format)
(la11)* Wireless LAN, ISO/IEC DIS 8802-11 0.1 Yes[] No[]
1 IsLLC Type 1 supported on all Bridge Ports M 7.2,7.3,7.12, Yes
b ed on al Brid
in conformance with |SO/IEC 8802-2? ISO/IEC 8802-2
1c Is Source-Routing Transparent Bridge opera- Annex Yes No
(10) sSo i Brid o C [l [l
tion supported on any of the Bridge Ports? (If
support isclaimed, the PICS proformadetailed
in Annex D shall also be completed.).
2 Relay and filtering of frames (A.6) 75,76,77 Yes[]
(29) Does the Bridge support Basic Filtering Ser- M 6.6.5,7.7.2 Yes[]
vices?
(2b)* Does the Bridge support Extended Filtering (0] 6.6.5,7.7.2 Yes[] No[]
Services?
If item (2b) is not supported, mark “N/A” and N/A[]
continue at (2€).
(20)* Does the Bridge support dynamic Group for- | 2b:M 6.6.5 Yes[] NoJ]
warding and filtering behavior?
oes the Bridge support the ability for static : .6. es o}
(2d)* D he Brid he ability f i 2b:0 6.6.5 Yes[] No[]
filtering information for individual MAC
Addresses to specify a subset of Ports for
which forwarding or filtering decisions are
taken on the basis of dynamic filtering infor-
mation?
(2¢) Does the Bridge support expedited traffic (0] 712,773 Yes[] NoJ]
classes on any of its Ports?
(4* Does the Bridge support management of the (0] 6.5, 7.5.1, Yes[] NoJ]
priority of relayed frames? 7.7.3,7.7.5,
Table7-1, Table
7-2, Table 7-3
(5) Maintenance of filtering information (A.7) M 78,79 Yes[]
(78) Can the Filtering Database be read by man- 7.9 Yes[] No[]

Copyright © 1998 IEEE. All rights reserved.

267




ANSI/IEEE Std 802.1D, 1998 Edition

LOCAL AND METROPOLITAN AREA NETWORKS:

A.5 Major capabilities and options (Continued)

Item Feature Status References Support
(7c)* Can Static Filtering Entries be created and (0] 7.9.1 Yes[] No[]
deleted?
(79) Can Static Filtering Entries be created and (0] 7.9.6 Yes[] Nol[]
deleted in the Permanent Database?
(7h) Can Static Filtering Entries be created for a (0] 79.1 Yes[] No[]
given MAC Address specification with adis-
tinct Port Map for each inbound Port?
() Can Group Registration Entries be dynami- 2cM 7.9.3,10 Yes[ ]
cally created, updated and deleted by GMRP? N/AT]
(20) Addressing (A.8) M 7.12 Yes[]
(9a)* Can the Bridge be configured to use 48-bit 0.3 7.12 Yes[] No[]
Universal Addresses?
(9b)* Can the Bridge be configured to use 48-hit 0.3 7.12 Yes[] No[]
Local Addresses?
(23)* Spanning Tree agorithm and protocol (A.9) M 8,9 Yes[]
(16)* Does the Bridge support management of the 8.2 Yes[] NoJ]
Spanning Tree topology?
an* Does the Bridge support management of the (0] 8.10 Yes[] No[]
protocol timers?
(29)* Bridge Management Operations (0] 14 Yes[] No[]
(20a)* Arethe Bridge Management Operationssup- | 19:0.4 5 Yes[] No[]
ported via a Remote Management Protocol ? N/A[]
(20b)* Are the Bridge Management Operationssup- | 19:0.4 5 Yes[] No[]
ported viaaloca management interface? N/AT]
A.6 Relay and filtering of frames
Item Feature Status References Support
(2f) Arereceived frames with media access method 6.4,75 Yes[ ]
errors discarded?
(29) Are correctly received frames submitted to the 75 Yes[ ]
Learning Process?
(2h) Are user data frames the only type of frame 75 Yes[]
relayed?
(2i) Are reguest with no response frames the only 75 Yes[ ]
frames relayed?
(2) Areall frames addressed to the Bridge Proto- 75 Yes[ ]
col Entity submitted to it?
(2k) Are user data frames the only type of frame 7.6 Yes[]
transmitted?
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continue at item (4d).

Item Feature Status References Support

) Are reguest with no response frames the only M 7.6 Yes[ ]
frames transmitted?

(2m) Arerelayed frames queued for transmission M 7.73,84 Yes[]
only under the conditionsin 7.7.3?

(2n) Isthe order of relayed frames preserved in M 773,711 Yes[]
accordance with the requirements of the for-
warding process?

(20) Isarelayed frame submitted to aMAC Entity | M 774,634 Yes[ ]
for transmission only once?

(2p) Isamaximum bridge transit delay enforced for | M 7.7.3 Yes[]
relayed frames?

(29) Are queued frames discarded if a Port leaves M 7.7.3 Yes[ ]
the Forwarding State?

2n Isthe user priority of relayed framespreserved | M 6.4 Yes[]
where possible?

(29) Isthe user priority set to the Default User Pri- | M 6.4 Yes[]
ority for the reception Port otherwise?

(2) Isthe user priority regenerated by meansof the | M 7.5.1, Table7-1 | Yes[]
User Priority Regeneration Table?

(2u) Is mapping of Regenerated User Priority to M 7.7.3, Table7-2 | Yes[]
Traffic Class performed by means of the Traf-
fic Class Table?

2v) Is the access priority derived from the Regen- M 7.75, Table7-3 | Yes[]
erated User Priority as defined by thevaluesin
Table 7-3 for each outbound media access
method supported by the Bridge?

2w) Does the implementation introduce an unde- X 7.7.6,6.3.7 No[]
tected frame error rate greater than that achiev-
able by preserving the FCS?

(2) Isthe FCS of frames relayed between Portsof | O 7.7.6 Yes[] No[]
the same MAC type preserved?

2y) Does the Bridge generate an MSL:X 6.5.4, No[]
M_UNITDATA .indication primitive on receipt 1SO 9314-2 N/A[]
of avalid frame transmitted by the Bridge
Port’slocal MAC entity?

(22) Is only Asynchronous service used? MSL:M 1SO 9314-2 Yes[ ]

Clause 8.1.4 N/A[]

(28a) On receiving aframe from an FDDI ring for MS1:0 6.5.4, Yes[ ] No[]
forwarding, does the bridge set the C indica- 1SO 9314-2 N/AT]
tor? Clause 7.3.8

(2ab) On receiving a frame from an FDDI ring for MS1:.0 6.5.4, Yes[ ] No[]
forwarding, does the bridge leave the C indica- 1SO 9314-2 N/A[]
tor unaltered? Clause 7.3.8
If item 4 is not supported, mark “N/A” and N/AT]
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A.6 Relay and filtering of frames (Continued)

Item Feature Status References Support

(4a)* Can the Default User Priority parameter for 4:0.5 6.4 Yes[ ] No[]
each Port be set to any value in the range O
through 7?

(4b)* Can the entriesin the User Priority Regenera- | 4:0.5 7.5.1, Table7-1 | Yes[] No[]
tion Table for each Port be set to the full range
of values shown in Table 7-1?

(4c) Can the entries in the Traffic Class Table for MS2:0 7.7.3, Table7-2 | Yes[] No[]
each Port be set to the full range of values N/AT]
shown in Table 7-2?

If item 4 is supported, mark “N/A” and con- N/A[]
tinue at item (49g).

(4d) Does the Bridge support the recommended = 4M 6.4 Yes[]
default value of the Default User Priority
parameter for each Port?

(4e) Does the Bridge support the recommended -4:M 7.5.1, Table7-1 | Yes[]
default mappings between received user prior-
ity and Regenerated User Priority for each Port
as defined in Table 7-1?

(4f) Does the Bridge support the recommended MS3:M 7.7.3, Table7-2 | Yes[]
default user_priority to traffic class mappings N/AT]
shown in Table 7-2 for each Port?

(49) Isthe Bridge able to use any values other than | X 7.75, Table7-3 | No[]
those shown in Table 7-3 when determining
the access priority for the media access meth-
ods shown?

Predicates:

MS1 = 1a4 AND NOT (1a1 OR 1a2 OR 1a3 OR 1a5 OR 1a.6 OR 1a.7 OR 1a8 OR 1a.9)

MS2=2dAND 4

MS3=2d AND NOT 4

A.7 Maintenance of filtering entries in the Filtering Database
Item Feature Status References Support

(58) Are Dynamic Filtering Entries created and M 7.8,792,84 Yes[ ]
updated if and only if the Port State permits?

(5b) Are Dynamic Filtering Entries created on X 7.8,7.9.2 No[]
receipt of frames with a group source address?

(5¢) Does the Filtering Database support Static Fil- | M 791 Yes|[]
tering Entries?

(5d) Can aDynamic Filtering Entry be created that | X 7.8,7.9,791, No[]
conflicts with an existing Static Filtering 7.9.2
Entry?
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A.7 Maintenance of filtering entries in the Filtering Database (Continued)

Item

Feature

Status

References

Support

(5¢)

Does the Filtering Database support Dynamic
Filtering Entries?

792

Yes[]

(5f)

Does the creation of a Static Filtering Entry
remove any conflicting information in a
Dynamic Filtering Entry for the same address?

791,792

Yes[]

(59)

Does each Static Filtering Entry specify a
MAC Address specification and a Port Map?

7.9.1

Yes[ ]

(5h)

Are Dynamic Filtering Entries removed from
the Filtering Database if not updated for the
Ageing Time period?

7.9.2

Yes[]

(5)

Does each Dynamic Filtering Entry specify a
MAC Address specification and a Port Map?

792

Yes[]

(50)

Isthe Filtering Database initialized with the
entries contained in the Permanent Database?

7.9.6

Yes[]

If item (2c) is not supported, mark N/A and
continue at item (6a).

N/A[]

(5k)

Does each Group Registration Entry specify a
MAC Address specification and a Port Map?

2cM

793

Yes[ ]

(51)

Can the MAC Address specification in Group
Registration Entries represent All Groups, All
Unregistered Groups, or a specific group MAC
Address?

2c:M

7.9.3

Yes[]

(5m)

Are Group Registration Entries created,
updated and removed from the Filtering Data-
base in accordance with the specification of
GMRP?

2c:M

7.9.3,10

Yes[]

(5n)

Are Group Registration Entries created,
updated and removed from the Filtering Data-
base by any means other than viathe operation
of GMRP?

2c:X

7.9.3,10

No[]

(62)

State the Filtering Database Size.

7.9

entries

(6b)

State the Permanent Database Size.

7.9

entries

If item (7c) is not supported, mark N/A and
continue at item (8a).

N/A[]

(7d)

Can Static Filtering Entries be made for indi-
vidual MAC Addresses?

cM

79.1

Yes[]

(7e)

Can Static Filtering Entries be made for group
MAC Addresses?

cM

79.1

Yes[]
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A.7 Maintenance of filtering entries in the Filtering Database (Continued)

Item Feature Status References Support

(7f) Can a Static Filtering Entry be made for the 7cM 79.1 Yes[ ]
broadcast MAC Address?

(8a) Can the Bridge be configured to usethe default | O 7.9.2, Table7-4 | Yes[] No[]
value of Ageing Time recommended in Table
7-4?

(8b) Can the Bridge be configured to use any of the | O 7.9.2, Table7-4 | Yes[] No[]
range of values of Ageing Time specified in
Table 7-4?

A.8 Addressing
Item Feature Status References Support

(10a) Does each Port have a separate MAC Address? 7.12.2 Yes[ ]

(10b) Are al BPDUs transmitted to the same group M 7.12.3,8.2 Yes[]
address?
If item (93) is not supported, mark N/A and N/AT]
continue at item (10d1).

(10c) Are all BPDUs transmitted to the Bridge Pro- 9a:M 7.12.3,8.2 Yes[ ]
tocol Group Address when Universal
Addresses are used?

(20d) Isthe source address of BPDUs the addressof | 9a:M 7123 Yes[]
the transmitting Port?

(10d1) | Isthe LLC address of BPDUs the standard M 7.12.3, Yes[ ]
LLC address identified for the Spanning Tree Table 7-8
Protocol ?

(10e) Isthe Bridge Address a Universal Address? 7.125,8.2 Yes[]

(20f) Are frames addressed to any of the Reserved 7.12.6 No[]
Addresses relayed by the Bridge?
If item (13) is not supported, mark N/A and N/A T[]
continue at item (11c).

(11a9) Is Bridge Management accessible through 13:0 7124 Yes[] No[]
each Port using the MAC Address of the Port
and the LSAP assigned?

(11b) Is Bridge Management accessible through all 13.0 7124 Yes[ ] No[]
Ports using the All LANSs Bridge Management
Group Address?

(11c) Isthe Bridge Address the Address of Port 1? 9a:0 7.125 Yes[] No[]

N/A ]

(11d) Are Group Addresses additiona to the o] 7.12.6 Yes[ ] No[]
Reserved Addresses preconfigured in the Per-
manent Database?
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Item Feature Status References Support
If item (11d) is not supported, mark N/A and N/A[]
continue at item (12a).

(11e) Can the additional preconfigured entriesinthe | 11d:O 7.12.6 Yes[ ] No[]
Filtering Database be deleted?
(129) Can agroup MAC Address be assigned to 9b:M 8.2 Yes[]
identify the Bridge Protocol Entity? N/A T[]
(12¢c) Does each Port of the Bridge have adistinct M 8.2,855.1 Yes[ ]
identifier?
A.9 Spanning Tree Algorithm
Item Feature Status References Support
(139) Are all the following Bridge Parameters maintained? M 85.3 Yes[]
Designated Root 8531
Root Cost 8.5.3.2
Root Port 8.5.33
Max Age 8534
Hello Time 85.35
Forward Delay 8.5.3.6
Bridge Identifier 8.5.3.7
Bridge Max Age 8.5.3.8
Bridge Hello Time 8.5.3.9
Bridge Forward Delay 8.5.3.10
Topology Change Detected 85.3.11
Topology Change 8.5.3.12
Topology Change Time 8.5.3.13
Hold Time 85.3.14
(13b) Are all the following Bridge Timers maintained? M 854 Yes[]
Hello Timer 854.1
Topology Change Notification Timer 85.4.2
Topology Change Timer 8.5.4.3
(23¢) Are all the following Port Parameters maintained for M 855 Yes[]
each Port?
Port Identifier 855.1
State 855.2,84
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Item Feature Status References Support
Path Cost 8553
Designated Root 85.5.4
Designated Cost 8555
Designated Bridge 8.5.5.6
Designated Port 8.5.5.7
Topology Change Acknowledge 8.5.5.8
Configuration Pending 8.5.5.9
Change Detection Enabled 8.5.5.10
(13d) Areal thefollowing Timers maintained for each Port? | M 8.5.6 Yes[]
Message Age Timer 85.6.1
Forward Delay Timer 8.5.6.2
Hold Timer 8.5.6.3
(13¢) Are Protocol Parameters and Timers maintained, and M 8.7,8.9,85.3, Yes[ ]
BPDUs transmitted, as required on each of the follow- 854,855,
ing events? 8.5.6
Received Configuration BPDU 8.7.1
Received Topology Change Notification BPDU 8.7.2
Hello Timer Expiry 8.7.3
Message Age Timer Expiry 8.74
Forward Delay Timer Expiry 8.75
Topology Change Notification Timer Expiry 8.7.6
Topology Change Timer Expiry 8.7.7
Hold Timer Expiry 8.7.8
(23f) Do the following operations modify Protocol Parame- | M 8.8,8.9,853, Yes[]
ters and Timers, and transmit BPDUs as required? 8.5.4,85.5,
8.5.6
Initialization 881
Enable Port 882
Disable Port 8.8.3
Set Bridge Priority 8.84
Set Port Priority 8.85
Set Path Cost 8.8.6
(139) | Doestheimplementation support the ability to setthe | O 855.10 Yes[]  No[]
value of the Change Detection Enabled parameter to
Disabled?
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Item Feature Status References Support
(14q) Does the Bridge underestimate the increment to the X 8.10.1 No[]
Message Age parameter in transmitted BPDUS?
(14b) Does the Bridge underestimate Forward Delay? 8.10.1 No[]
(14c) Does the Bridge overestimate the Hello Time interval ? 8.10.1 No[]
(15a) Does the Bridge use the specified value for Hold 8.10.2, Yes[ ]
Time? Table 8-3
If item (16) is not supported, mark N/A and continue N/A ]
at (17a)
(16a) Can the relative priority of the Bridge be set? 16:M 8.2,85.3.7, Yes[ ]
8.84
(16b) Can the relative priority of the Ports be set? 16:M 82,8551, Yes[ ]
8.85
(16c) Can the path cost for each Port be set? 16:M 82,8553, Yes[]
8.8.6
If item (17) is not supported, mark N/A and continue N/A T[]
at (18a).
(17a) Can Bridge Max Age be set to any of therange of val- | 17:M 8.10.2,85.3.8, | Yes[]
ues specified? Table 8-3
(17b) Can Bridge Hello Time be set to any of the range of 17:M 8.10.2,85.39, | Yes[]
values specified? Table 8-3
(17¢) Can Bridge Forward Delay be set to any of the range 17:M 8.10.2, Yes[ ]
of values specified? 8.5.3.10,
Table 8-3
(18a) Do all BPDUs contain an integral number of octets? 9.11 Yes[]
(18b) Are all the following BPDU parameter typesencoded | M 9.11,9.2 Yes[]
as specified?
Protocol Identifiers 9.21
Protocol Version Identifiers 9.2.2
BPDU Types 9.23
Flags 9.24
Bridge Identifiers 9.25
Root Path Cost 9.2.6
Port Identifiers 9.2.7
Timer Vaues 9.2.8
(18c) Do Configuration BPDUs have the format and param- | M 9.31 Yes[ ]
eters specified?
(a8d) Do Topology Change Notification BPDUs have the M 9.3.2 Yes[ ]
format and parameters specified?
(18¢) Arereceived BPDUs validated as specified? M 9.33 Yes[]
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Item Feature Status References Support

If item (19) is not supported, mark N/A and con- N/A[]

tinue at (20c).
(19a) Discover Bridge 19:M 14411 Yes[ ]
(19b) Read Bridge 19:M 14.41.2 Yes[ ]
(19c) Set Bridge Name 19:M 14.4.1.3 Yes[ ]
(19d) Reset Bridge 19:M 14414 Yes[ ]
(19¢) | Read Port 19:M 14.4.2.1 Yes[]
(19f) | Set Port Name 19:M 14.4.2.2 Yes[]
(199) Read Forwarding Port Counters 19:M 146.1.1 Yes[ ]
(29h) Read Filtering Database 19:M 14711 Yes[ ]
(29i) Set Filtering Database Ageing Time 19:M 14.7.1.2 Yes[ ]
(29) Read Permanent Database 19:M 14751 Yes[ ]
(19Kk) Create Filtering Entry 19:M 1476.1 Yes[ ]
(291 Delete Filtering Entry 19:M 14.7.6.2 Yes[ ]
(19m) | Read Filtering Entry 19:M 14.7.6.3 Yes[ ]
(29n) Read Filtering Entry Range 19:M 14.7.6.4 Yes[ ]
(190) Read Bridge Protocol Parameters 19:M 14811 Yes[ ]
(19p) Set Bridge Protocol Parameters 19:M 14.8.1.2 Yes[ ]
(199) Read Port Parameters 19:M 148.2.1 Yes[ ]
(29r) Force Port State 19:M 14.8.2.2 Yes[ ]
(299) Set Port Parameters 19:M 14.8.2.3 Yes[ ]
(29 Read Port Default User Priority MS4A:M 146.2.1 Yes[] N/A T[]
(19u) Set Port Default User Priority MS4A:M 14.6.2.2 Yes[] N/A T[]
(29v) Read Port User Priority Regeneration Table MS5:M 14.6.2.3 Yes[] N/A T[]
(19w) | Set Port User Priority Regeneration Table MS5:M 14.6.24 Yes[] N/A T[]
(19%) Read Port Traffic Class Table MS7:M 146.3.1 Yes[] N/A T[]
(29y) Set Port Traffic Class Table MS7:M 14.6.3.2 Yes[] N/AT]
(192) Read Outbound Access Priority Table MS6:M 14.6.3.3 Yes[] N/A T[]
(19a8) | Read GARP Timers MS8:M 14.9.1.1 Yes[] N/A[]
(19ab) | Set GARP Timers MS8:M 14.9.1.2 Yes[] N/A[]
(19ac) | Read GARP Applicant Controls MS8:M 149.21 Yes[] N/A[]
(19ad) | Set GARP Applicant Controls MS8:M 149.2.2 Yes[] N/A[]
(192¢) | Read GARP State MS8:M 14931 Yes[] N/A[]
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Item Feature Status References Support
If item (208) is not supported, mark N/A and con- N/A[]
tinue at (20e).

(20c) What Management Protocol standard(s) or speci- | 20a:M 5.
fication(s) are supported?

(20d) What standard(s) or specifications for Managed 20a:M 5.
Objects and Encodings are supported?
If item (20b) is not supported, mark N/A and con- N/A T[]
tinueat A.11.

(20e) What specification of the local management inter- | 20b:M 5.
face is supported?

Predicates:

MS4=19 AND 4a

MS5=19AND 4b

MS6=19AND 4

MS7=19 AND 4c

MS8=19AND 2b

A.11 Performance
Item Feature Status References Support
(218) Specify a Guaranteed Port Filtering Rate, and 16.1
the associated measurement interval TF, for
each Bridge Port in the format specified below.
(21b) Specify a Guaranteed Bridge Relaying Rate, 16.2
and the associated measurement interval TR, in
the format specified below.
Supplementary information shall clearly iden-
tify the Ports.
Guaranteed Bridge Relaying Rate TR
frames per second second(s)
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Port number (s) or Guaranteed port filtering rate TE
other identification (specify for all ports) (specify for all ports
__________ frames per second ______second(s)
__________ frames per second 0 __second(s)
__________ frames per second ______second(s)
__________ frames per second 0 __second(s)
__________ frames per second ______second(s)
__________ frames per second 0 __second(s)
__________ frames per second ______second(s)
__________ frames per second 0 __second(s)
A.12 GARP and GMRP
Item Feature Status References Support
If Item 2b is not supported, mark N/A and con- N/AT]
tinue at item (22i).
(22a) Isthe GMRP Application address used as the 2b:M 104.1, Yes[ ]
destination MAC Addressin all GMRP proto- Table 12-1
col exchanges?
(22b) Are GMRP protocol exchanges achieved by 2b:M 12.4,125, Yes[]
means of LLC Type 1 procedures, using the Table 7-8
LLC address for Spanning Tree protocol ?
(22c) Are GMRP protocol exchangesachievedusing | 2b:M 10.3.1, 124, Yes[]
the GARP PDU formats, and the definition of 125,12.11
the attribute type and value encodings defined
for GMRP?
(22d) Doestheimplementation support the operation | 2b:M 12.8,13 Yes[]
of theApplicant, Registrar, and Leave All state
machines?
(22¢) Does the Bridge propagate GMRP registration | 2b:M 12.3.3,12.34, Yes[]
information only on Ports that are part of the 13
active topology for the Base Spanning Tree
Context?
(22f) Are GARP PDUs received on Portsthat arein | 2b:M 7.12.3,125 Yes[ ]
the Forwarding State forwarded, filtered or dis-
carded in accordance with the requirementsfor
handling GARP Application addresses?
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Item

Feature

Status

References

Support

(229)

Does the GMRP application operate as defined
in Clause 10?

2b:M

10, 10.3

Yes[]

(22h)

Are received GARP PDUs that are not well
formed for the GARP Applications supported,
discarded?

2b:M

10.3.1, 12.4,
12.5, 12.10,
12.11

Yes[]

(22i)

Areall GARP PDUs that are

(a) received on Portsthat arein the Forwarding
State, and are

(b) destined for GARP applications that the
Bridge does not support,

forwarded on all other Portsthat arein For-
warding?

7.12.3,125

Yes[ ]

(22)

Areany GARP PDUsthat are

(&) received on any Port, and

(b) destined for GARP applications that the
Bridge does not support,

submitted to any GARP Participants?

7.12.3,125

No[]

(22k)

Areany GARP PDUsthat are

(a) received on any Portsthat are not in the
Forwarding State, and are

(b) destined for GARP applications that the
Bridge does not support,

forwarded on any other Ports of the Bridge?

7.12.3,125

No[]

(221)

Areany GARP PDUsthat are

(8) received on any Ports that are in the For-
warding State, and are

(b) destined for GARP applications that the
Bridge supports,

forwarded on any other Ports of the Bridge?

7.12.3,125

No[]

(22m)

Areal GARP PDUs that are:

(a) received on any Port, and

(b) destined for GARP applications that the
Bridge supports,

submitted to the appropriate GARP Partici-
pants?

7.123,125

Yes[]
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Annex B

(informative)

Calculating Spanning Tree parameters

This annex describes the method and rationale for calculating the recommended values and operational
ranges for the essential Spanning Tree Algorithm performance parameters.
B.1 Overview

The calculation is described in anumber of steps. Each of these steps establishes values for a number of the
parameters that are then used as the basis for the following steps.

The description and equations given are pertinent to a homogeneous Bridged LAN, i.e., onein which all the
individual LANs and Bridges are of the same type and speed. It is easy to extend this for a heterogeneous
Bridged LAN.

The explanation isillustrated by recommended values for IEEE 802 LANS. All times are given in seconds.

B.2 Abbreviations and special symbols

dia maximum bridge diameter

life maximum frame lifetime

td average frametransit delay
ma_d average medium access delay
mma_d maximum medium access delay
bt d maximum bridgetransit delay

time_unit  theresolution of Message Age
_aio  maximum Message Ageincrement overestimate
_ao maximum M essage Age over estimate
pdu_d maximum BPDU transmission delay
lost msgs maximum number of lost Bridge Protocol Messages to be tolerated prior to reconfiguration
msg_prop maximum Bridge Protocol M essage propagation time
hello_t Hello Time
hold_t Hold Time
max_age MaxAge
fwd_delay Forward Delay

B.3 Calculation

B.3.1 Lifetime, diameter, and transit delay
B.3.1.1 Step
Choose the maximum bridge diameter for the Bridged LAN and the maximum bridge transit delay. Note

that, where the individual LANS support arange of transmission priorities, the bridge transit delay may vary
according to priority.
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B.3.1.2 Basis of choice

The frame lifetime is equal to the maximum bridge diameter times the maximum bridge transit delay plus
the maximum medium access delay for theinitia transmission, i.e.,

life = (dia x bt_d) + mma_d 1)
The average frametransit delay between end systemsin aBridged LAN is greater than that experienced in
asingle LAN by the sum of the average forwarding delays and frame transmission delays of Bridgesin

the path between the end systems. These will be of the order of the medium access delays for lightly loaded
LANSs. So for systems at the extremities of the Bridged LAN there will be the following:

t_d>=(dia x ma_d) + ma_d 2

This bounds any enthusiasm for insisting on low maximum bridge transit delays and high maximum
bridge diameters.

B.3.1.3 Recommended values for IEEE 802 Bridged LANs

mma_d >=05

life <=7.5
dia =7
bt d =10

B.3.2 Transmission of BPDUs

B.3.2.1 Step

Select the transmission priority for BPDUs and a value for the maximum BPDU transmission delay.
B.3.2.2 Basis of choice

In general, a high transmission priority will be chosen, since the continued operation of the Bridged LAN
depends on the successful transmission and reception of BPDUSs. In some cases, other traffic native to an
individual LAN may be more important.

The lowest value that could be chosen for the maximum BPDU transmission delay then is the maximum
medium access delay for frames of that priority. In recognition of implementation difficulties that may arise

in trying to achieve this figure, it seems more reasonable to choose the value to be equa to the maximum
bridge transit delay for frames transmitted with that priority.

pdu_d = bt_d ©)
B.3.2.3 Recommended values for IEEE 802 Bridged LANs

Priority transmission is not available for all IEEE 802 MAC methods. Therefore, the following has been
selected:

pdu d=bt d
=10
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B.3.3 Accuracy of message age

B.3.3.1 Step

Select an appropriate value for the maximum M essage Age increment over estimate.

This is the maximum overestimate of the increment made to the value of the Message Age parameter in
transmitted Bridge Protocol Data Units. This parameter allows a Bridge receiving a Protocol Message to dis-
card the information in it when it becomes too old. The transmitting Bridge should not be allowed to under-

estimate the value of thisfield.

Calculate the value of the maximum M essage Age overestimate, which is the maximum overestimate any
Bridge can make of the age of received Bridge Protocol Message information.

B.3.3.2 Basis of choice
The choice of maximum M essage Age increment over estimate is governed by the following:

a) time unit—the resolution with which the Message Age parameter is carried in Configuration
Messages.

b) Thegranularity and accuracy of timersin the Bridge.

¢) Themaximum BPDU transmission delay.

Assuming the Bridge timers are not necessarily synchronized with received BPDUS, that they are accurate,
and that they have a granularity of time_unit, there will be, as abest effort, the following:

msg_aio = pdu_d + time_unit 4

NOTE—As time_unit is small, this term in Equation (4) has been approximated to zero in the recommended values of
msg_aio and msg_ao shownin B.3.3.3.

This value should be rounded up to the nearest multiple of time_unit. It is worth noting here that any Bridge
will always increment the value by at least one unit.

Making the same allowance for the timers in a Bridge receiving and storing Bridge Protocol Message infor-
mation, the maximum M essage Age over estimate will be equal to the maximum M essage Age increment
overestimate times the maximum bridge diameter minus one:

msg_ao = msg_aio x (dia—1) (5)
B.3.3.3 Recommended values for IEEE 802 Bridged LANs

msg_aio =1.0
msg_ a0 =6.0

B.3.4 Hello time
B.3.4.1 Step

Provisionally select avalue for the Hello Time.
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B.3.4.2 Basis of choice

The choice of Hello Time is made with regard to its contribution to the maximum Bridge Protocol Message
propagation time (see next step).

There is no point in transmitting Bridge Protocol Messages at intervals more frequent than the maximum
BPDU transmission delay. In the worst case, where there is an attempt to guarantee correct operation, these
messages would just run into one another.

A provisional value of twice the maximum BPDU transmission delay is suggested.
hello_t =2 x pdu_d (6)
B.3.4.3 Recommended values for IEEE 802 Bridged LANs

hello_t = 2.0

B.3.5 Bridge protocol message propagation time
B.3.5.1 Step

Calculate the maximum Bridge Protocol M essage propagation time.
B.3.5.2 Basis of choice

The maximum Bridge Protocol M essage propagation time is the maximum time taken for a Bridge Proto-
col Message information to cross the Bridged LAN, from Bridge to Bridge. Thisis composed of the follow-
ing components:

a) The maximum propagation time for a single Bridge Protocol Message to cross the Bridged LAN,

i.e,, maximum BPDU transmission delay times the maximum bridge diameter minus one.

b) Analowance of Hello Time times the maximum number of consecutive lost Bridge Protocol Mes-
sages to be tolerated (note that losing even a single message should be a rare occurrence).

c) A further allowance of Hello Time, since we should not assume synchronization with the Root
Bridge, and we may have to wait that long for it to transmit the next BPDU.
msg_prop =((lost_msgs + 1) x hello_t) + pdu_d x (dia— 1) @)
B.3.5.3 Recommended values for IEEE 802 Bridged LANs

Assuming lost_msgs = 3,

msg_prop = 14.0

B.3.6 Hold time
B.3.6.1 Step

Select avalue for Hold Time.
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B.3.6.2 Basis of choice
If Hold Timeis greater than the maximum BPDU transmission delay, then the Maximum Bridge Proto-
col M essage propagation time will be set, in the worst scenario, by a delay of Hold Time at each Bridge
rather than by a delay of maximum BPDU transmission delay. This would invalidate the conclusion in
B.3.5, above. Therefore, the following has been chosen:

hold_t = pdu_d 8
B.3.6.3 Recommended values for IEEE 802 Bridged LANs

hold_t = 1.0

B.3.7 Max age

B.3.7.1 Step

Calculate the lower limit for M ax Age for the Bridged LAN.

B.3.7.2 Basis of choice

Under stable conditions (i.e., no failure, removal or insertion of Bridges and other LAN components),
Bridges on the periphery of Bridged LAN must not time out the Root. To do so would result in temporary

local denial of service.

This means that Max Age must be adeguate to cope with the worst-case propagation delays and Protocol
Message Age inaccuracies as follows.

If at any time a Bridge is depending on Protocol Message information whose age has been maximally over-
estimated, then the sum of

a) Theinterval between the transmission of the next Protocol Message that it receives from the Root
and the original transmission of the Protocol Message information it is currently using,

b)  The overestimate of the Age of the current information, and
c) The propagation time of the next Protocol Message to be received

must be less than Max Age, or the Bridge will timeout the Protocol Message information and attempt to
become the Root itself.

max_age = ((lost_msgs + 1) x hello_t) + msg_ao + (pdu_d x (dia— 1))
= msg_ao + msg_prop

B.3.7.3 Recommended values for IEEE 802 Bridged LANs

max_age = 20.0

B.3.8 Forward delay
B.3.8.1 Step

Calculate the Forward Delay.
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B.3.8.2 Basis of choice

When the Forward Delay Timer for a Port expires and the Bridge starts forwarding received frames on that
Port, it must be determined that there are no longer any frames in the system that were being forwarded on
the previous active topology. If there are, then thereis arisk of duplicating frames or, if remnants of the old
active topology still exist while the new topology is being established, of creating data loops.

So the Listening and L earning periods during which the Forward Delay Timer runs must cover the following
consecutive periods:

a) From the first Bridge Port entering the Listening State (and staying there through the subsequent
reconfiguration) to the last Bridge in the Bridged LAN hearing of the change in active topology.

b) For the last Bridge to stop the forwarding of frames received on the previous topology and for the
last frame so forwarded to disappear.

In a), above, there may be a difference of up to maximum M essage Age over estimate in the times at which
Bridges timeout old Root information and are prepared to become or listen to a new Root. Following this, it
can take maximum Bridge Protocol M essage propagation time for the news of the new topology to prop-
agate from the new Root to all Bridges.

For b), above, the time to stop forwarding will be the maximum transmission halt delay, which is bounded
by the maximum bridge transit delay (for al priorities); subsequently, the frame will disappear within the
frame lifetime.

So there is the following:
2 x fwd_d>=msg_ao + msg_prop + bt_d + life 9
B.3.8.3 Recommended values for IEEE 802 Bridged LANs

fwd_d =15.0

B.4 Selection of parameter ranges

B.4.1 Absolute maximum values

It might be desirable to configure a LAN or Bridge with a greater maximum medium access delay than
assumed in the calculations for recommended val ues above. This could be a consequence of the type of traf-
fic carried by the LAN or particular aspects of a Bridge implementation, designed to maximize the through-
put, for example. However, it is highly desirable that absolute maximum values of maximum bridge transit
delay, maximum BPDU transmission delay, and maximum M essage Age increment overestimate be
mandated by this standard in order to provide for interoperability.

A Bridge operating with absolute maximum values of these parameters should be configurable with Bridges
employing recommended values in a Bridged LAN of abridge diameter of at least 3. This criterion is met
by the following:

bt d <=20
pdu d <=2.0
msg_aio <=2.0
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These limits are believed to encompass the requirement for parameter values greater than those recom-
mended in B.3.

B.4.2 Hold time

There is no benefit in reducing Hold Time below the recommended value of maximum BPDU transmis-
sion delay. Nor would any purpose be served, in terms of reduced use of bandwidth or processing capability
in aBridge, by increasing Hold Time. It is, therefore, appropriate to fix the value of this parameter as a con-
Stant:

hold_t =1.0

B.4.3 Range of hello time

There is no requirement for HelloTime to be less than Hold Time. Similarly, no purpose would be served
by setting Hello Time to more than twice the absolute maximum value for maximum BPDU transmission
delay. Therefore the following have been chosen:

1.0<=helo t<=4.0

B.4.4 Maximum required values of max age and forward delay

The maximum required values for Max Age and Forward Delay are calculated using the equations of B.3
with the following parameter values:

dia=7

mma_d <= 2.0
bt d=2.0
pdu_d=2.0
msg_aio= 2.0
hello_t=4.0
lost msgs= 3

which gives the following:

max_age= 40.0
fwd_delay=30.0

Although these are believed to be the maximum values required, there is no desire to prevent greater values
being used.

B.4.5 Minimum values for max age and forward delay

The minimum realistic values for Max Age and Forward Delay are calculated using the equations of B.3
with the following parameter values:

dia=2
mma_d<=0.5
bt d=05
pdu_d=0.5
hold t=1.0
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msg_aio= 1.0

hello_t=1.0

lost_msgs= 3
which gives the following:

max_age<= 6.0
fwd_delay=4.0

It is suggested that Bridge implementations do not permit lower values of Max Age and Forward Delay to
be used in order to guard against absurd settings.

B.4.6 Relationship between max age and forward delay

In order to further guard against bad settings of parameters that affect the correctness of operation of the
Spanning Tree Algorithm and Protocol, it is suggested that Bridges enforce the relationship between M ax
Age and Forward Delay given in B.3.8 by ensuring that

2 x (fwd_delay —1.0) >= max_age

Copyright © 1998 IEEE. All rights reserved. 287



ANSI/IEEE Std 802.1D, ‘1998 Edition LOCAL AND METROPOLITAN AREA NETWORKS:
Annex C

(normative)

Source-Routing Transparent Bridge operation

C.1 Overview

A Source-Routing Transparent (SRT) Bridge isaMAC Bridge that performs source routing when frames are
received with routing information (RII=1), and that performs Transparent Bridging when frames are
received without routing information (RI11=0). This annex specifies the protocols for the operation of source
routing in an SRT Bridge. Source-routing frame formats and Bridge operations will facilitate end-station
source routing of frames. Source-routing operation by end stations is specified in 1ISO/IEC 8802-2. Source
routing provides the following:

a)  Greater utilization of resources by providing multiple routes through the Bridged LAN.
b)  Greater individual control of frames through the Bridged LAN.

C.1.1 Scope

For the purpose of compatible interconnection of data processing equipment using source routing on a
Bridged LAN, this | EEE standard specifies the operation of MAC Bridges supporting source routing. To this
end it

a) Defines the principles of operation of the MAC Bridge in providing source routing, in terms of the
support and preservation of the MAC Service, and the maintenance of Quality of Service.

b)  Specifiesthe enhanced MAC Internal Sublayer Service asit pertainsto the SRT Bridge.
¢) Augments the architectural model of the internal operation of a Bridge.

d) Establishes the requirements for Bridge Management of the source-routing function in the Bridged
LAN, identifying the basic managed objects and management operations.

€) Specifiesthe requirements to be satisfied by equipment claiming conformance to this standard.
Items for future study are as follows:
— How the management operations are made available to a remote Manager using the protocol and
architectural description provided by |SO/IEC 15802-2.
— Performance requirements, and recommended default values and applicable ranges for the opera-

tional parameters of a Bridge.

In addition, SRT operation is defined for only those MACs that have defined the routing information field.
As of this publication they include the following:

—  Token Ring (1SO/IEC 8802-5).
—  FDDI MAC (SO 9314-2).

MAC-specific matters are discussed in C.2.5.
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C.1.2 Definitions

C.1.2.1 ARE Rd limit

This limit represents the maximum allowable number of route descriptorsin an All Routes Explorer frame.
Thislimit isimplemented in Bridges to limit the number of Bridges traversed by All Routes Explorer frames
between end stations during the route determination process.

C.1.2.2 Explorer frame

A frame to which the SRT Bridge adds routing information as it forwards the frame. The explorer frame is
used to discover routes. There is an All Routes Explorer, which is intended to be forwarded by every Port;
and a Spanning Tree Explorer frame, which is forwarded only by Ports designated to forward them by the
Spanning tree protocol.

C.1.2.3 LAN-in ID (LIN)

Theidentifier of the LAN from which an SRT Bridge receives a frame.

C.1.2.4 LAN-out ID (LOUT)

Theidentifier of the LAN to which an SRT Bridge transmits aframe.

C.1.2.5 parallel bridges

Two or more Bridges connecting the same LANSs.

C.1.2.6 route

A path through a series of LANs and SRT Bridges.

C.1.2.7 route control

The first two-octet field in the routing information field of a source-routed frame. This field indicates the
type and characteristics of the frame to be source routed.

C.1.2.8 route descriptor

A two-octet field in the routing information field that designatesa LAN 1D and Bridge number.
C.1.2.9 route discovery

The process of obtaining aroute to a destination station.

C.1.2.10 routing information

A route control field and a sequence of route descriptors consisting of LAN 1Ds and Bridge numbers, indi-
cating a route through the network between two stations.

C.1.2.11 source routing

A bridging mechanism to route frames through a multi-LAN network by specifying in the frame a route it
will traverse.
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C.1.2.12 spanning tree
A topology of Bridges such that there is one and only one data route between any two end stations.
C.1.2.13 STE Rd Limit

This limit represents the maximum allowable number of route descriptors in a Spanning Tree Explorer
frame. This limit is implemented in Bridges to limit the number of Bridges traversed by Spanning Tree
Explorer frames.

C.1.2.14 Transparent Bridging

A bridging mechanism, which is transparent to end stations, that interconnects LAN segments by Bridges
designated to forward frames through participation in a Spanning Tree Algorithm.

C.1.2.15 Abbreviations

The following abbreviations are specific to this standard among the family of |EEE 802 standards:

ARE All Routes Explorer: RlI=1, RT=10x
ARERdLim ARE Route Descriptor Limit

BN Bridge Number

BPP Bridge Port Pair

LIN LAN-inID

LOUT LAN-out ID

LTH Length Field

MSDU MAC Service Data Unit

NSR Non-Source Routed: RI1=0, no RI Field
RC Routing Control

RD Route Descriptor

RI Routing Information

RII Routing-Information Indicator

RT Routing Type

SRF Specifically Routed Frame: RI1=1, RT=0xx
SRT Source Routing Transparent (Bridge)
STE Spanning Tree Explorer: RI1=1, RT=11x

STERdLim STE Route Descriptor Limit

C.1.3 Conformance
A MAC Bridge that claims conformance to this annex

@)  Shall conform to the main body of this standard, augmented by this annex, and represent a superset
of the functions described in the main body of this standard for frames with routing information.

b)  Shall conform to the static and dynamic requirements given in C.1.3.1 and C.1.3.2.

¢) Furthermore, the supplier of an implementation that is claimed to conform to this standard shall
complete a copy of the PICS proforma provided in Annex D, and shall provide the information nec-
essary to identify both the supplier and the implementation.
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C.1.3.1 Static conformance requirements
An implementation claiming conformance to this standard

a)  Shall conform with the MAC Sublayer and Physical Layer of the LANSit interconnects.
b)  Shall conform to the static characteristics of the SRT Bridge as described in C.3.

C.1.3.2 Dynamic conformance requirements
An implementation claiming conformance to this standard

a) Shall exhibit external behavior corresponding to the Bridging operations for the handling of source-
routed frames as described in C.3.
b)  Shall report errors as described in C.3.

C.2 Support of the MAC Service

C.2.1 Support of the MAC Service

The MAC Service provided to end stations attached to a Bridged LAN is supported by the Bridges in that
Bridged LAN as described in 6.2.

C.2.2 Preservation of the MAC Service

SRT Bridges preserve the MAC Service as described in 6.2.

C.2.3 Quality of Service maintenance

The quality of the MAC Service supported by an SRT Bridge is not significantly inferior to that provided by
asingle LAN. A full set of Quality of Service parametersisincluded in 6.3. Parameters that are affected by
the source-routing capability are listed below:

a) Framemisordering

b) Frameduplication

¢)  Undetected frame error rate

d) Maximum Service Data Unit Size

Frames without routing information are referred to as Non-Source-Routed Frames (NSR). Source routing
introduces three new types of frames. Specifically, Source-Routed Frames (SRFs) are the primary mecha-
nism for transporting data through the source-routed network. Spanning Tree Explorer frames (STE) are sent
on the portion of the spanning tree interconnected by SRT Bridges; they collect the spanning tree routing
information as they travel. STE frames can be used for management and route determination but are not
required for data transmission. All Routes Explorer Frames (ARE) are used explicitly during route
discovery.

C.2.3.1 Frame misordering
Source routing allows multiple routes to exist and be used simultaneously between a given pair of stations. If
frames are sent alternately on different routes, they might arrive in a different order. However, misordering

does not occur along any particular route within each type. Bridges receiving frames of the same type (e.g.,
SRFs) will transmit themin aFirst In First Out (FIFO) manner. Regarding the specific types of frames,
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@ NSR frames cannot be misordered (see the main body of this standard) because they follow the
unique path of the spanning tree.

b) STE frames cannot be misordered (see the main body of this standard) because they follow the
unique path of the spanning tree.

¢) ARE frames are used as control frames. Misordering does not apply for these frames since they are
sent on multiple routes by definition.

d) SRFswill not be misordered provided the sender uses one and only one source route to deliver the
sequence of frames; frames that use different routes between the same pair of Ports are susceptible to
frame misordering.

C.2.3.2 Frame duplication

@) NSRand STE frames cannot be duplicated (see the main body of this standard).

b) ARE frames are used as control frames; the receiving side must accept multiple ARE frames (one
for each route).

¢) SRFscannot be duplicated because frames are forwarded only by the Bridge sequence specified in
the routing information field. Furthermore, Bridges prevent frames with duplicate LAN numbersin
the routing sequence from being forwarded.

C.2.3.3 Undetected frame error rate

The service provided by the MAC Sublayer introduces a very low undetected frame error rate in transmitted
frames, see 6.3.7. In particular the following should be noted:

a) Therate of undetected errors for NSR and SRFsis unchanged.

b) ARE and STE frames collect routing information as they travel to their destination; therefore, the
FCSis recalculated at each intermediate Bridge. These frames can have a higher undetected frame
error rate, but they are not intended to be used for data transport.

C.2.3.4 Maximum service data unit size supported

For a complete description of the Maximum Service Data Unit, see 6.3.8. The SRT Bridge meets all require-
ments associated with Maximum Service Data Unit Size. The Maximum Service Data Unit Size supported
by a Bridge between two LANSs is the smaller of that supported by the LANs. No attempt is made by a
Bridgeto relay aframeto aL AN that does not support the size of Service Data Unit conveyed by that frame.

Source routing reduces Bridge receipt of frames of unacceptable sizes since the sender of the data can deter-
mine the maximum size of the data unit on the chosen route during route discovery.

C.2.4 Internal sublayer service

The MAC entities provide an additional enhanced service with a new set of primitives in addition to the
Internal Sublayer Service specified in 6.4.

The Internal Sublayer Service excludes procedures whose operation is confined to that of the individual
LANSs. The unitdata primitives that describe this service follow. The parameters and their meaning are iden-
tical to those in 6.4 except for the addition of the following parameter:

routing_information
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C.2.4.1 Interactions
The following primitives are defined for the MAC relay to request the MAC to transmit a PDU.

M_UNITDATA .request
M_UNITDATA.indication

C.2.4.2 Detailed service specification

All primitives are specified as examples only. Each service names the particular primitive and the required
information that is passed between MAC and the MAC relay function. Only those primitives not included in
6.4 are defined here.

C.2.4.2.1 M_UNITDATA.indication

Each MAC dataindication primitive invoked corresponds to the receipt of aframe from an individual LAN.

Semantics of the service primitive

M_UNITDATA.indication (
frame_type,
mac_action,
destination_address,
source_address,
routing_information,
mac_service data unit,

user_ priority,
frame_check _sequence
)

routing_information. The routing_information parameter specifies the routing information field of the
received frame.

When generated. This primitive is generated by the MAC entity to the MAC relay function to indicate the
arrival of aframe to be forwarded. Such frames are reported only if they are validly formed (as defined by
the respective MACs).

Effect of receipt. The receipt of this primitive causes the MAC relay function to process the frame accord-
ing to the forwarding logic specified in 3.7.

C.2.4.2.2 M_UNITDATA.request
A datarequest primitive isinvoked to transmit aframe to an individual LAN.
Semantics of the service primitive

M_UNITDATA .request (
frame_type,
mac_ action,
destination_address,
source address,
routing_information,
mac_service data unit,
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user_priority,
access priority,
frame check sequence

routing_information. The routing_information parameter specifies the routing information field of the
frame to be forwarded as modified by the Bridge function.

NOTE—If the Frame Check Sequence (FCS) is supplied, then it may be forwarded without recalculation; otherwise, it
should be cal culated.

When generated. This primitive is generated by the MAC relay function to the MAC entity when the MAC
relay passes aframe to the MAC entity for forwarding.

Effect of receipt. The receipt of this primitive causes the MAC entity to append all the appropriate fields,
and pass the properly formed frame to the lower layers of the protocol for transfer to the peer MAC entity or
entities.

C.2.5 Support of the Internal Sublayer Service

This subclause specifies the mapping of the Internal Sublayer Serviceto MAC Protocol and Procedures, and
the encoding of the parameters of the service in MAC frames.

C.2.5.1 Support of token ring

The Token Ring Access Method is specified in ISO/IEC 8802-5. Clause 3 of that standard specifies Formats
and Fecilities, and Clause 4 specifies Token Ring protocols.

Onreceipt of an M_UNITDATA .request primitive, thelocal MAC Entity composes aframe using the param-
eters supplied as specified below, appending the frame control, destination address, source address, routing
information, and frame check sequence fields to the user data. The Routing Information Indicator bit is set to
one to indicate the presence of the routing information field. The frame is enqueued for transmission. On
transmission the starting delimiter, access control field, ending delimiter and frame status fields are added.

On receipt of a valid frame, with frame type and mac_action parameter values of user_data frame and
request_with_no_response respectively, with the Routing Information Indicator bit set to one, an
M_UNITDATA .indication primitive is generated, with parameters derived from the frame fields as specified
below.

NOTE—On receipt of avalid MAC frame that was not transmitted by the Bridge Port’s local MAC entity with the Rout-
ing Information Indicator bit set to zero, an M_UNITDATA.indication primitive is generated as required by 6.5.3, and
the frame is handled by the Transparent Bridging function.

The frame_type, mac_action parameter, destination_address, source_address, mac_service_data_unit, user_priority, and
frame_check_sequence parameter are encoded as specified in 6.5.3.

The Routing Information Indicator bit is encoded in the source address field. It occupies the same position in the source
address field as does the Group Address indicator bit in the destination address field.

If an M_UNITDATA.request primitive is not accompanied by the frame_check_sequence parameter, it is
calculated in accordance with 3.2.7 of 1SO/IEC 8802-5.

For the setting of the A and C bits, refer to 6.5.3.
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In order to support the MAC Internal Sublayer Service, a Token Ring Bridge must be capable of recognizing
and removing frames transmitted by itself, even though they can carry a source address different than that of
the Bridge Port that transmitted them.

C.2.5.2 Support of FDDI

Onreceipt of avalid frame (ISO 9314-2) that was not transmitted by the Bridge Port’s local MAC entity, an
M_UNITDATA.indication primitive is generated. The parameters associated with the primitive are derived
from the frame's fields as specified in 6.5.4.

On receipt of an M_UNITDATA .request primitive, the local MAC entity composes a frame using the param-
eters supplied as specified in 6.5.4.

C.3 Principles of operation
This clause uses the principles and model of operation of an SRT Bridge. It provides the following:

a) An explanation of the principal elements of source-routing Bridge operation and a list of the sup-
porting functions

b)  Anarchitectural model that governs the provision of these functions

¢) A model of the operation of the SRT Bridge in terms of the operation of processes and entities that
support the functions

d) Details concerning the additional addressing requirements

C.3.1 Source-routing bridge operation
The principal elements of source-routing operation are as follows:

a) Relay of source-routed dataframes
b) Relay and processing of frames to support the transfer and acquisition of routing information
¢) Management of the above

C.3.1.1 Relay of data frames

A MAC Bridge relays individual MAC user data frames between the separate MACs of the Bridged LANs
connected to its Ports. The order of frames of given user_priority and frame_type received on one Port and
transmitted on another is preserved.

The functions that support the relay of source-routed data frames and maintain the Quality of Service sup-
ported by the Bridge are as follows:

a) Framereception

b) Discard of received framein error

c) Selection of source-routed dataframes

d) Framediscard if transmittable service data unit size exceeded (C.2.3.4)
€) Modification of routing information

f)  Frame discard when maximum Bridge transit delay is exceeded

g) Selection of outbound access priority

h)  Frametransmission
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C.3.1.2 Dissemination of routing information

The functions that support the relay and processing of frames to support the transfer and acquisition of rout-
ing information are as follows:

a) Handling of All Routes Explorer (ARE) frames
b) Handling of Spanning Tree Explorer (STE) frames

C.3.1.3 Bridge Management

The functions that support Bridge Management control and monitor the provision of the functions in the
subclauses above are specified in C.4.

C.3.2 Bridge architecture

Each Bridge Port receives and transmits frames to and from the LAN to which it is attached using the ser-
vices provided by the individual MAC entity associated with that port as described in 7.2. The MAC relay
entity handles the MAC-independent functions of relaying frames between Bridge Ports. If the received
frame is not source routed (RII = 0), then the Bridge frame is forwarded or discarded using the logic
described in Clause 7 (Transparent Bridging logic). If the received frame is source routed (RII = 1), then the
frameis handled using the logic as described in C.3.3 (see Figure C-1).

Higher Layer Entities

(Bridge Protocol Entity, Bridge Management, etc.)

LLC Entities LLC Entities
1 SR Logic >
RII 0 =  TB Logic >
. MAC Entity MAC Entity
? \

Figure C-1—SRT Bridge operation logic

In SRT bridging the port serves a specific LAN, and that LAN is assigned a unique LAN_ID. Because SRT
allows multiple Bridge paths between two LANS, a Bridge Number (BN) is assigned to each Bridge path
such that any two Bridge paths between the same two LANs must have a different Bridge number. From this
assignment, each path between LANSs can be uniquely identified by the LAN_IDs and Bridge number. A
path through the Bridge is designated in the RI field by the designation of LIN, BN, LOUT where LIN isthe
LAN_ID of the receiving Port and LOUT isthe LAN_ID of the forwarding Port.

A bridging relationship (Bridge path) therefore exists between each unique pair of Ports in a Bridge. The
term Bridge Port Pair (BPP) will be used to represent this pairing of Ports forming a Bridge path, and each
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BPP will be designated by both Port Numbers and their respective BN. The Bridge path can now be speci-
fied by the set of LAN_IDs and BN assigned to that pair of Ports.

Each Port has the following attributes:

a)  Port_ Number
b) LAN_ID

¢) Largest MSDU
d) SRT port type
e) RD Limits

With this Bridge architecture approach, it is sufficient to describe the Bridge frame handling by describing it
on aBridge Port Pair basisasit isdonein C.3.7.

C.3.3 Bridge operation

The use, by the MAC relay entity, of the Internal Sublayer Service provided by the individual MAC entities
associated with each Bridge Port is specified in C.3.5 and C.3.6. Bridge operations on frames without rout-
ing information (RI1=0) are described in 7.3. The Bridge Protocol Entity remains unchanged. The Bridge
Management Entity is enhanced to include SR managed objects as described in C.4. The MAC Relay Entity
is enhanced to handle source-routed frames as well as non-source-routed frames. The source-routing for-
warding process forwards received source-routed frames to other Bridge Ports on the basis of information
contained in the frame and on the state of the Bridge Ports (C.3.7). Source addresses of source-routed frames
(with RII=1) are not processed by the Transparent Bridge function. Thisis becauseit is not possible to asso-
ciate a spanning tree Port with an address on a source-routed frame since source-routing paths do not always
coincide with spanning tree paths.

C.3.3.1 Source-routing function overview

For a source-routed frame, aforwarding decision is based on information contained in a routing information
field in the body of the frame, if such afield is present. If it is not present, the forwarding decision is based
on the destination address field of the frame (by the Transparent Bridging logic).

After aroute has been determined, the station that originates a frame designates the route that the frame will
travel by embedding a description of the route in the routing information (RI) field of the transmitted frame.
Bridges copy and forward these frames from one LAN segment to another without altering the frame's con-
tent provided that the MAC types are the same. If the MAC types differ, then the frame's content will be
atered and the FCS will be regenerated. If datais sent in a frame in which the routing information is modi-
fied (e.g., an All Routes Explorer frame), the FCS will be recalculated and the user data integrity may be
compromised. Source routing provides the capability for frames containing user datato traverse like Bridged
LANs without regeneration of the FCS.

Stations initially obtain the route to a given destination station by a process called route discovery. This pro-
cess alows the station to dynamically discover aroute to the destination station, as needed. Each Bridge that
forwards a route discovery (explorer) frame indicates in the RI field the Bridge's configuration (LIN, BN,
LOUT) and the largest frame size the Bridge can support (through the particular LOUT), if it is smaller than
the size aready specified, and regenerates the FCS. In this way the routing information is built by the
Bridges as the explorer frame is forwarded from LAN segment to LAN segment. When the frame reaches
the destination station, the RI field indicates the route the frame traveled from source to destination and the
maximum frame size supported along the entire route.

Figure C-2 depicts the elements of the source-routing function.

Copyright © 1998 IEEE. All rights reserved. 297



ANSI/IEEE Std 802.1D, 1998 Edition

LOCAL AND METROPOLITAN AREA NETWORKS:

MAC Relay Entity
MAC
MAC Frame )
Entity > Forwarding Entity
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Frame Frame
Copying Transmitting
A
PHY  J PHY
Entity ! Entity
LAN LAN
#n y #n
A
(LAN-in) (LAN-out)
—» (PDU in)—

L— (PDU out)—»

Figure C-2—Elements of a Source-Routed Bridge

C.3.3.2 Source-routing information field

The structure of the routing information field is defined in Figure C-3.

Bits

RC = Routing Control (16 bits)
RDn = Route Descriptor n (16 bits)

RT = Routing Type (3 bits)
r =reserved (1 bit)

~—— RC fields > RD fields - >
I | | 7
RT LTH D LF r RD1 RD2 RDn
I I I /]
3 5 1 6 1 16 16 [ 16
< Length represented by LTH field >

LTH = Length (5 bits)
D = Direction bit (1 bit)

LF = Largest Frame (6 bits)

Figure C-3—Structure of the routing information field

The RI field is transmitted on the medium according to the usual practice for each MAC's treatment of data.
For temporal understanding of the RI field, Figure C-4 is equivalent to the definition in Figure C-3.

Routing Type (RT) field. This field indicates whether the frame is to be forwarded through the network
either along a single route, or multiple routes through multiple interconnected LANS.

Specifically Routed frame (RT=0XX). If the most significant RT bit is set to 0, the RD fields contain a spe-
cific route through the network. The XX bits are preserved in transmission throughout the Bridged LAN.
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) First octet transmitted
Routing Control RT LTH
(2 octets) D LF r | Second octet transmitted
RD1 most significant octet
RD1 least significant octet
RD2 most significant octet
Route RD2 least significant octet
Descriptors
(2 octets
each)
RDn most significant octet
RDn least significant octet Last octet transmitted
MSB LSB

Figure C-4—Routing information field

All Routes explorer frame (RT=10X). If the RT bits are set to 10X, indicating an All Routes Explorer
frame, the frame will be routed along every route in the network allowed by the ARE forwarding decision.
This type will result in as many frames arriving at the destination station, as there are different routes from
the source to that station. It is originated by an end station with no route descriptors. Route descriptors are
added to the frame by SRT Bridges as they forward the frame. The X bit is preserved in transmission
throughout the Bridged LAN.

Spanning Tree Explorer frame (RT=11X). If the RT bits are set to 11X, indicating a Spanning Tree
Explorer frame, only SRT Bridges with Ports in the Transparent Bridging forwarding state relay the frame
from one LAN to another with the result that the frame will be forwarded along the Bridged LAN spanning
tree and appear no more than once on every LAN in the network. It is originated by an end station with no
route descriptors. Route descriptors are added to the frame by SRT Bridges as they forward the frame. The X
bit is preserved in transmission throughout the Bridged LAN.

Length Bits (LTH). These five bits indicate the length (in octets) of the RI field. Length field values will be
even values between 2 and 30 inclusive.

Direction Bit (D). If the D bit is 0, the frame traverses the LANs in the order in which they are specified in
the routing information field (RD1 to RD2 to... to RDn). Conversealy, if the D bit is set to 1, the frame will
traverse the LANsin the reverse order (RDn to RDn-1 to... to RD1). The D bit is meaningful only for SRFs.
For STE and ARE frames, the D bit shall be 0.

Largest Frame Bits (LF). The LF bitsindicate the largest size of the MAC Service Data Unit (MAC infor-
mation field) that may be transmitted between two communicating stations on a specific route. The LF bits
are meaningful only for STE and ARE frames. For SRFs the LF bits are ignored and shall not be atered by
the Bridge. A station originating an explorer frame sets the LF bits to the maximum frame size it can handle.
Forwarding Bridges shall set the LF hits to indicate the largest value that does not exceed the minimum of

a) Theindicated value of the received LF bits

Copyright © 1998 IEEE. All rights reserved. 299



ANSVI/IEEE Std

802.1D, 1998 Edition

b) Thelargest MSDU size supported by the Bridge
¢) Thelargest MSDU size supported by the Port from which the frame was received
d) Thelargest MSDU size supported by the Port on which the frame is to be transmitted
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The destination station may further reduce the LF value to indicate its maximum frame capacity. Base LF bit

encoding values and rationale are given in Figure C-6.

LF bit encodings are composed of a 3-bit base encoding and a 3-bit extended encoding (see Figure C-5). The
SRT Bridge shall contain an LF mode indicator to allow for the selection of base or extended LF bits. When
the LF mode indicator is set to base mode, the Bridge shall set the LF bits in explorer frames in accordance
with the largest frame base values (see Table C-1). When the LF mode indicator is set to extended mode, the
Bridge shall set the LF bits in explorer frames in accordance with the largest frame extended values (Table

Cc-2).

MSB

b|b

b

e

el e|r LSB

D = Direction bit
b = base bit

[€&—— LF Bits ——

e = extended bit
r = reserved bit

Figure C-5—Base and extended LF bits on the second octet of the RC field

000:
001:
010:
011:
100:
101:
110:
111:

516 octets (1SO 8473, Connectionless Network Protocol, plus LLC)
1 470 octets (ISO/IEC 8802-3, CSMA/CD LAN)
2 052 octets (80 by 24 character screen with control)
4 399 octets (ISO/IEC 8802-5, FDDI, 4 Mb/s token ring, SO 9314-2)
8 130 octets (ISO/IEC 8802-4 token bus LAN)
11 407 octets (1SO/IEC 8802-5 4-hit burst errors unprotected)
17 749 octets (ISO/IEC 8802-5 16 Mb/s token ring LAN)
41 600 octets (Base for extending to 65 535 octets)

Figure C-6—Largest frame base values and rationale

Table C-1—Largest frame base values

Base Value Base Value
000 516 octets | 100 8 130 octets
001 | 1470octets | 101 11 407 octets
010 | 2052 octets | 110 17 749 octets
011 | 4399octets | 111 | >17 749 octets

LF Value = the greatest integer in (blfv + df x (nifv — blfv)/8)

where

blfv
nifv
elf
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Base LF value represented by the low-order 3 bits
Next base LF value (the next value after 111 is 65 535)
Extended LF bit encoding (O through 7)
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Table C-2—Largest frame extended values

EXTENSION
000 001 010 011 100 101 110 111
000 516 635 754 873 993 1112 1231 1350

001 1470 1542 1615 1688 1761 1833 1906 1979

010 2052 2345 2638 2932 3225 3518 3812 4105

011 4399 4865 5331 5798 6264 6730 7197 7663

mw > W

100 8130 8539 8949 9358 9768 10178 10587 10997

101 11 407 12199 12 992 13785 14578 15370 16 163 16 956

110 17749 20730 23711 26 693 29674 32 655 35637 38618

111 41 600 44 591 47 583 50 575 53 567 56 559 59551 | >59551

NOTE—Bridges are not required to support every value in the above list. Also, source-routing end systems on MACs
with a particular maximum frame size should not send frames in which the MAC header and trailer, Rl fields, and infor-
mation exceed the maximum frame size for that MAC.

In general, base values in octets were chosen to allow transmission of optimally sized frames through
various LAN MAC methods. These sizes were calculated by subtracting the maximum size MAC header
and the maximum size Routing Information Field (30 octets) from the maximum physical frame size (see
Figure C-7). Values associated with the hit encodings represent the maximum length of the MAC informa-
tion field (see Figure C-7). Extended bits are used to provide seven intermediate values between each set
of base values. The equation for calculating these values and the actual calculated values are included in
Table C-2.

MAC MAC Routing MAC
Header DA/SA Info MAC Info FCS Trailer
Scope of largest frame values —»| -
Figure C-7—Scope of the largest frame values
Route Descriptor (RD) field. Thisfield is depicted in Figure C-8.
MSB LAN ID (12 bits) Bridge no. (4 bits) LSB

Figure C-8—Route descriptor field

The sequence of RD fields defines a specific route through the network. Each RD contains a network-unique
12-bit LAN ID plus a 4-bit Bridge number that is used to differentiate between two or more Bridges when
they connect the same two LANS (parallel Bridges). The last Bridge number in the routing information field
isreserved and set to zero.

Reserved (r) Bits. All reserved (r) bits are ignored upon receipt and transmitted as received.
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C.3.3.3 Source-routing frame types

Frames are processed by Bridges based on the routing type (RT) of the frame. The RT of the frame to be pro-
cessed isindicated in the RT subfield of the RI field of the frame. The following subclauses define each of
the routing types.

C.3.3.3.1 Specifically routed frame type (RT=0XX)

The RD fields contain a specific route through the network. This type is used for the normal routing of data
frames from source to destination.

C.3.3.3.2 All Routes Explorer frame type (RT=10X)

This frame is routed along all nonrepeating routes in the network. This type, known as an All Routes
Explorer frame, will result in as many frames arriving at the destination station as there are allowabl e routes
to that station. The Bridge adds routing information to the frame as it forwardsiit.

C.3.3.3.3 Spanning Tree Explorer frame type (RT=11X)

Spanning Tree Explorer frames are forwarded (by the source-routing logic) through only those Bridge Ports
in the forwarding state, (i.e., along the spanning tree). The result is that the frame will appear only once at
the destination station. Routing descriptors are added to this frame by the Bridges, and filtering on the desti-
nation address will not be performed. These frames traverse the adjacent portion of the spanning tree that is
connected by SRT Bridges, acquiring the route as they are forwarded.

C.3.3.4 Bridge processing of source-routed frames

Processing by the Bridge is based on a two-stage procedure: frame reception and frame forwarding. Explicit
function definitions for these are included in C.3.5 and C.3.7, respectively. The process of frame reception
refersto the indication of aframe to the MAC Relay Entity from the MAC entity. The process of frame for-
warding refers to the internal checking of frames that have been copied, the possible addition of routing
information, and the actions that are performed to forward frames to another LAN segment.

C.3.4 Port state information

Port states are described in 8.4.

C.3.5 Frame reception

If a frame has no routing information (RI1=0), then the Bridge shall process the frame as described in
Clause 7.

If a frame has routing information (RI1=1), then the frame shall be processed as indicated in C.3.7. The
user_priority of such frames shall be regenerated as specified in 7.5.1.

C.3.6 Frame transmission

Frames are transmitted as described in 7.6.
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C.3.7 Frame forwarding

The decision to forward a frame is based on the content of the RI field and the internal state of the Bridge.
Frames of a given user_priority and frame_type shall be forwarded in the order that they were copied from
the LAN segment. The forwarding process forwards received frames that are to be relayed to other Bridge
Ports. Non-source-routed frames (R11=0) shall be forwarded as specified in 7.7. The processing of source-
routed frames (RII1=1) is included in the subclauses that follow. The following subclauses describe the
actions of the SRT Bridge for a single enabled Bridge Port pair (LIN and LOUT). Multiport Bridges include
multiple Bridge Port pairs and shall behave in the manner described in this clause for each Port pair. No
frames shall be forwarded through disabled BPPs.

C.3.7.1 Specifically routed data frames (RT=0XX)

Bridges that find an RI field-to-bridge configuration (LIN, BN, LOUT combination) match shall forward
such frames without alteration of the RI provided that both MAC entities use the same frame formats (e.g.,
the Bridge is from Token Ring to Token Ring, I1SO/IEC 8802-5). If multiple occurrences of LOUT arein the
routing information field of a frame, the Bridge shall discard the frame and, if implemented, increment the
DupL out counter. Note that SRFs are forwarded or discarded based on the state tables, regardless of whether
the destination is to an individual or group address. Table C-3 is explained as follows:

(SRF1). If a specifically routed frame is received by an SRT Bridge and a LIN-BN-LOUT match is not
found in the routing information field, then the frame shall not be forwarded on the Port indicated by LOUT.

(SRF2). If a specifically routed frame is received by an SRT Bridge and the LIN-BN-LOUT matches, and
there are no multiple occurrences of LOUT in the routing information field, and the Length field is even, the
frame shall be forwarded and, if implemented, the SRFsForwarded counter shall be incremented.

(SRF3). If aspecifically routed frameis received by an SRT Bridge and the LIN-BN-LOUT matches but the
Length field is zero or an odd number, the frame shall be discarded and, if implemented, the Invalid RI
counter shall be incremented.

(SRF4). If a specifically routed frame is received by an SRT Bridge and the LIN-BN-LOUT matches but
there are multiple occurrences of LOUT in the routing information field, the frame shall be discarded and, if
implemented, the DupL out counter shall be incremented.

Table C-3—Specifically routed frame forwarding state table

Ref. Condition Action
SRF1 LIN-BN-LOUT does not match Do not forward frame
SRF2 (LIN-BN-LOUT match) & (occurrencesof LOUT =1) & (RI_LTH = | Forward Frame on LOUT
even number) Increment (SRFsForwarded)
SRF3 (LIN-BN-LOUT match) & ((RI_LTH = odd number) | (RI_LTH =0)) | Discard Frame

Increment (InvalidRi)

SRF4 (LIN-BN-LOUT match) & (occurrences of LOUT > 1) Discard Frame
Increment (DupL out)

In all cases above: RIl =1, RT = 0XX, and BPP State = enabled

Definitions: Discard = Do not forward on any LAN-out
Forward = Transmit the frame on LAN-out
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C.3.7.2 All Routes Explorer frames (RT=10X)

In order to limit unnecessary traffic, SRT Bridges are allowed to filter ARE frames that are superfluous or
redundant. Multiport SRT Bridges may discard (filter) ARE frames that

— Have been through the Bridge before. This can be determined by looking for aLIN-BN-LOUT com-
bination in the RI field of the received frame.

— Have been through any LAN attached to the Bridge before. This condition is more restrictive than
the condition described in &). This can be determined by examining the RI field of the received frame
for aLAN ID match with any of the LANSs attached to the Bridge other than the LIN.

All SRT Bridges shall forward al other frames on each LOUT except when any of the following conditions
hold:

a) LOUT isalready present inthe Rl field.

b) Thelast LAN ID intheRI field does not match LIN.

¢) Thenumber of route descriptors meets or exceeds the ARERdL imit.
d) TheRI field length is an odd number.

e) TheRI field length is zero.

f)  TheRl field length is four (optionally—see Table C-4).

g) TheDirection bitisnot 0.

If any of these conditions hold, the frame shall be discarded. If condition 2 occurs, the LanldMismatch
counter isincremented. If conditions 4, 5, or 7 occur, the Invalid RI counter isincremented.

If none of these conditions holds then,

— IftheLTH = 2, the Bridge adds an RD with LIN to the RI field and,
— TheBridge adds its Bridge number and the number of LOUT to the frame.

It also increments the length field by two for every route descriptor it adds. Before forwarding the frame, the
Bridge adjusts the Largest-Frame (LF) field to reflect the transfer capacity of the Bridge if the transfer capac-
ity of the Bridge Port pair is less than the size indicated by the received LF. The transfer capacity of the
Bridgeistheleast of

— The maximum frame size of LIN,

—  The maximum frame size of LOUT, and

— The maximum frame size that can be handled by the Bridge itself.
Finally, the FCSis recomputed. ARE frames are processed as indicated in Table C-4.
Table C-4 isexplained asfollows:
(AREZ1). If an All Routes Explorer frame is received by an SRT Bridge with the LAN-out ID aready in the
RI field or if the Bridge has filtered the frame, the frame shall not be forwarded on the LAN-out indicated by
the LAN-out ID.

(ARE2). If an All Routes Explorer frame is received by an SRT Bridge with the last LAN ID not matching
LIN, the frame shall be discarded and, if implemented, the LanldMismatch counter shall be incremented.

(ARED3). If an All Routes Explorer frame is received by an SRT Bridge with the number of RDs meeting or

exceeding AreRdLimit of the Port indicated by LOUT, the frame shall not be forwarded and, if imple-
mented, the AreRdL mtExceeded counter of the Port indicated by LOUT shall be incremented.
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Table C-4—All Routes Explorer frame forwarding state table

Ref. Condition Action
ARE1 (LOUT aready in RI) | (bridge has filtered) Do not forward on LOUT
ARE2 Last LANIDInRI ==LIN Discard Frame
Increment(LanldMismatch)
ARE3 # RDs >= AreRdLimit Do not forward
Increment(A RERdL mtExceeded)
ARE4 (RI_LTH = odd number) | (RI_LTH =0) | Discard Frame
(D-=0) Increment(InvalidRi)
ARE5 (RI_LTH =2) & (bridge has not filtered) & Add LIN,BN,LOUT to RI field
(AreRdLimit > 1) SETRI_LTH=6
SET LF=MIN(LFLIN,BR,LOUT)
Recalculate FCS
Forward frame

Increment(A REFramesForwarded)

ARE6 (RI_LTH = 4) & (bridge has not filtered) & Discard frame
(Last LANIDinRI =LIN) & Increment(InvalidRi)
(AreRdLimit > 1) OR (Optionally)

Add BN,LOUT to Rl field
RI_LTH=RI_LTH+2
SET LF = MIN(LF.LIN,BR,LOUT)

Recalculate FCS
Forward frame
Increment(A REFramesFowarded)
ARE7 (RI_LTH = even number between 6 and 28 inclusive) & Add BN,LOUT to RI field
(LOUT not aready inRI) & RI_LTH=RI_LTH +2
(bridge has not filtered) & SET LF=MIN(LFLIN,BR,LOUT
(Last LANID inRI =LIN) & Recalculate FCS
(# RDs < AreRdLimit) Forward frame
Increment(A REFramesFowarded)

Inall cases above: RIl =1, RT = 10X, and BPP State = enabled

Definitions: Discard = Do not forward on any LAN-out
Forward = Transmit the frame on LAN-out

(ARE4). If an All Routes Explorer frameis received by an SRT Bridge with a Length field of zero or an odd
number, or the Direction bit is not 0, the frame shall be discarded and, if implemented, the InvalidRi counter
shall be incremented.

(ARED). If an SRT Bridge receives a valid All Routes Explorer with a Length field equal to 2, and the
AreRdLimit is greater than 1, then the Bridge shall modify the frame being forwarded by adding its LAN-in
ID (LIN), its Bridge number (BN), its LAN-out ID (LOUT), and 4 bits as O, setting the LTH field to 6, set-
ting the LF field of the RI to the minimum of the received LF and the transfer capacity of the Bridge, and
recalculating the FCS, and then queueing the frame for transmission on its LAN-out and, if implemented,
the AREFramesForwarded counter shall be incremented.

(ARE®). If an SRT Bridge receives a valid All Routes Explorer frame with Rl length = 4, and the AreRd-
Limit is greater than 1, then it shall either

Discard the frame and, if implemented, increment the InvalidRi counter; or

Modify the frame being forwarded by setting the last 4 bits of the previous RD to its Bridge number (BN),
adding the next two-octet RD consisting of the LAN-out (LOUT) and remaining 4 bits as 0, incre-
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menting the Length by 2, setting the largest frame field to the minimum of the received LF and the
transfer capacity of the Bridge, recalculating the FCS, queueing the frame for transmission on its
LAN-out, and, if implemented, increment the AREFramesForwarded counter.

(AREY). If an SRT Bridge receives avaid All Route Explorer with alength field of 6 to 28 (inclusive, even
numbers only), and the number of RDs less than the AreRdLimit, then the Bridge shall modify the frame
being forwarded by setting the last 4 bits of the previous RD to its Bridge number (BN), adding the next two-
octet RD consisting of the LAN-out (LOUT) and remaining 4 bits as 0, incrementing the length by 2, setting
the largest frame field to the minimum of the received LF and the transfer capacity of the Bridge, recalculat-
ing the FCS, queueing the frame for transmission on its LAN-out and, if implemented, increment the ARE-
FramesForwarded counter.

C.3.7.3 Spanning Tree Explorer (STE) frames

The conditions for forwarding STE frames are identical to those for ARE frames with the following excep-
tions:

a) Noexplorer filtering is necessary because of the spanning tree.
b) Forwardingis also conditional on the state of the LAN-out port and the state of the spanning tree.

Filtering on the destination address of STE frames shall not be performed. These frames shall traverse the
entire spanning tree. STE frames are processed as indicated in Table C-5.

Table C-5 isexplained asfollows:

(STEL). If a Spanning Tree Explorer frame isreceived by an SRT Bridge and the LAN-in Port and LAN-out
Port are in forwarding state and LOUT is already in the RI field, then the frame shall be discarded and, if
implemented, the Bridge shall increment the Duplicatel anldOrTreeError counter.

(STE2). If a Spanning Tree Explorer frame is received by an SRT Bridge, the LAN-in Port isin forwarding
state, and the last LAN 1D does not match LIN, the frame shall be discarded and, if implemented, the Lanld-
Mismatch counter shall be incremented.

(STE3J). If a Spanning Tree Explorer frame is received by an SRT Bridge, the LAN-in Port and LAN-out
Port arein forwarding state and the number of RDs meets or exceeds the SteRdLimit of the Port indicated by
LOUT, the frame shall not be forwarded on LOUT and, if implemented, the SteRdLimit Exceeded counter
of the Port indicated by LOUT, shall be incremented.

(STE4). If a Spanning Tree Explorer frame is received by an SRT Bridge, the LAN-in Port isin forwarding
state, and the length field is zero or an odd number or the Direction hit is not O, the frame shall be discarded
and, if implemented, the InvalidRi counter shall be incremented.

(STED). If an SRT Bridge with LAN-in and LAN-out Ports in forwarding state receives a valid Spanning
Tree Explorer with alength field equal to 2, and the SteRdLimit is greater than 1, then the SRT Bridge shall
modify the frame being forwarded by adding its LAN-in ID (LIN), its Bridge number (BN), its LAN-out ID
(LOUT), and 4 bitsas 0. The SRT Bridge shall also set the length field to 6, set the largest-frame field of the
RI to the minimum of the received LF and the transfer capacity of the Bridge, and recalculate the FCS. The
SRT Bridge shall then queue the frame for transmission on its LAN-out and, if implemented, increment the
STEFramesForwarded counter.

(STES®). If an SRT Bridge with LAN-in and LAN-out ports in forwarding state receives a valid Spanning
Tree Explorer with alength field of 4, and the SteRdLimit is greater than 1, then the Bridge shall either

a) Discard the frame and, if implemented, increment the InvalidRi counter; or
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Table C-5—Spanning Tree Explorer frame forwarding state table

PortState " .
Ref. LIN LOUT Condition Action
STE1l F F (LOUT already in RI) Discard Frame,
Increment(DupLanl dOr TreeError)
STE2 F — Last LANIDInRI = =LIN Discard Frame
Increment(LanldMismatch)
STE3 F F # RDs >= SteRdLimit Discard Frame Increment
Increment(SteRdL mtExceeded)
STE4 F — (D-=0)|(RI_LTH=0) | Do not forward
(RI_LTH=0dd number) Increment(InvalidRi)
STE5 F F (RI_LTH=2) & Add LIN,BN,LOUT to Rl field
(SteRdLimit > 1) SETRI_LTH=6
SET LF=MIN_(LFLIN,BR,LOUT)
Recalculate FCS
Forward frame
Increment(STEFramesForwarded)
STE6 F F (RI_LTH=4) & Discard frame
(Last LANID inRI =LIN) & Increment (InvalidRl)
(SteRdLimit > 1) OR (Optionally)
Add BN,LOUT toRI field RI_LTH
=RI_LTH+2
SET LF=MIN(LFLIN,BR,LOUT)
Recalculate FCS
Forward frame
Increment(STEFramesFowarded)
STE7 F F (RI_LTH=even number between 6and | Add BN,LOUT toRI field
28 inclusive) & RI_LTH=RI_LTH+2
(LOUT not dready inRI) & (Last LAN SET LF =MIN(LFLIN,BR,LOUT)
IDinRI =LIN) & Recalculate FCS
(# RDs < SteRdLimit) Forward frame
Increment(STEFramesFowarded)
STE8 -F — Do not forward on LOUT
STE9 F -F Do not forward on LOUT
Inal casesabove: RIl =1, RT = 11X, and BPP State = enabled
Definitions:

Discard = Do not forward on any LAN-out
Forward = Transmit the frame on LAN-out
= Forwarding Port State

= Not Forwarding Port State
=Any Port State

F
-F

b)

Modify the frame being forwarded by setting the last 4 bits of the previous RD to its Bridge number
(BN), adding the next two-octet RD consisting of the LAN-out (LOUT) and remaining 4 bits as 0.
The SRT Bridge shall also increment the length by 2, set the largest frame field to the minimum of
the received LF and the transfer capacity of the Bridge, and recalculate the FCS. The SRT Bridge
shall then queue the frame for transmission on its LAN-out and, if implemented, increment the STE-
FramesForwarded counter.

(STET7). If an SRT Bridge with LAN-in and LAN-out Ports in forwarding state receives a valid Spanning
Tree Explorer with alength field of 6 to 28 (inclusive, even numbers only), and the number of RDs is less
than the SteRdLimit, then the SRT Bridge shall modify the frame being forwarded by setting the last 4 bits
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of the previous RD to its Bridge number (BN), adding the next two-octet RD consisting of the LAN-out
(LOUT) and remaining 4 bits as 0. The SRT Bridge shall also increment the length by 2, set the largest frame
field to the minimum of the received LF and the transfer capacity of the Bridge, and recalcul ate the FCS. The
SRT Bridge shall then gueue the frame for transmission on its LAN-out and, if implemented, increment the
STEFramesForwarded counter.

(STES8). SRT Bridges shall only forward Spanning Tree Explorer frames received on a Port if the Port isin
forwarding state.

(STE9). SRT Bridges shall only forward Spanning Tree Explorer frames on a Port if the Port is in forward-
ing state.

C.3.7.4 Duplicate Bridge number test

Bridge management may check for parallel Bridges assigned the same number as its Bridge number by
using the method below.

For every two LANS the Bridge interconnects, Bridge management initiates transmission of an LLC TEST
PDU with the destination address set to the MAC Address of the Port connected to one LAN and the source
address set to the MAC Address of the Port connected to the other LAN. The TEST PDU should contain a
route consisting of the LAN-in relative to the source address, the Bridge number, and the LAN-out relative
to the source address. If Bridge management receives more than one response back from this TEST, a paral-
lel Bridge exists that is assigned the same Bridge number and network management should be notified. See
Figure C-9.

F— - — — — — > DA, SA, rt=000, rd=9, 1, 8
| »
| BridgeNum
I =1
| LANID =8 LANID =9
| Bridge Num
| =1
I -
Lo -
DA = destination address SA = source address
rt = routing type field rd = route descriptor

Figure C-9—Duplicate bridge number test illustration

C.3.7.5 Queued frames

The forwarding process provides storage for queued frames, awaiting an opportunity to submit these for
transmission to the individual MAC entities associated with each Bridge Port. The order of frames received
on the same Bridge Port shall be preserved for

@) Unicast frames with a given user_priority for a given combination of destination_address and
source_address,
b) Multicast frames with agiven user_priority for agiven destination_address.

The Forwarding Process may provide more than one transmission queue for a given Bridge Port. Frames are

assigned to storage queue(s) on the basis of their user_priority using a traffic class table that is part of the
state information associated with each Port. The table indicates, for each possible value of user_priority, the
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corresponding value of traffic class that shall be assigned. Priority value O represents the lowest value of
user_priority, and 7 the highest value. Queues correspond one-to-one with traffic classes.

For management purposes, up to eight traffic classes are supported by the traffic classtablesin order to allow
for separate queues for each level of user_priority. Traffic classes are numbered O through N-1, where N is
the number of traffic classes associated with a given outbound Port. Management of traffic class information
isoptional. Traffic class O corresponds to non-expedited traffic; non-zero traffic classes are expedited classes
of traffic.

NOTE—In agiven Bridge, it is permissible to implement different numbers of traffic classes for each Port. Ports associ-
ated with MAC methods that support a single transmission priority, such as CSMA/CD, can support more than one traf-
fic class.

Where the Forwarding Process does not support expedited classes of traffic for a given Port, in other words,
where there is a single traffic class associated with the Port, al values of user_priority map to traffic class 0.
In Bridges that support expedited traffic, the default mapping of user_priority to traffic class, for the number
of traffic classesimplemented, is as shown in Table 7-2.

A frame queued by the forwarding process for transmission on a Port shall be removed from that queue on
submission to the individual MAC entity for that Port; no further attempt shall be made to transmit the frame
on that Port even if the transmission is known to have failed.

A frame queued by the forwarding process for transmission on a Port can be removed from that queue, and
not subsequently transmitted, if the time for which buffering is guaranteed has been exceeded for that frame.

A frame queued for transmission on a Port shall be removed from that queue, and not subsequently
submitted to the individual MAC entity for that Port, if that is necessary to ensure that the maximum Bridge
transit delay (see 6.3.6) will not be exceeded at the time at which the frame would be subsequently
transmitted.

An STE frame queued for transmission on a Port shall be removed from that queue if the associated Port
leaves the forwarding state.

Removal of aframe from a queue for transmission on any particular Port does not of itself imply that it shall
be removed from a queue for transmission on any other Port.

C.3.7.6 Selecting frames for transmission
Frames shall be selected for transmission in accordance with the provisions of 7.7.4.
C.3.7.7 Priority mapping

The source-routing forwarding process determines the value of the user_priority and access _priority param-
eters used to relay frames according to 7.7.5.

C.3.8 Addressing

In a source-routing Bridged LAN, each LAN and each Bridge shall be assigned a number asindicated in the
following subclauses.

C.3.8.1LANID

Each individual LAN in amultiple-LAN network shall be assigned a unique 12-bit non-zero LAN ID that is
consistently known by all Bridges connecting to the given LAN.
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C.3.8.2 Bridge number

Each Bridge shall have a Bridge number (BN). The route descriptor sequence (LIN-BN-LOUT) shall be
unique for each path between two LANSs connected by a Bridge.

C.3.8.3 Route descriptor

The route descriptor is a two-octet field (16 bits). The first 12 bits represent the LAN 1D and the 4 bits fol-
lowing represent the Bridge number (see C.3.3.2 for frame format details). A sequence of route descriptors
defines a unique route through the Bridged LAN. Because the end of arouteisaLAN and not a Bridge, the
individual Bridge portion of the last route descriptor in the routing information field is reserved and shall be
set to zero. C.3.7 describes the method for creating, building, and forwarding frames with source routes.

C.4 Bridge Management

The enhancements in the following subclauses are made to the management facilities defined in Clause 14.
These include the ability to control the source-routing paths through the Bridged LAN.

C.4.1 Bridge Management Entity

The following enhancements are made to the Bridge Management Entities defined in 14.4.
C.4.1.1 Bridge configuration

C.4.1.1.1 Discover Bridge

To enable the Discover Bridge management operations defined in 14.4.1.1 to report SRT capability in the
Bridge, the parameter that follows is added to the outputs of the operation.

C.4.1.1.1.1 Purpose

To indicate the SRT transfer capability of the Bridge.

C.4.1.1.1.2 Additional inputs

None.

C.4.1.1.1.3 Additional outputs (14.4.1.1.3)

— SRT Transfer Capacity—a value field that indicates the largest MSDU field of a frame that can be

handled by the SRT Bridge MAC relay entity. If SRT is not supported in the Bridge, this value shall
be reported as zero.

C.4.1.1.2 Read Bridge

To enable the Read Bridge management operations defined in 14.4.1.2 to report SRT capability in the
Bridge, the parameter that follows is added to the outputs of the operation.

C.4.1.1.2.1 Purpose

To indicate the SRT transfer capability of the Bridge.
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C.4.1.1.2.2 Additional inputs
None.
C.4.1.1.2.3 Additional outputs (14.4.1.2.3)

— SRT Transfer Capacity—a value field that indicates the largest MSDU field of a frame that can be
handled by the SRT Bridge MAC relay entity. If SRT is not supported in the Bridge, this value shall
be reported as zero.

C.4.2 Forwarding Process

The following enhancements are made to the Forwarding Process as defined in 14.6.
C.4.2.1The port counters

Reference 14.6.1.

C.4.2.1.1 Read Forwarding Port Counters

C.4.2.1.1.1 Purpose

The Port Counter objects for the SRT Bridge consist of the counters defined in 14.6.1.1, along with the SRT-
specific countersin the following subclauses.

C.4.2.1.1.2 Additional inputs
None.
C.4.2.1.1.3 Additional outputs

The following port counters are added to the list of outputs defined by 14.6.1.1.3. If the counter is not sup-
ported, the value shall be reported as zero.

h)  InvalidRI—count of frames that were discarded due to aformatting error (i.e., an odd RI length, or a
ORI length).

i)  DupLout—count of frames that were discarded due to a duplicate LOUT on SRFs.

j)  LanldMismatch—count of ARE and STE frames that were discarded becausethelast LAN ID in the
routing information field did not equal the LAN-in ID.

k)  DupLanldOrTreeError—count of STE frames that were discarded because the LAN-out ID already
existed in the routing information field.

)  STERDIimitExceeded—count of STE frames discarded due to STERD Limit exceeded.
m) ARERDIimitExceeded—count of ARE frames discarded due to ARERD Limit exceeded.
n)  SRFs Forwarded—inbound count of SRFs forwarded from this Port to another Port on the Bridge.

0) STEFramesForwarded—inbound count of STE frames forwarded from this Port to another Port on
the Bridge.

p) AREFramesForwarded—inbound count of ARE frames forwarded from this Port to another Port on
the Bridge.
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C.4.3 SRT Bridge Management Entity

C.4.3.1 SRT Bridge Configuration

The SRT Bridge Configuration operations for the SRT Bridge Management Entity allow management to
Read the Bridge RD Limits, Set the Bridge RD Limits, Read the Bridge LF Mode, and Set the Bridge LF
Mode.

C.4.3.1.1 Read LF Mode

C.4.3.1.1.1 Purpose

To report the mode that the Bridge usesto set LF bitsin ARE and STE frames.

C.4.3.1.1.2 Inputs

None.

C.4.3.1.1.3 Outputs

a) LF Mode—avalue field that indicates whether the Bridge uses base mode or extended mode to set
LF hits.

C.4.3.1.2 Set LF Mode

C.4.3.1.2.1 Purpose

To set the mode that the Bridge will use to set the LF bitsin ARE and STE frames.
C.4.3.1.2.2 Inputs

@) LF Mode—avaluefield that indicates whether the Bridge will use the base or extended mode for LF
encodings

C.4.3.1.2.3 Outputs

None.

C.4.3.2 SRT Port Configuration

The SRT Port Configuration operations for the SRT Bridge Management Entity allow management to Read
and Set the SRT attributes for each Port (LAN ID and Largest MSDU Size). Comparable to the operations
defined in 14.8.2, the operationsin the following subclauses can be performed on an SRT Port.

C.4.3.2.1 Read Port parameters

C.4.3.2.1.1 Purpose

To obtain information regarding a specific Port within the SRT Bridge Protocol Entity.

C.4.3.2.1.2 Inputs

a)  Port number
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C.4.3.2.1.3 Outputs
a) SRT Port type—a value field that indicates the port type available. Typesinclude TB and SRT.
b) LAN ID—avalue field that indicates the LAN ID corresponding to the LAN to which the Port is
attached.
¢) Largest MSDU Size—a value field that indicates the largest MSDU of a frame that can be handled
by this Port.
d) ARERD Limit—avaluefield that indicates the maximum number of route descriptors (RDs) that an
ARE frame forwarded by the Bridge is allowed to contain.
€) STERD Limit—avaluefield that indicates the maximum number of route descriptors (RDs) that an
STE frame forwarded by the Bridge is allowed to contain.
C.4.3.2.2 Set LAN ID
C.4.3.2.2.1 Purpose
To associate aLAN 1D with a specific Bridge Port.
C.4.3.2.2.2 Inputs

a)  Port Number—the number of the Bridge Port.
b) LanID—the Lan ID corresponding to the LAN into which the Port isinserted made up of 12 bits.

C.4.3.2.2.3 Outputs

None.

C.4.3.2.3 Set Largest MSDU Size

C.4.3.2.3.1 Purpose

To associate alargest MSDU size with a Bridge Port.

C.4.3.2.3.2 Inputs
a)  Port Number—the number of the Bridge Port.
b) Largest MSDU Size—a value field that specifies the maximum size MSDU that can be handled by

this Port.

C.4.3.2.3.3 Outputs

None.

C.4.3.2.4 Set RD limit

C.4.3.2.4.1 Purpose

To associate a route descriptor limit, readable by the Read RD Limits operation, with ARE and STE frames
forwarded by the Bridge.

C.4.3.2.4.2 Inputs

a)  Port number—the number of the Bridge Port.
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b) RD Limit Type—a vaue field that indicates whether the limit input is to be associated with ARE or

STE frames.

¢) RD Limit Value—avalue field that specifies the maximum number of RDs that may be contained in
the RI field of the frame type specified by the RD Limit Type. Thisfield takes values from 0O to 14.

C.4.3.2.4.3 Outputs

None.

C.4.4 SRT Bridge Port Pair Database

The operations that follow can be performed on an SRT Bridge.
C.4.4.1 SRT Bridge Port Pair Configuration

C.4.4.1.1 Read SRT Bridge Port Pair Database Size
C.4.4.1.1.1 Purpose

To read the size of the Bridge Port Pair Database.

C.4.4.1.1.2 Inputs

None.

C.4.4.1.1.3 Outputs

a) Database Size—avaluefield that indicates the number of entriesin the Bridge Port Pair Database.

C.4.4.1.2 Read SRT Bridge Port Pair Database Entry

C.4.4.1.2.1 Purpose

To read the attributes of an SRT Bridge Port pair database entity.

C.4.4.1.2.2 Inputs

a) Low Port number
b) High Port number

C.4.4.1.2.3 Outputs

a)  Source-routing Bridge number
b) Bridge state (enabled or disabled)

C.4.4.1.3 Set SRT Bridge Port Pair Database Entry
C.4.4.1.3.1 Purpose

To set the attributes of an SRT Port pair database entry.
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C.4.4.1.3.2 Inputs

a  Low Port number

b)  High Port number

c)  Source-routing Bridge number

d) Bridge state (enabled or disabled)
C.4.4.1.3.3 Outputs

None.

C.5 Management protocol

This matter is the subject to further ongoing study and resol ution.
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Annex D

(normative)

PICS proforma for Source-Routing Transparent Bridge operation1

D.1 Introduction

The supplier of aprotocol implementation that is claimed to conform to Annex C of this standard shall com-
plete the following PICS proforma, in addition to the PICS Proforma defined in Annex A. The provisions of
A.1through A.3 apply to the PICS proforma defined in this annex.

D.2 Relay and filtering of frames

Item Feature Status References Support

(28) Isthe order of relayed frames of given user M Cc231 Yes[ ]
priority preserved?

(2b) Are STE, ARE, and SRF Frames submittedto | M C.232 Yes[]
aMAC entity for transmission only once?

(2c) Isthe Largest Frame field set by the Bridgeas | M C.332 Yes[ ]
described in C.3.3.2?

(2d) Areframesreceived with no routing informa= | M C.35 Yes[ ]
tion (NSR) processed as described in |EEE Std
802.1D-1998?

(2e) Are received Specifically Routed Frames M C37.1 Yes[ ]
(SRF) processed as described in C.3.7.1?

(2f) Arereceived All Routes Explorer (ARE) M C3.7.2 Yes[ ]
Frames processed as described in C.3.7.2?

(29) Does the implementation support option 1 that | O C3.7.2 Yes[] NoJ[]
allowsfiltering of frames that have been
through the Bridge before?

(2h) Does the implementation support option 2that | O C37.2 Yes[] No[]
allows filtering of frames that have been
through the Bridge before?

(2i) Are received Spanning Tree Explorer (STE) M C3.73 Yes[ ]
frames processed as described in C.3.7.3?

2)) Does the implementation forward explorer (0] C.3.7.2, Yes[] NoJ[]
frames (STE, ARE) with LTH = 4 asdescribed C3.73
inC.3.7.2and C.3.7.3?

lCopyright release for PICS proformas: Users of this standard may freely reproduce the PICS proformain this annex so that it can be
used for its intended purpose and may further publish the completed PICS.
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Item Feature Status References Support
(3a) Can the LAN IDs of the attached LANs be M c381 Yes[]
configured in the Bridge?
(3b) Can a Bridge Number be assigned to the M C.3.8.2 Yes|[]
Bridge?
(3¢) Can Bridge management use the duplicate (0] C374 Yes[] No[]
Bridge number test to check for parallel
Bridges that are assigned the same number?
D.4 Bridge Management
This matter is subject to further ongoing study and resolution.

Item Feature Status References Support
(49) Bridge Management Operations (0] C4 Yes[] No[]
(4b) Read LF Mode. M C4311 Yes[]

(4c) Set LF Mode. M C.43.12 Yes[]
(4d) Read Port Parameters. M C4321 Yes[]
(4e) Set ARE RD Limit. M C.4324 Yes[]
(4f) Specify the max value of the ARE RD Limitin | M C4324 A
this implementation.
(49) Set STE RD Limit. M CA4324 Yes[]
(4h) Specify the max value of the STERD Limitin | M C4324 A
this implementation.
(4i) Set LAN Id. M C4322 Yes[]
(4) Set Largest MSDU Size. M C4.323 Yes[]
(4Kk) Read SRT Bridge Port Pair Database Size. M C4411 Yes[ ]
4n Read SRT Bridge Port Pair Database Entity. M C44.12 Yes[ ]
(4m) Set SRT Bridge Port Pair Database Entity. M C44.13 Yes[ ]
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Annex E

(normative)

Allocation of Object Identifier values

E.1 Introduction

This Annex contains a summary of al object identifier values that have been allocated by this standard, both
inthisrevision and in previous revisions.

Each table shows allocations related to a specific category of information object. The heading of the table
identifies the category of information object, and shows the invariant part of the object identifier value allo-
cated to the entries in the table. The column marked Arc shows the value allocated to the arc subsequent to
the invariant part, which completes the object identifier value allocated. The column marked Purpose con-
tains a text description of the information object, and, in the case of current allocations, a reference to the
location of the definition of the information object in the standard. The column marked Status shows the sta-
tus of the allocated values, using the following convention:

R  Reserved. The object identifier value is reserved for future use by this standard.

C  Current. The object identifier value has been allocated to an information object that is defined within
the current revision of the standard.

D Deprecated. The object identifier value has been allocated to an information object that was defined
in a previous revision of the standard, and whose use is now deprecated.

E.2 Allocation Tables

Allocationsfor Standar d-specific extensions
Invariant part of object identifier value =
{iso(1) member-body(2) us(840) ieee802dot1D(10009)standardsSpecificExtensions(0)}

ARC PURPOSE STATUS
N/A N/A N/A

Allocationsfor Functional Unit Packages
Invariant part of object identifier value =
{iso(1) member-body(2) us(840) ieee802dot1D(10009) functiona UnitPackage(1)}

ARC PURPOSE STATUS
bridgeM anagementFunctional Unit(0) Bridge Functional Unit Packageidentifier (7.1 of IEEE | D
Std 802.1j-1996)
bridgeM anagementFunctional Unit(1) Bridge Functional Unit Package identifier (15.1) Cc
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Allocationsfor ASN.1 moduleidentifiers
Invariant part of object identifier value =
{iso(1) member-body(2) us(840) ieee802dot1D(10009) asn1Module(2)}

ARC PURPOSE STATUS
bridgeDefinitions(0) version1(0) Identifier for Version 1 of the Bridge ASN.1 definitions | D
module
bridgeDefinitions(0) version2(1) Identifier for Version 2 of the Bridge ASN.1 definitions | C
module

Allocationsfor Managed object classes
Invariant part of object identifier value =
{iso(1) member-body(2) us(840) ieee802dot1D(10009) managedObjectClass(3)}

ARC PURPOSE STATUS

macBridgeDL E(0) MAC Bridge DLE managed object class name (15.3)

port(1) Port managed object class name (7.4 of IEEE Std
802.1j-1996)

selectiveTrand ationTableEntry(2) Selective Trandlation Table Entry managed object class | C
name (15.5)

permanentDatabase(3) Permanent Database managed object class name (15.6) | C

filteringDatabase(4) Filtering Database managed object class name (7.7 of D
|EEE Std 802.1j-1996)

databaseEntry(5) Database Entry managed object class name (15.8) C

port(6) Port managed object class name (15.4) C

filteringDatabase(7) Filtering Database managed object class name (15.7) C

garpApplication(8) GARP Application managed object class name (15.9) C

garpAttributeType(9) GARP Attribute Type managed object class name C
(15.10)

garpAttribute(10) GARP Attribute managed object class name (15.11) C

garpTimers (11) GARP Timers managed object class name (15.12) C

Allocationsfor Packages
Invariant part of object identifier value =
{iso(1) member-body(2) us(840) ieee802dot1D(10009) package(4)}

ARC PURPOSE STATUS
fdGroupSupport (0) Conditional package name for support of Group Regis- | C
tration Entry counter by Filtering Database managed
object class (15.7)
garpOriginatorSupport (1) Conditional package name for support of GARP PDU C
originator address recording (15.11)

Allocationsfor Parameters
Invariant part of object identifier value =
{iso(1) member-body(2) us(840) ieee802dot1D(10009) parameter(5)}

ARC PURPOSE STAT

N/A N/A N/A
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Invariant part of object identifier value =

Allocationsfor Name Binding identifiers

{iso(1) member-body(2) us(840) ieee802dot1D(10009) nameBinding(6)}

ARC PURPOSE STATUS

macBridgeDL E-datalinkSubsystem(0) Name binding identifier for MAC Bridge DLE when Cc
contained in Data Link Subsystem (15.3.1)

port-MACBridgeDLE(1) Name binding identifier for Port when contained in C
MAC Bridge DLE (15.4.1)

selectiveTrand ationTabl eEntry-Port(2) Name binding identifier for Selective Trandation Table | C
Entry when contained in Port (15.5.1)

permanentDatabase-M ACBridgeDL E(3) Name binding identifier for Permanent Database when C
contained in MAC Bridge DLE (15.6.1)

filteringDatabase-M ACBridgeDL E(4) Name binding identifier for Filtering Database when Cc
contained in MAC Bridge DLE (15.7.1)

permanentEntry-PermanentDatabase(5) Name binding identifier for Static Filtering Entry when | C
contained in Permanent Database (15.8.1)

staticEntry-FilteringDatabase(6) Name binding identifier for Static Filtering Entry when | C
contained in Filtering Database (15.8.1)

dynamicEntry-FilteringDatabase(7) Name binding identifier for Dynamic Filtering Entry Cc
when contained in Filtering Database (15.8.1)

groupEntry-FilteringDatabase(8) Name binding identifier for Group Registration Entry C
when contained in Filtering Database (15.8.1)

garpApplication-Port(9) Name binding identifier for GARP Application when Cc
contained in Port (15.9.1)

garpAttributeType-GARPA pplication(10) Name binding identifier for GARPAttribute Typewhen | C
contained in GARP Application (15.10.1)

garpAttribute-GARPALttributeType(11) Name binding identifier for GARP Attribute whencon- | C
tained in GARP Attribute Type (15.11.1)

garpTimers-Port(12) Name binding identifier for GARP Timers when con- Cc
tained in Port (15.12.1)

Allocationsfor Attributeidentifiers

Invariant part of object identifier value =

{iso(1) member-body(2) us(840) ieee802dot1D(10009) attribute(7)}

ARC PURPOSE STATUS
bridgeAddress(0) Bridge Address attribute type name (15.3.2) Cc
bridgeName(1) Bridge Name attribute type name (15.3.3) C
bridgeNumPorts(2) Bridge Number of Ports attribute type name (15.3.4) C
bridgePortAddresses(3) Bridge Port Addresses attribute type name (15.3.5) C
uptime(4) Uptime attribute type name (15.3.6) C
bridgel dentifier(5) Bridge Identifier attribute type name (15.3.7) C
timeSinceTopol ogyChange(6) Time Since Topology Change attribute type name Cc

(15.3.8)
topologyChangeCount(7) Topology Change Count attribute type name (15.3.9) Cc
topologyChange(8) Topology Change attribute type name (15.3.10) C
designatedRoot(9) Designated Root attribute type name (15.3.11) Cc
rootPathCost(10) Root Path Cost attribute type name (15.3.12) C
rootPort(11) Root Port attribute type name (15.3.13) C
maxAge(12) Max Age attribute type name (15.3.14) C
helloTime(13) Hello Time attribute type name (15.3.15) C
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Allocationsfor Attributeidentifiers (Continued)
Invariant part of object identifier value =

{iso(1) member-body(2) us(840) ieee802dot1D(10009) attribute(7)}

ARC PURPOSE STATUS
forwardDelay(14) Forward Delay attribute type name (15.3.16) Cc
bridgeM axAge(15) Bridge Max Age attribute type name (15.3.17) C
bridgeHelloTime(16) Bridge Hello Time attribute type name (15.3.18) C
bridgeForwardDelay(17) Bridge Forward Delay attribute type name (15.3.19) C
holdTime(18) Hold Time attribute type name (15.3.20) C
bridgePriority(19) Bridge Priority attribute type name (15.3.21) C
portNumber(20) Port Number attribute type name (15.4.2) Cc
portName(21) Port Name attribute type name (15.4.3) C
portType(22) Port Type attribute type name (15.4.4) C
framesReceived(23) Frames Received attribute type name (15.4.5) C
discardinbound(24) Discard Inbound attribute type name (15.4.6) Cc
forwardOutbound(25) Forward Outbound attribute type name (15.4.7) C
discardL ackOfBuffers(26) Discard Lack of Buffers attribute type name (15.4.8) C
discardTransitDelayExceeded(27) Discard Transit Delay Exceeded attribute type name C

(15.4.9)
discardOnError(28) Discard on Error attribute type name (15.4.10) C
discardOnErrorDetail (29) Discard on Error Detail attribute type name (15.4.11)
outboundUserPriority(30) Outbound User Priority attribute type name (7.4.11 of D
|EEE Std 802.1j-1996)
outboundA ccessPriority(31) Outbound Access Priority (7.4.12 of |IEEE Std 802.1j- D
1996)
portUptime(32) Port Uptime attribute type name (15.4.16) C
state(33) State attribute type name (15.4.17) C
portldentifier(34) Port Identifier attribute type name (15.4.18) C
portPriority(35) Port Priority attribute type name (15.4.19) Cc
pathCost(36) Path Cost attribute type name (15.4.20) C
portDesignatedRoot(37) Port Designated Root attribute type name (15.4.21) C
designatedCost(38) Designated Cost attribute type name (15.4.22) C
designatedBridge(39) Designated Bridge attribute type name (15.4.23) C
designatedPort(40) Designated Port attribute type name (15.4.24) C
topologyChangeAck(41) Topology Change Ack attribute type name (15.4.25) C
typeValue(42) Type Value attribute type name (15.5.2) C
databaseName(43) Database Name attribute type name (15.6.2) Cc
databaseSize(44) Database Size attribute type name (15.6.3) C
numberOfEntries(45) Number Of Entries attribute type name (15.6.4) Cc
numberOf Dynami cEntries(46) Number Of Dynamic Entries attribute type name C
(15.7.2)
ageingTime(47) Ageing Time attribute type name (15.7.3) C
address(48) Address attribute type name (7.8.1 of |EEE Std. 802.1f)
portNumberOrMap(49) Port Number Or Map éttribute type name (7.8.2 of
|EEE Std 802.1j-1996)
entryType(50) Entry Type attribute type name (15.8.4) C
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Allocationsfor Attributeidentifiers (Continued)
Invariant part of object identifier value =

{iso(1) member-body(2) us(840) ieee802dot1D(10009) attribute(7)}

ARC PURPOSE STATUS

entrylndex(51) Entry Index attribute type name (15.8.5)

defaultUserPriority(52) Default User Priority attribute type name (15.4.12)

userPriorityRegenerationTable(53) User Priority Regeneration Table attribute type name C
(15.4.13)

trafficClassTable(54) Traffic Class Table attribute type name (15.4.12)

outboundA ccessPriority Table(55) Outbound Access Priority Table attribute type name C
(15.4.12)

numberOf GroupRegistrationEntries(56) Number Of Group Registration Entries attribute type C
name (15.7.4)

address(57) Address attribute type name (15.8.2) C

portMap(58) Port Map attribute type name (15.8.3) Cc

applicationName(59) Application Name attribute type name (15.9.2) C

joinTime(60) Join Time attribute type name (15.12.3) C

leaveTime(61) L eave Time attribute type name (15.12.4) C

leaveAll Time(62) Leave All Time attribute type name (15.12.5) C

failedRegistrations(63) Failed Registrations attribute type name (15.10.4) C

garpAttributeType(64) GARP Attribute Type attribute type name (15.10.2) Cc

garpAttribute(65) GARRP Attribute attribute type name (15.11.2) C

applicantAdministrativeControl (66) Applicant Administrative Control attribute type name C
(15.10.3)

stateValue(67) State Value attribute type name (15.11.3) Cc

originatorOfLastPDU(68) Originator Of Last PDU attribute type name (15.11.4) C

garpTimers (69) Garp Timers attribute type name (15.12.2)

Allocationsfor Attribute Group identifiers

Invariant part of object identifier value =

{iso(1) member-body(2) us(840) ieee802dot1D(10009) attributeGroup(8)}

ARC PURPOSE STATUS

readOrDiscoverBridge(0) Read or Discover Bridge attribute group name C
(15.3.22)

readBridgeProtocol Parameters(1) Read Bridge Protocol Parameters attribute groupname | C
(15.3.23)

readPort(2) Read Port attribute group name (15.4.26) C

readForwardingPortCounters(3) Read Forwarding Port Counters attribute group name C
(15.4.27)

readTransmissionPriority(4) Read Transmission Priority attribute group name D
(7.4.25 of |EEE Std 802.1j-1996)

readPortParameters(5) Read Port Parameters attribute group name (15.4.28) C

readDatabase(6) Read Database attribute group name (15.6.5)

readDatabaseEntry(7) Read Database Entry attribute group name (7.8.5 of D
|EEE Std 802.1j-1996)

readDatabaseEntry(8) Read Database Entry attribute group name (15.8.6) C
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Allocationsfor Action types
Invariant part of object identifier value =

{iso(1) member-body(2) us(840) ieee802dot1D(10009) action(9)}

ARC PURPOSE STATUS
resetBridge(0) Reset Bridge action type name (15.3.24)
forcePortState(1) Force Port State action type name (15.4.29) C
Allocationsfor Notification types
Invariant part of object identifier value =
{iso(1) member-body(2) us(840) ieee802dot1D(10009) notification(10)}

ARC PURPOSE STATUS
N/A N/A N/A
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Annex F

(informative)

Target topology, migration, and interoperability

F.1 Target topology

Figure F-1 gives an example Bridged LAN configuration that is an illustration of the simple combinations of
dual-port/multiport bridges, redundant paths, etc., that may appear in a Bridged LAN. The example was pro-
duced at a time when the focus was on dual-port Bridges interconnecting shared-media LANSs, and the pri-
mary purpose of the example was to illustrate the capability of Spanning Tree to cope with redundant paths.

With the current and future focus on hub architectures incorporating multiport Bridges and switching tech-
nology, it is appropriate to include in the standard examples of such topologies. This is particularly impor-
tant, given that in order to derive the full benefit of the dynamic multicast filtering capability, it will be
necessary to employ just such LAN topologies. The following diagram therefore presents a more representa-
tive Spanning Tree topology, including both shared media elements and hub architectures.

SHARED LAN A

Multicast Filtering Multicast Filtering End Multicast Filtering
Bridge A Bridge B station 1 Bridge C
SHARED LAN B SHARED LAN C
Multicast Filtering Multicast Filtering Bridge End End
Bridge D Bridge E F station 2 station 3

SHARED LAN D

End End End
station 4 station 5 station 6

Figure F-1—Example Spanning Tree Topology
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F.2 Migration considerations

This subclause examines some of the issues, and their possible solution, that will be encountered in mixed
mode LANSs; i.e., LANsthat contain

a) A mixture of Legacy Bridges (Bridges that support only Basic Filtering Services) and Enhanced
Bridges (Bridges that support Extended Filtering Services);
b) A mixture of legacy end stations, that are GMRP-unaware, and GMRP-aware end stations.

Given the range of uses, configurations, traffic patterns, and performance requirements that are to be found
in LAN environments is impossibly large, this text is not intended to be definitive; it is essentia that the
migration strategy in a given Bridged LAN be defined in terms of its own particular environment and
requirements.

F.2.1 Heterogeneous Bridge environments

The operation of GMRP is entirely transparent to Legacy Bridges; i.e., al GMRP PDUs are forwarded trans-
parently by Legacy Bridges. It is therefore possible to intermix Legacy Bridges and Enhanced Bridgesin a
Bridged LAN in an arbitrary manner without affecting the integrity of the GMRP-generated directed graphs.

NOTE—This s true only if the Legacy Bridges do not contain any Static Filtering Entries that might interfere with the
transmission of PDUs destined for any of the GARP Application addresses.

In a heterogeneous Bridged LAN, placing any Enhanced Bridges at the periphery of the network, rather than
within the core of the network, is likely to produce the maximum benefit in terms of traffic segregation.
However, such benefit may also depend on the mix and distribution of GMRP-aware and GMRP-unaware
end stations (see F.2.2). In general, the nearer to the “center” of the Bridged LAN that a particular Bridge is
placed, the more likely it is that any Groups defined in its Filtering Database will have registered members
on all Ports; the Bridge will therefore be filtering relatively little Group traffic. Placing a Legacy Bridge at a
similar location in the Bridged LAN therefore produces relatively little additional 1oad on adjacent LAN seg-
ments. Conversely, the nearer the periphery of the Bridged LAN, the more likely it is that the Groups defined
in the Filtering Database will have different membership patterns on each Port and Extended Filtering Ser-
vices will therefore be of more value.

F.2.2 Heterogeneous end station environments
F.2.2.1 Use of Basic Filtering Mode and Legacy Bridges

As legacy Bridges are transparent to GARP protocol exchanges, the placement of end stations on segments
served only by Legacy Bridgesis of little interest to this discussion.

F.2.2.2 Use of Forward All Groups

Forward All Groups is the default Group filtering behavior (7.9.4) adopted by a given Port if the static and
dynamic information held in the Filtering Database for that Port indicates a service requirement of Forward
All Groups. Registering Forward All Groups as a service requirement (6.6.7) is intended to be used for two
purposes:

a) To ensure that regions of the Bridged LAN containing only legacy devices can receive al multicast
frames that originate in any other region of the Bridged LAN (except those that are explicitly disal-
lowed by means of static configuration);

b) To alow successful operation of devices that require promiscuous reception, such as routers or net-
work monitors, as discussed in F.3.
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Ideally, all GMRP-unaware devices would be attached to LAN segments served by Bridge Ports operating
with Forward All Groups as their default Group filtering behavior. As these segments will attract all multi-
cast traffic originating in any other LAN segment, such legacy segments are ideally located in the same
region of the Bridged LAN. Asindicated in F.2.1, it may also be appropriate to attach these segments to a
Bridge that is close to the center of the Bridged LAN.

F.2.2.3 Use of Forward Unregistered Groups

Forward Unregistered Groups is the default Group filtering behavior (7.9.4) adopted by a given Port if the
static and dynamic information held in the Filtering Database for that Port indicates a service requirement of
Forward Unregistered Groups, but does not indicate a service requirement of Forward All Groups. One of
the intended uses of Forward Unregistered Groups registration is to provide for migration from GMRP-
unaware environments to GM RP-aware environments. The “ pass-through” behavior for unregistered Groups
will allow GMRP-unaware end stations to continue to operate on segments serviced by Forward Unregis-
tered Groups filtering behavior, as long as the multicast addresses they wish to receive are distinct from
those used by GMRP-aware end stations (F.2.2.5 looks at the situation where the addresses used are not dis-
tinct). In general, it is more appropriate to place GMRP-unaware end stations on segments served by Ports
providing Forward All Groups as their default Group filtering behavior.

Forward Unregistered Groups could also be useful in circumstances where GMRP-aware devices are able to
distinguish between a set of “legacy” multicast addresses, for which they do not register, and a set of “new”
multicast addresses, for which they register. Again, this scenario is only workable if the GMRP-unaware
devices use only the “legacy” multicast addresses.

F.2.2.4 Use of Filter Unregistered Groups

Filter Unregistered Groups, which requires explicit registration of Group membership in order for an end
station to receive frames destined for a Group, is the default Group filtering behavior (7.9.4) adopted by a
given Port if the static and dynamic information held in the Filtering Database for that Port does not indicate
a service requirement of Forward All Groups or Forward Unregistered Groups. It is essentially designed to
operate with GMRP-aware end stations only. It is largely unsuitable for operation on any LAN segment that
contains GMRP-unaware devices, unless the network administrator is prepared to manually configure the
GARP administrative control parameters of al such Ports to meet the known requirements of al connected
GMRP-unaware devices.

An dternative approach would be to include on any shared media segment that contained GMRP-unaware
devices a“proxy member” that joined an appropriate set of Groups on behalf of the end stations on its seg-
ment. However, the network administrator must again be prepared to manually configure the “proxy mem-
ber” in order for this to work, so this solution is little different from manually configuring the Filtering
Databases.

In general, therefore, it would appear to be inappropriate to design amigration strategy around the use of Fil-
ter Unregistered Groups, unless the physical configuration of the LAN allows segregation of GMRP-aware
and GMRP-unaware end stations.

F.2.2.5 Use of acommon set of addresses

A major danger in migration from GMRP-unaware environments to GMRP-aware environments is that, if
both types of end stations are recipients of acommon set of MAC Addresses, there is the possibility that the
GMRP-unaware end stations will become disenfranchised as a result of the GMRP-aware end stations regis-
tering membership of a Group with that MAC Address. How likely this is to happen depends greatly upon
the environment concerned. Given the fact that the use of the GMRP registration mechanisms will, in many
cases, be tightly coupled to new applications and software implementations, the real impact of this problem
may prove to be smaller in practice than it might appear to bein theory.
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However, given the danger, any migration environment needs to be analyzed in order to determine whether
the problem actually exists. Strategies for addressing the problem are again likely to revolve around the
approaches discussed in F.2.2.2, F.2.2.3, and F.2.2.4, namely:

a)  Segregation of legacy end stations on Forward All Groups mode segments;
b) Manual configuration of the Filtering Database;
¢) Useof “proxy member” end stations.

F.3 Interoperability with higher-layer multicast protocols and related issues

Itis clearly necessary for GMRP to coexist and interoperate with devicesin a Bridged LAN that may imple-
ment higher-layer multicast protocols. The primary example here will be an IP Router that supports |P mul-
ticast and IGMP (IP Group Management Protocol); however, other examples may be encountered that
exhibit similar characteristics.

Although not a higher-layer protocol issue per se, it may also be necessary to accommodate devices that
monitor the multicast traffic in a Bridged LAN, which rely for their operation on promiscuous reception.

F.3.1 IP multicast

An IP router needs to receive multicast frames sent to any of the addresses in the multicast address range
designated for |P multicast use.

A workable approach is to ensure that al Bridge Ports connected to the same LAN segment as the router
adopt a default Group filtering behavior of Forward All Groups. This can be achieved either by static config-
uration of the Filtering Database for the Ports concerned, or by the router issuing a
REGISTER_SERVICE_REQUIREMENT primitive, specifying Forward All Groups, to its GMRP Partici-
pant, which in turn will send a GMRP PDU containing a Joinin or JoinEmpty message (12.10.4.2) for For-
ward All Groups registration. For all Bridge Ports whose default Group filtering behavior is Forward
Unregistered Groups or Filter Unregistered Groups that are attached to the same LAN segment (including
any Bridges indirectly attached, via Bridges providing only Basic Filtering Services), this has the effect of
forcing them to change their default Group filtering behavior to Forward All Groups. This has the effect of
ensuring that all Bridges in the Bridged LAN will forward multicast frames in the direction of the Router,
regardless of whether those frames are destined for registered Groups. This approach will work regardless of
the number of routers that may exist in the Bridged LAN; however, it has the characteristic that the LAN
segment that the router is attached to will “see” all multicast traffic generated anywhere in the Bridged LAN,
regardless of whether it is of interest to the router.

Ideally the router would be connected to a Bridge by aL AN segment with only GM RP-unaware end stations
attached to it, thus ensuring that the GARP-aware devices in the Bridged LAN obtain the maximum benefit
from the Group filtering services. It may also be appropriate to attach this segment to aBridge that is close to
the center of the Bridged LAN, asindicated in the discussion of legacy devicesin F.2.1.

GMRP-aware end stations involved in |P multicast reception must be capable of using GMRP to manage
their membership of Groups as required by their use of |P multicast. For example, in order to join agiven IP
multicast Group using IGMP, the end station must perform a GMRP Join for that Group before issuing the
IGMP Join.

NOTE—AIthough described in the context of 1P multicast, the approach described here may be appropriate for routers
implementing other protocol architectures that support multicast.
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F.3.2 Monitoring multicast traffic

The addition of the dynamic multicast filtering capability defined in this standard to a Bridged LAN means
that network monitors that would hitherto have been aware of all multicast traffic in the Bridged LAN (other
than traffic constrained by static filters) may now be unaware of some multicast traffic, depending upon the
point of attachment of the monitoring device and the pattern of Group registration that exists at that point in
the network. The situation for multicasts will therefore be very similar to the situation for unicasts, where the
dynamic entriesin the Filtering Database results in some unicast traffic not being visible on some LAN seg-
ments.

Should it be desired to monitor al multicast traffic in the Bridged LAN, the simplest approach, which results
in reception of all traffic except traffic destined for Groups for which static filtering information prevents
membership, is for the monitor to ensure that al Bridge Ports connected to the same LAN segment as the
monitor adopt a default Group filtering behavior of Forward All Groups, as described in F.3.1.

The ideal configuration for this scenario is either that the monitor is connected to a LAN segment that is
already served by Ports that have adopted Forward All Groups filtering behavior, or that it is connected to a
Bridge by a LAN segment with no other end stations, Bridges, or routers connected to it. It may aso be
appropriate to attach this segment to a Bridge that is close to the center of the Bridged LAN, asindicated in
the discussion of legacy devicesin F.2.1.

It should be noted that unless the monitor is attached to a LAN segment where all Bridge Ports serving the
segment normally adopt Forward All Groups behavior (for example, alegacy LAN segment, as discussed in
F.2.1), this approach may result in changes to the normal distribution of multicast frames in the Bridged
LAN (i.e., changes to the distribution that would occur in the absence of the filtering mode changes intro-
duced by the monitor itself).
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Annex G

(informative)

Preserving the integrity of FCS fields in MAC Bridges

G.1 Background

When relaying frames between Ports of a MAC Bridge, one of the functions of the Bridge is to regenerate
the FCS field in accordance with the MAC procedures that apply to the medium access method through
which the frame will be relayed. One of the requirements of the MAC Bridge standard is that any such
regeneration of the FCS shall not increase the level of undetected FCS errors that are experienced on the
transmitting MAC over that which would be experienced by preserving the FCS (see 6.3.7 and 7.7.6). The
point at issue here is only the undetected error rate; a conformant Bridge will discard frames that are
received with an FCS error; however, there is afinite possibility of undetectable corruption taking place, i.e.,
the frame is corrupted, but the FCS algorithm does not reveal the error.

This annex looks at the various cases that apply to the operation of the MAC Bridge with respect to FCS
regeneration and the alternative approaches that can be taken in order to address the cases. The following
cases need to be considered:

@) Thesource and destination MAC methods are identical from the point of view of the operation of the
FCS agorithm;

NOTE—This is the case, for example, where the source and destination MAC methods are identical. It could
also happen with dissimilar MAC methods if the FCS coverage, the FCS a gorithm, the definitions of the fields
covered by the FCS, and the bit/octet ordering are the same in both MAC methods.

b)  The source and destination MAC methods differ from the point of view of the operation of the FCS
agorithm;

¢) Thedatacovered by the FCSis not modified by the operation of the relay function of the Bridge;

d) Thedatacovered by the FCS is modified by the operation of the relay function of the Bridge.

In each case, it is important to ensure that there is a low probability of additional undetected errors being
generated by corruption of the data portion of the frame between removal of the old FCS and computation of
the new one, which would result in the transmitted frame carrying invalid data and avalid FCS. Such corrup-
tion might occur, for example, as aresult of the effect of environmental noise on the operation of the Bridge
hardware.

If both @) and c) are true, then the FCS carried in the received frame is still valid, and the ideal approach
would be to reuse this value as the FCS for the transmitted frame.

If either b) or d) aretrue, then it will be necessary for the Bridge to recal culate the FCS on transmission, and

may therefore need to take additional precautions against in-memory corruption causing increased undetec-
ted FCS error levels.

G.2 Basic mathematical ideas behind CRC and FCS
The standard Cyclic Redundancy Check (CRC) algorithm is based on the following ideas:

a) Ann-bit message isregarded as a polynomial, M(x), of degree n-1;
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b) Inorder to generate a CRC value of length r bits, a generator polynomial, G(x), is used, of degreer;

¢) Thevalueof thelast r bits of M(x) are chosen such that M(x) + G(x) has aremainder of O (i.e., M(x)
=0 mod G(x)).

M essages can be added, in which each coefficient isO or 1:

d M3(x) = M1(x) + M2(x). Messages are added together by bit-wise addition (XOR) of coefficients
with the same bit position (i.e., coefficients with the same exponent).

Subtraction of messages:

€) Addition and subtraction are equivalent operations (asA =A XOR B XOR B); hence, using the mes-
sagesin example d) above, M1(x) can be regenerated from M3(x) by adding M2(x).

Linearity:

f) 1f M(x) = 0 mod G(X), then (M(x) + E(x)) = 0 mod G(x) IFF E(x) = 0 mod G(x). In other words, if
an error pattern, E(x), is added to a message, M(x), then the resultant message will give no remain-
der when divided by the generator polynomial if both M(x) and E(x) gave no remainder when
divided by the generator polynomial.

g x™M(x) =0 mod G(x) IFF M(x) = 0 mod G(x). A message can be shifted by adding zero padding
without affecting the integrity of the CRC.

h)  Thus, the CRC algorithm has the property that it will detect any burst error, of length r bits or less,
applied to the message, as such an error must result in a nonzero remainder when the message is
divided by the generator polynomial. Alternatively, adding two messages together, both of which
have valid CRCs, resultsin amessage with avalid CRC.

In Ethernet, the algorithm used differs from the standard CRC, and is known as a Frame Check Sequence
(FCS). The FCSiis based on the CRC but with the following differences:

— Thefirst 32 bits of M(x) are complemented before the FCS value is cal cul ated;

— A CRC valueis calculated, as described above, by dividing the first n-32 bits of M(x) by G(x) and
taking the remainder as the CRC value;

— The CRC value is complemented and inserted as the last 32 bits of M(x).

By application of the addition and linearity rules, d) and f) above, the Ethernet frame with its FCS can be
viewed as consisting of the following component messages, added together:

— Ann-bit message, M(x), carrying a standard CRC as the last 32 hits;
— Ann-bit “FCS adjustment factor”, A,,(x), which adjusts the CRC to form an FCS.

Figure G-1 illustrates the conversion of a message with a CRC to the equivalent message with an FCS, by
the addition of the adjustment factor. The adjustment factor consists of two components:

— Thefirst component, when added to M(x), contributes an adjustment to the CRC which is equivalent
to the effect of complementing the first 32 bits of M(x) before calculating the CRC bits, and comple-
ments the first 32 bits of M(x).

— The second component, when added to the partialy adjusted M(x), restores the first 32 hits of M(x)
to their original value, and complements the (adjusted) CRC to form the final FCS.
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Mere(X) Data - (n-4) octets 32-bit CRC
+
FF-FF-FF-FF (n-8) octets of 00 32-bit CRC
An(X)
FF-FF-FF-FF (n-8) octets of 00 FF-FF-FF-FF
Mies(X) Data - (n-4) octets 32-bit FCS

Figure G-1—Converting a CRC to an FCS

G.3 Detection Lossless Circuit approach

This approach isillustrated in Figure G-2. The basis of this approach is that the FCS used in the modified
message is always recomputed from scratch using the normal FCS generation algorithm (Check Generator
B); however, the original message data and FCS are also used as an input to an FCS checker (Checker A) in
order to check that the inputs to the FCS generator were correct. Hence, if errors are introduced into the mes-
sage while it is in memory in the Bridge in the time period since the message was received and FCS-
checked, then Checker A will detect the error at the same time as the new FCS for the modified message is

being generated.

Modifications ﬁ

Original message

Original message

P» New message

—p New FCS

5|5
©
5|3
C| &
v
Checker
A
A 4
Check
Generator
B

Figure G-2—Detection Lossless Circuit

Checker A is fed both with the original message in its unmodified form, and with the original message as
used in the construction of the new message; this occurs after (or simultaneously with) the generation of the
new FCS by Check Generator B. Any discrepancies detected by Checker A indicate that the information
used to generate the new message and its FCS are suspect, and that the message should therefore be dis-

carded.
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G.4 Algorithmic modification of an FCS
In cases where the need to recal culate the FCS comes about as a result of changes to the data rather than by
changes in the operation of the FCS algorithm, one option, rather than recal culating an FCS from scratch for
a given message, is to examine the changes that have been made to the message and to calculate an FCS
adjustment factor that reflects those changes. There are two cases:

a) Theoveral length of the message is unchanged, but the contents of one or more octets of data cov-

ered by the FCS have changed;
b) The overall length of the message has increased or decreased, as aresult of the addition or removal

of octets covered by the FCS, but the contents of the original octets is unchanged (although some
may have been shifted in position as aresult of the insertion/deletion).

G.4.1 Data changed, length unchanged

Adjustment of a message, MF;(x), in order to change the value of a field F from current value F; to new
value F, consists of the following steps:

— Remove the FCS adjustment factor for a message of length n, A,(x);
— Remove the contribution to the message and its FCS provided by the current value of thefield, F4(x);
— Add the contribution to the message and its FCS provided by the new value of thefield, Fy(x);
— Add the FCS adjustment factor for a message of length n, A, (x).
In other words,
MF(X) = MF1(x) = An(X) — F1(x) + F5(x) +An(X)
The addition and subtraction of A,(x) cancel each other out, so,
MFo(x) = MF(x) = F1(X) + F(X)
Also, the correction factors F1(x) and F»(x) can be replaced by a single factor, F3(x), which is the contribu-
tion to M(x) and its FCS that would be provided by the value of Field F that would be produced by F; XOR
F,. So,
MF5(x) = MFy(x) + F5(x)
Thisis shown in Figure G-3.
Alternatively,
FCS of MF,(x) = (FCS of MF4(x)) + adjustment
where
Adjustment = (FCS of F1(x)) + (FCS of Fx(x))
or equivaently,

FCS of MF,(x) = (FCS of MF4(x)) + (FCS of F3(x))

The adjustment factor (FCS of F5(x)) is incidentally the same factor that would be used if the value of F
were to be changed back from F, to F.
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MF4(X) X data octets Fi y data octets 32-bit FCS
—F1(X) X octets of 00 Fq y octets of 00 32-bit CRC
+ Fy(x) x octets of 00 ) y octets of 00 32-bit CRC
= MF,(X) x data octets Fy y data octets 32-bit FCS
Note also that:

F1(x) x octets of 00 Fi y octets of 00 32-bit CRC
+ Fo(X) x octets of 00 F> y octets of 00 32-bit CRC
= F3(x) x octets of 00 F1 XOR F, y octets of 00 32-hit FCS

Figure G-3—Field change adjustment
Therelative simplicity of this case (relative to the case where the length changes) is a consegquence of linear-

ity and the fact that the FCS adjustment factor, A(X), is constant for any given message length n, not a func-
tion of the data carried in the message.

G.4.2 Length changed, original data unchanged

Adjustment of a message M(x) of length n to cater for an inserted field, |, of length i involves the following
steps:
— Remove the FCS adjustment factor for a message of length n, A,(x);
— Remove the contribution to the message and FCS that is provided by the header portion of the mes-
sage (the portion before the inserted field), H(x);
— Add the contribution to the message and FCS that is provided by the header plus the inserted field I,
HI(x);
— Add the FCS adjustment factor for amessage of length n+i, Api(X).

MI(X) = M(X) —Ap(X) —H(X) + HI(X) + Apsi(X)
Thisis shown in Figure G-4.
Alternatively,
FCS of MI(x) = (FCS of M(x)) + adjustment
where
adjustment = (CRC of A,(x)) + (CRC of H(x)) + (CRC of HI(x)) + (CRC of (Ap+i(X))

Aswith the field change example, the value of adjustment is the same adjustment factor that would be used
to adjust the FCS of MI(x) if field | were to be removed from the message.
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Message of length n

M(x) Header (H) Trailer (T) 32-bit FCS
FF-FF-FF-FF All 00 32-bit CRC
— An(X)
FF-FF-FF-FF All 00 FF-FF-FF-FF
- H(x) Header (H) All 00 32-bit CRC
+ HI(x) Header (H) Insert (1) All 00 32-bit CRC
FF-FF-FF-FF All 00 32-bit CRC
+ Ansi(X)
FF-FF-FF-FF All 00 FF-FF-FF-FF
= MI(x) Header (H) Insert (1) Trailer (T) 32-bit FCS

Figure G-4—Field insertion adjustment

G.4.3 Preservation of detectability

With either of the algorithmic adjustment methods described here, the important question is whether the
ability of the FCSto detect errorsin the message is preserved across these transformations; in other words, if
a detectable error pattern, E(x), is added to the message M(x) before the modification, addition, or removal
of afield, isthat error still detectable after the message has been adjusted.

NOTE—The following analysis assumes that E(X) is a detectable error pattern, of length 32 bits or less. Analysis of the
performance of this method with longer error patterns has not been attempted here.

In the cases where the error component is in those parts of the message that are not affected (changed or
shifted) by the transformation, it is reasonably apparent that, as the transformation takes no account of the
portion of the message that isin error, the detectability of that error is unchanged.

Inthe case of afield change, where field F, isto be replaced with F,, and E(x) had been applied in some part
of the message before changing the field, the new FCS value would be calculated as follows:

FCS of MFx(x) = (FCS of MF4(x)) + (FCS of F(x)) + (FCS of Fy(X))

However, the correction factor that is applied to the FCS contains components based only on F; and F,, and
no contribution related to the error pattern E(x). Therefore, after the value of the field has been changed to
F,, the new FCS value as calculated above will still be capable of detecting error pattern E(x), regardless of
where the error pattern appears in the message.

In the case of afield insertion (or removal, as insertion and removal have aready been shown to be equiva-
lent), where E(x) has been applied to H(x), the correction factor that is applied to the FCS will contain two
components related to E(x); the first based on E(x) in its original position, and the second based on E(x)
shifted by i, the length of the inserted field, as follows:
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FCS of MI(x) = (FCS of M(x)) + adjustment
where

adjustment = (CRC of A,(X)) + (CRC of H(x)) + (CRC of HI(x)) + (CRC of (An+(X))
+ (CRC of E(x)) + (CRC of (E(x) shifted by i))

The presence of the (CRC of E(x)) component ensures that the final message will still indicate an FCS error.
(Note that, even if (CRC of E(x)) and (CRC of (E(x) shifted by i)) turn out to be the same value, the find
message will still indicate an FCS error, as its FCS is now correct for the value of MI(x) without the error
component.)

The above does not exhaustively analyze all the cases of field insertion and removal, and in particular, does
not analyze the cases where the error pattern crosses the insertion/removal boundaries; however, it can be
shown that the error detection characteristics of the FCS are preserved in these cases as well.

The conclusion from the above examplesis that, as long as the field values used in the calculation of these
FCS correction factors are the same as the field values present in the original and final messages (e.g., that
the same value of H+E is used both inits original and shifted forms), then the properties of the FCS are pre-
served. However, if different values are used for calculation of the correction factor from those present in the
messages (as could happen, for example, as a result of in-memory corruption), then the properties of the
FCS are no longer preserved. Hence, if these algorithmic approaches are used, it is necessary to design the
implementation in a manner that ensures that these conditions are met.

G.5 Conclusions

Where it is necessary to recal culate the FCS before transmission, then either the algorithmic FCS modifica-
tion approaches or the Detection Lossless Circuit approach offer a basis for this to be achieved while still
preserving the error detection coverage that was provided by the original FCS.

The Detection Lossless Circuit approach requires access to the entire contents of the original message, to
compute the necessary FCS adjustments or to check the integrity of the data that is being used to create the
new message and its FCS. In contrast, the algorithmic approach requires access only to the header, insert,
and FCS of the original message.

With the algorithmic approach, care needs to be taken in the implementation in order to ensure that the
inputs to the correction algorithms are consistent with the contents of the original and modified messages,
whereas in the Detection Lossless Circuit, such consistency checking isinherent in the way that the original
FCSis used to check the generation of the new FCS.

Copyright © 1998 IEEE. All rights reserved. 335



ANSI/IEEE Std 802.1D, 1998 Edition LOCAL AND METROPOLITAN AREA NETWORKS:

Annex H

(informative)

Design considerations for Traffic Class Expediting and Dynamic
Multicast Filtering

Thefollowing isintended to document some of the more significant design decisions taken during the devel -
opment of this standard. The main purpose of this annex is to ensure that the history of such decisionsis
clear, thus avoiding repeated reexamination of issues that have aready been resolved, and reinvention of
solutions to them.

H.1 Generic Attribute Registration Protocol

H.1.1 Use of an unconfirmed protocol

The operation of GARP essentialy relies upon the assumption that as long as the state machines are
designed to ensure that more than one of the critical messages (Joinln, JoinEmpty and Empty) are sent in
each set of related messages, there is a high probability that all intended recipients will receive them. Early
attempts at designing a GARP that involved explicit confirmations revealed a number of problems, particu-
larly:

a) Inthe case where there are multiple GARP Participants attached to a segment, it is undesirable for
all to respond to arequest from one Participant. Limiting the responses to a single Participant is fea-
sible; however, the value of a response indicating “I got that” from a single Participant is dubious,
given that thereis no guarantee that the other Participants involved have also seen the same message;

b) Developing a distribution mechanism that gives a high level of guarantee of correct operation is
clearly possible (e.g., X.500's distributed directory protocol); however, the complexity of such an
approach would conflict with the fundamental design goals of MAC Bridges, i.e., that they are based
on simple mechanisms and can therefore be engineered for high performance/cost ratios;

c¢) If abasic design goa of handling single packet loss is assumed, strategies based on multiple trans-
mission of messages can provide the appropriate level of reliability while maintaining simplicity;

d) The users of the MAC Service have other means at their disposal to determine whether a service is
being provided. For example, if the user requests receipt of a video channel, it will soon become
apparent as to whether it is being received. The user/application concerned can therefore adopt
“higher layer” recovery strategies to deal with the situation, without impacting the complexity of the
Bridge. Thisisin any case probably appropriate, as the Bridge would not be in a position to deter-
mine appropriate courses of action in different combinations of user requirement and error condi-
tion.

H.1.2 Design of the Applicant state machine

TheApplicant state machine has been designed to implement the requirements of GARP Participantsin both
end stations and Bridges. Strictly speaking, the requirements of the Applicant are slightly simpler in the end
station than those of the Bridge; however, the two have been combined into a single description for reasons
of overall clarity and simplicity. The main differences are as follows.

For an end station that does not need to know about the registration status of other Participants (e.g., arecip-

ient of traffic for aAttribute) its main concern is with ensuring that al other Participants attached to itsLAN
segment see its Join messages. If one of its Leave messages goes astray, the Leave All garbage collection
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mechanism will eventualy fix the problem, so reliable reception of Leaves by other Participants is not a
major issue. Therefore, for the Applicant in such an end station, the state machine could be further simpli-
fied, to onein which it simply sends two Joinins to enter the Active Member state, and sends asingle Leave
to enter the Observer state.

For end stations or Bridge Ports that are concerned not only about their own membership state but al so about
the registration state of other Participants, the Registrar’s situation is more involved. The major difference
this createsisthat if there are other Members or would-be Members on the same segment it isimportant that
at least two of the members are heard by al Participants. This then ensures that each Participant, including
those that actually generate the messages, will hear at least one Join on the LAN segment concerned. Hear-
ing two different Participants is not the same thing as seeing two Join messages; both could potentially have
been generated by the same Participant. Hence, the Join messages sent in GARP carry an indication of the
Participant’s registration state. Joinln indicates “1 wish to Join and | have seen one or more other Joins for
thisAttribute”; JoinEmpty indicates “| wish to Join and | have not seen any other Joins for thisAttribute.” In
effect, the flavor of Join message sent reflects the registration state held by the Registrar for that Attribute.
With this refinement, a Participant that considers itself to be in a Member state can respond to a JoinEmpty
(indicating that the originator of the JoinEmpty has not registered its membership) by sending a Joinin.

There are the following possibilities that apply when a Participant attempts to become a Member:

@) There are no other Participants in membership for that Attribute;

b) Thereisone other Participant in membership for that Attribute;

¢) There are two or more other Participants in membership for that Attribute.
In case a), the new Member will send two JoinEmpty messages, and enter the Quiet/Active Member state.
All other Participants on the LAN segment will see one or both of the JoinEmpty messages, and their Regis-
trar state will therefore be IN for that Attribute.

In case b), the new Member sends two Joinln messages, as the Registrar state is IN (one other member
exists); thiswill ensure that the other Member registers the Attribute.

In case ¢), the new Member has seen two other Participants Join, so it can therefore enter the Passive Mem-

ber state without sending a Join message at all, and by a similar argument, can become an Observer again
without issuing a L eave.

H.1.3 Design of the Registrar state machine
The Registrar state machine is entirely passive, i.e., it does not transmit GARP PDUSs; its job is simply to
record the current registration state of an Attribute. The IN and LV states indicate a current registration; the

MT state indicates de-registration. The LV to MT transition occursif LeaveTime elapses since the last L eave
or LeaveAll was seen and no Join has been received in response.

H.1.4 Analysis of GARP state machine operation
This subclause shows some example GARP protocol sequences, in order to

a) Illustrate normal operation of GARP;
b) Illustrate GARP operation under some failure conditions.

Each illustration consists of the following elements:

¢) Text and a diagram, describing the scenario, the topology concerned, and the component stations/
bridges;
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d) A seguence showing the state transitions that occur in the state machines in each component
involved in the scenario. These sequences are documented using state sequence tables; each row of
the table shows the combined state of all components at an instant in time, plus any “system state,”
that is to say, state that is in the system as a whole, but that is not visible simply by looking at the
state of the component end stations/Bridges. An example of “system state” would be a Join PDU that
has been sent, but that has not yet been received at its destination. Rows earlier in the table represent
combined states that occurred earlier in the time sequence. The table contains columns for each state
machine type, plusafinal column for descriptive commentary. Where appropriate, the abbreviations
introduced in 12.8 are used.

H.1.4.1 Initial Join Scenarios

Topology: aleaf LAN segment, with asingle station, A, attached; see Figure H-1.

Backbone LAN Leaf LAN

Multicast Filtering End
Bridge B System A

Figure H-1—Topology: Leaf LAN Scenarios

First Scenario: A requests membership for Attribute AT, which hitherto has had no members; Bridge B
responds normally. No packet loss occurs during the exchange. This scenario is analyzed in Table H-1. As
can be seen, B considers the Attribute to be registered after the first JoinEmpty has been received from A, at
step 4.

Table H-1—Initial Join: No Packet Loss

Step | State Of: A B Commentary

1 Applicant VO VO | Starting conditions: Attribute AT unregisteredin all
Registrar — MT | state machines. No “system” state; A has ho Regis-
“ System” — — | trar state machine.

2 Applicant VP VO | A'sApplicant receives aRegJdoin primitive from the
Registrar — MT | GARPApplication for Attribute AT. This causes it
“System” — — | toenter VP and wait for a transmission opportunity.

3 Applicant |  AA VO | A sendsaJoinEmpty, and enters AA.
Registrar —
“System” | JE(AT) | —

4 Applicant |  AA VO | B receives the JoinEmpty; the Registrar registers
Registrar — IN | theAttribute (IN) and the Applicant state is
“ System” — — | unchanged.

5 Applicant QA VO | A sendsasecond JoinEmpty, and enters QA.
Registrar —
“System” | JE(AT) | —

6 Applicant QA VO | The second JoinEmpty has no effect on the state of
Registrar — IN | B.
“System” — —
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Second Scenario: A requests membership for Attribute AT, which hitherto has had no members; B failsto see
A's first JoinEmpty PDU. This scenario is analyzed in Table H-2. B does not register the Attribute until it
receives A’s second JoinEmpty PDU, at step 6.

Table H-2—Initial Join: Packet Loss on First Join PDU

Step | State Of: A B Commentary

1 Applicant VO VO | Starting conditions: Attribute AT unregisteredin all
Registrar — MT | state machines. No “system” state; A has ho Regis-
“ System” — — | trar state machine.

2 Applicant VP VO | A'sApplicant receives a RegJdoin primitive from the
Registrar — MT | GARPApplication for Attribute AT. This causes it
“System” — — | toenter VP and wait for a transmission opportunity.

3 Applicant |  AA VO | A sendsaJoinEmpty, and enters AA.
Registrar —
“System” | JE(AT) | —

4 Applicant AA VO | B falsto seethe JoinEmpty; the Registrar and
Registrar — MT | Applicant state is unchanged.
“System” — —

5 Applicant QA VO | A sendsasecond JoinEmpty, and enters QA.
Registrar —
“System” | JE(AT) | —

6 Applicant QA VO | Thesecond JoinEmpty causes B’s Registrar to enter
Registrar — IN | thelN dtate.
“System” — —
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Third Scenario: A requests membership of Attribute AT, which hitherto has had no members; Bridge B fails
to see A’s second Join PDU. This scenario is analyzed in Table H-3. For practical purposes, indistinguishable
from the First Scenario.

Table H-3—lInitial Join: Packet Loss on Second Join PDU

Step | State Of: End Station A Bridge B Commentary

1 Applicant VO VO Starting conditions: Attribute AT unregistered in all
Registrar — MT state machines. No “system” state; A has no Regis-
“System” — — trar state machine.

2 Applicant VP VO A’'sApplicant receives a RegJoin primitive from the
Registrar — MT GARP Application for Attribute AT. This causes it
“System” — — to enter VP and wait for a transmission opportunity.

3 Applicant AA VO A sends a JoinEmpty, and entersAA.

Registrar — MT
“System” JE(AT) —

4 Applicant AA VO B receives the JoinEmpty; the Registrar registers
Registrar — IN the Attribute (IN) and the Applicant stateis
“System” — — unchanged.

5 Applicant QA VO A sends a second JoinEmpty, and enters QA.
Registrar — IN
“System” JE(AT) —

6 Applicant QA VO The second JoinEmpty islost, and has no effect on
Registrar — IN the state of B.

“System” — —
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H.1.4.2 Last To Leave Scenarios
Topology: as described for H.1.4.1, Initia Join Scenario.

First Scenario: A requests to de-register membership for Attribute AT, which hitherto had only A as a mem-
ber; Bridge B responds normally. No packet loss occurs during the exchange. This scenario is analyzed in
Table H-4. As can be seen, B considers the Attribute still to be registered until the Leave Timer has expired.
Other members get two opportunities to declare the Attribute, as both a Leave Empty and an Empty message
are transmitted before the Attribute is finally de-registered by B.

Table H-4—Last To Leave: No Packet Loss

Step | State Of: A B Commentary

1 Applicant QA VO Starting conditions: Attribute AT activeinA's
Registrar — IN Applicant and B’s Registrar state machines. A
“System” — — has no Registrar state machine.

2 Applicant LA VO A’'s Applicant receives a RegL eave primitive
Registrar — IN fromthe GARP Application. A preparesto issue
“System” — — alLeave by entering the LA state.

3 Applicant VO VO A transmission opportunity occurs; A transmits
Registrar — IN Leave Empty and entersthe VO state.

“System” | LE(AT) —

4 Applicant VO LO B seesthe Leave Empty. The Registrar starts
Registrar — Lv Leave Timer; the Applicant enters LO and waits
“System” — — for atransmission opportunity.

5 Applicant VO VO B transmits an Empty message for AT, to

Registrar — Lv prompt any remaining membersto rejoin.
“System” — E(AT)

6 Applicant VO VO The Empty message has no effect on A.
Registrar — LV
“System” — —

7 Applicant VO VO The Leave Timer expires; B’s Registrar de-reg-
Registrar — MT isters the Attribute.
“System” — —
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Second Scenario: A requests to de-register membership for Attribute AT, which hitherto has had only A asa
member; Bridge B failsto see A’s Leave Empty PDU. This scenario is analyzed in Table H-5. On average,
this scenario takes B half aLeave All Period plus aLeave Period before it finally de-registers the Attribute.

Table H-5—Last To Leave: Packet Loss on First Leave PDU

Step | State Of: A B Commentary

1 Applicant QA VO Starting conditions: Attribute AT activeinA's
Registrar — IN Applicant and B’s Registrar state machines. A
“ System” — — has no Registrar state machine.

2 Applicant LA VO A’s Applicant receives a ReglL eave primitive
Registrar — IN fromthe GARPApplication. A preparesto issue
“ System” — — alLeave by entering the LA state.

3 Applicant VO VO A transmission opportunity occurs; A transmits
Registrar — IN Leave Empty and entersthe VO state.

“System” | LE(AT) —

4 Applicant | VO VO B fails to see the Leave Empty.
Registrar — IN
“System” — —

5 Applicant VO LO B transmits a LeaveAll message. B’s Registrar
Registrar — LV enters LV and starts the Leave Timer. The
“System” — LeaveAll | Applicant enters LO.

6 Applicant VO LO The Leave All message has no effect on A.
Registrar — LV
“System” — —

7 Applicant VO VO A transmission opportunity occurs; B transmits
Registrar — LV an Empty message for AT, and the Applicant
“System” — E(AT) returnsto VO.

8 Applicant VO VO The Empty message has no effect on A.
Registrar — LV
“System” — —

9 Applicant VO VO The Leave Timer expires. B's Registrar de-reg-
Registrar — MT isters the attribute.

“System” — —

Third Scenario: Strictly speaking, there are further single packet loss scenarios to be considered, involving
loss of B's Leave All and Empty messages, but the sequential analysisisidentical to the second scenario, as
the Empty or Leave All messages would have had no effect on A’s state in either case.
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H.1.4.3 Leave/Rejoin Scenarios—Single Member

Topology: as described for H.1.4.1, Initia Join Scenario.

First Scenario: A isamember for Attribute AT, which has no other members. Bridge B issuesaLeave All; A
rejoins. No packet loss occurs during the exchange. This scenario is analyzed in Table H-6. As can be seen,
A remains registered at al times. A dight variant of this scenario occurs if B manages to transmit Empty
before A transmits the first Join Empty (between steps 3 and 4); however, this has no effect on steps 4

through 7.
Table H-6—Single Member LeaveAll/Rejoin: No Packet Loss

Step | State Of: A B Commentary

1 Applicant | QA VO Starting conditions: Attribute AT active in A’s
Registrar — IN Applicant and B’s Registrar state machines. A has
“System” — — no Registrar state machine.

2 Applicant | QA LO B sends a LeaveAll. This causes B to enter LO and
Registrar — LV LV states for Applicant and Registrar, and to start
“System” — LeaveAll | theLeave Timer.

3 Applicant VP LO A becomes very anxious, and awaits an opportunity
Registrar — LV to send a JoinEmpty.

“System” — —

4 Applicant AA LO A transmits JoinEmpty, and becomes less anxious.
Registrar — LV
“System” | JE(AT) —

5 Applicant AA VO B sees the Join, registers the membership and re-
Registrar — IN entersVO.

“System” — —

6 Applicant QA VO A transmits a second JoinEmpty, and becomes
Registrar — IN Quiet.

“System” | JE(AT) —

7 Applicant QA VO The second Join Empty has no effect on B.
Registrar — IN
“System” — —
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Second Scenario: A isamember of Attribute AT, which has no other members. Bridge B issues a Leave All;
A failsto seeit, and does not rejoin until B issues the Empty message. This scenario is analyzed in Table H-
7. Ascan be seen, A remainsregistered at all times, despite the loss of the LeaveAll.

Table H-7—Single Member Leave/Rejoin: Packet Loss on LeaveAll PDU

Step | State Of: A B Commentary

1 Applicant QA VO Starting conditions: Attribute AT active inA's
Registrar — IN Applicant and B’s Registrar state machines. A
“System” — — has no Registrar state machine.

2 Applicant | QA LO B sends a LeaveAll. This causes B to enter LO
Registrar — LV and LV states for Applicant and Registrar, and
“System” — LeaveAll | to start the Leave Timer.

3 Applicant | QA LO A does not see the LeaveAll.

Registrar — LV
“System” — —

4 Applicant QA VO A transmission opportunity occurs for B; it
Registrar — LV sends an Empty.

“System” — E(AT)

5 Applicant VA VO A sees the Empty and becomes Very Anxious.
Registrar — LV
“System” — —

6 Applicant AA VO A transmission opportunity occurs for A. It
Registrar — LV transmits a JoinEmpty, and becomes Anxious.
“System” | JE(AT) —

7 Applicant AA VO B sees the JoinEmpty, and re-registers the
Registrar — IN Attribute.

“System” — —

8 Applicant QA VO A transmits a second JoinEmpty, and becomes
Registrar — IN Quiet.

“System” | JE(AT) —

9 Applicant | AA VO The second JoinEmpty has no effect.
Registrar — IN
“System” — —
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Third Scenario: A isamember of Attribute AT, which has no other members. Bridge B issues aLeave All; A
responds with a JoinEmpty which B does not see, so B issues an Empty message. This scenario is analyzed
in Table H-8. As can be seen, A remains registered at all times, despite the loss of the first JoinEmpty. The
effect of the Empty isto reset A's count of Joins, so three Join Empty messages are sent before A becomes
Quiet.

Table H-8—Single Member Leave/Rejoin: Packet Loss on First Join PDU

Step | State Of: A B Commentary

1 Applicant QA VO Starting conditions: Attribute AT activeinA's
Registrar — IN Applicant and B’s Registrar state machines. A
“System” — — has no Registrar state machine.

2 Applicant | QA LO B sends a LeaveAll. This causes B to enter LO
Registrar — LV and LV states for Applicant and Registrar, and
“System” — LeaveAll | to start the Leave Timer.

3 Applicant VP LO A becomes very anxious, and awaits an oppor-
Registrar — LV tunity to send a JoinEmpty.

“System” — —

4 Applicant AA LO A transmits JoinEmpty, and becomes less anx-

Registrar — LV ious.
“System” | JE(AT) —

5 Applicant |  AA LO B fails to see the Join Empty.
Registrar — LV
“System” — —

6 Applicant AA VO A transmission opportunity occurs for B; it
Registrar — LV sends an Empty.

“System” — E(AT)

7 Applicant VA VO A sees the Empty and becomes Very Anxious.
Registrar — LV
“System” — —

8 Applicant AA VO A transmits a second JoinEmpty, and becomes
Registrar — LV Anxious.

“System” | JE(AT)

9 Applicant AA VO B sees the JoinEmpty, and re-registers the
Registrar — IN Attribute.

“System” — —

10 Applicant | QA VO A transmits a third JoinEmpty, and becomes
Registrar — IN Quiet.

“System” | JE(AT)

11 | Applicant | AA VO The third JoinEmpty has no effect.
Registrar — IN
“System” — —
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H.1.4.4 Backbone LAN Initial Join Scenarios
Topology: abackbone LAN segment, with two Bridges, A and B, attached; see Figure H-2.

The scenarios ook only at the behavior of the Bridge Ports that are connected to the backbone segment.

Leaf LAN Backbone LAN Leaf LAN
Multicast Filtering Multicast Filtering
_______ Bridge A Bridge B - - — — — -

Figure H-2—Topology: Backbone LAN Scenarios

First Scenario: A requests membership for Attribute AT on the backbone, as aresult of initial registrations by
Applicants on its leaf LAN. B registers the same Attribute some time later. Both Bridges respond normally.
No packet loss occurs during the exchange. This scenario is analyzed in Table H-9. As can be seen, B con-
siders the Attribute to be registered after the first Join has been received from A; similarly, A considers that
the Attribute is registered after B’sfirst Joinin is received.

Table H-9—Backbone Initial Join: No Packet Loss

Step | State Of: A B Commentary

1 Applicant VO VO Starting conditions: Attribute AT unregisteredin all
Registrar MT MT state machines. No “system” state.

“System” — —

2 Applicant VP VO A’'sApplicant receives a RegJoin primitive from the
Registrar MT MT GARP Application for Attribute AT. This causes it
“System” — — to enter VP and wait for a transmission opportunity.

3 Applicant |  AA VO | A sendsaJoinEmpty, and entersAA.

Registrar MT MT
“System” | JE(AT) —

4 Applicant |  AA VO | B receivesthe JoinEmpty; the Registrar registers
Registrar MT IN the Attribute (IN) and the Applicant stateis
“System” — — unchanged.

5 Applicant AA VP B’sApplicant receives aRegJoin primitive from the
Registrar MT IN GARP Application for Attribute AT. This causes it
“ System” — — to enter VP and wait for a transmission opportunity.

6 Applicant | AA AA | BissuesaJoinin.

Registrar MT IN
“System” — JI(AT)

7 Applicant QA AA B’s Joinln causes A to register the attribute, and
Registrar IN IN also suppresses A’s second Join.

“System” — —

8 Applicant QA QA B issues a second Joinln and becomes Quiet.
Registrar IN IN
“System” — JI(AT)

9 Applicant QA QA B’s second Joinln has no effect.

Registrar IN IN
“System” — —
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Second Scenario: A requests membership of Attribute AT on the backbone, as aresult of initial registrations
by Applicants on its leaf LAN. Bridge B fails to see A's first Join PDU. A issues a second Join after Join
Time. B subsequently joins the same Attribute. This scenario is analyzed in Table H-10. B does not register
the Attribute for A until it seesA’s second Join, one JoinTime after A’sinitial Join attempt.

Table H-10—Backbone Initial Join: Packet Loss on First Join PDU

Step | State Of: A B Commentary

1 Applicant VO VO Starting conditions: Attribute AT unregisteredin all
Registrar MT MT state machines. No “system” state.

“System” — —

2 Applicant VP VO A’'sApplicant receives a RegJoin primitive from the
Registrar MT MT GARP Application for Attribute AT. This causes it
“System” — — to enter VP and wait for a transmission opportunity.

3 Applicant | AA VO | A sendsaJoinEmpty, and entersAA.

Registrar MT MT
“System” | JE(AT) —

4 Applicant | AA VO | B failsto seethe JoinEmpty.
Registrar MT MT
“System” — —

5 Applicant QA VO A sends a second JoinEmpty, and enters QA.
Registrar MT MT
“System” | JE(AT) —

6 Applicant | QA VO | B receivesthe JoinEmpty; the Registrar registers
Registrar MT IN the Attribute (IN) and the Applicant stateis
“ System” — — unchanged.

7 Applicant QA VP B’sApplicant receives aRegJoin primitive from the
Registrar MT IN GARP Application for Attribute AT. This causes it
“ System” — — to enter VP and wait for a transmission opportunity.

8 Applicant | QA AA | BissuesaJoinin.

Registrar MT IN
“System” — JI(AT)

9 Applicant | QA AA | B’sJoinin causesA to register the attribute.
Registrar IN IN
“System” — —

10 | Applicant | QA QA | B issuesasecond Joinin and becomes Quiet.
Registrar IN IN
“System” — JE(AT)

11 | Applicant | QA QA | B’ssecond Joinin has no effect.

Registrar IN IN
“System” — —
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Third Scenario: A requests membership of Attribute AT on the backbone, asaresult of initial registrations by
Applicants on its leaf LAN. Bridge B fails to see A's first Join PDU, but issues a Join itself for the same
Attribute. This scenario is analyzed in Table H-11. B does not register the Attribute for A until after A’'s sec-

LOCAL AND METROPOLITAN AREA NETWORKS:

ond Join attempt.
Table H-11—Backbone Initial Join: simultaneous Join from two Bridges with packet loss on
first Join

Step | StateOf: | BridgeA | BridgeB Commentary

1 Applicant VO VO Starting conditions: Attribute AT unregistered in
Registrar MT MT all state machines. No members. No “system”
“System” — — state.

2 Applicant VP VO A’'s Applicant receives a RegJoin primitive from
Registrar MT MT the GARP Application for Attribute AT. This
“ System” — — causesit to enter VP and wait for atransmission

opportunity.

3 Applicant AA VO A sends a JoinEmpty, and entersAA.
Registrar MT MT
“System” JE(AT) —

4 Applicant AA VO B fails to see the JoinEmpty.
Registrar MT MT
“System’” o o

5 Applicant AA VP B’s Applicant receives a RegJoin primitive from
Registrar MT MT the GARP Application for Attribute AT. This
“ System” — — causesit to enter VP and wait for a transmission

opportunity.

6 Applicant AA AA B sends a JoinEmpty; and entersAA.
Registrar MT MT
“System” — JE(AT)

7 Applicant VA AA A receives the JoinEmpty. This causesit to enter
Registrar IN MT VA, and to register the Attribute.
“System’” o .

8 Applicant AA AA A sendsaJoinin and entersAA.
Registrar IN MT
“System” JI(AT) —

9 Applicant AA QA B sees the Joinin; it registers the attribute and
Registrar IN IN further Joins from B are suppressed.
“System’” o o

10 | Applicant QA QA A issues a second Joinln and becomes Quiet.
Registrar IN IN
“System” | JE(AT) —

11 | Applicant QA QA A's second Joinin has no effect on B.
Registrar IN IN
“System” o o
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H.1.4.5 Shared media LAN Segment Scenarios

Topology: abackbone LAN segment, with two Bridges, A and B, attached; see Figure H-3.

Shared media LAN segment

Participant Participant Participant
A B Cc

Figure H-3—Topology: Shared media LAN segment scenarios
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First scenario: Illustrates the point, mentioned in H.1.2, that if there are already two or more Members on a
given LAN segment, then further Members can join and leave without issuing any GARP messages. Three
Participants are attached to the segment. A and B Join for Attribute AT (an identical sequence to Table H-9).
Subsequently, C can Join and L eave without issuing any GARP messages. This scenario isanalyzed in Table
H-12.

Table H-12—Shared media: Third party can Join/Leave without sending GARP messages

Step | State Of: A B C Commentary

1 Applicant VO VO VO Starting conditions: Attribute AT unregistered in all
Registrar MT MT MT state machines. No “system” state.

“System” — — —

2 Applicant VP VO VO A’'sApplicant receives a RegJoin primitive from the
Registrar MT MT MT GARP Application for Attribute AT. This causes it
“System” — — — to enter VP and wait for a transmission opportunity.

3 Applicant |  AA VO VO | A sendsaJoinEmpty, and enters AA.

Registrar MT MT MT
“System” | JE(AT) — —

4 Applicant |  AA VO VO | B and C receive the JoinEmpty; the Registrar regis-
Registrar MT IN IN tersthe Attribute (IN) and the Applicant state is
“System” — — — unchanged.

5 Applicant AA VP VO B’sApplicant receives aReqJoin primitive from the
Registrar MT IN IN GARP Application for Attribute AT. This causes it
“System” — — — to enter VP and wait for a transmission opportunity.

6 Applicant | AA AA VO | BissuesaJoinin.

Registrar MT IN IN
“System” — JI(AT) —

7 Applicant QA AA AO B’s Joinln causes A to register the attribute, and
Registrar IN IN IN a so suppresses A’s second Join. It also causes C's
“System” — — — Applicant to enter the AO (Anxious Observer) state.

8 Applicant QA QA AO B issues a second Joinln and becomes Quiet.
Registrar IN IN IN
“System” — JI(AT) —

9 Applicant QA QA QO B’s second JoinIn has no effect on A but causes C to
Registrar IN IN IN enter the QO (Quiet Observer) state.

“System” — — —

10 | Applicant | QA QA QP | C'sApplicant receivesaReqgJoin primitive from the
Registrar IN IN IN GARP Application for Attribute AT. Because C has
“System” — — — seen two Joinin’s for AT, it is able to directly enter

the QP (Quiet/Passive member) state, without issu-
ing any GARP messages.

11 | Applicant | QA QA QO | C'sApplicant receives a ReqLeave primitive from
Registrar IN IN IN the GARP Application for Attribute AT. Because it
“System” — — — Joined AT without issuing any messages, it is able

to Leave by directly entering the QO (Quiet/
Observer) state, without issuing any GARP mes-
sages.
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Second scenario: Shows the “last to leave” sequence for circumstances where more than two participants
exist on a LAN segment. A has declared Attribute AT; B and C have registered AT in their Registrar state

machines. A Leaves. The protocol exchanges occur normally. This scenario is analyzed in Table H-13.

NOTE—This second scenario is included primarily to demonstrate that the length of time taken for the last member to
Leave is not a function of the number of Participants involved. This was a problem that existed with earlier versions of
GARRP, where the receipt of an Empty message by aregistrar inthe LV state (or its equivalent) caused the Leave Timer to
be restarted. In the protocol as described, the time taken for the de-registration to occur after the last member leaves is
equal to one Leave Time, regardless of the number of Participants.

Table H-13—Shared media: Leave sequence for three Participants

Step | State Of: A B C Commentary

1 Applicant QA VO VO Starting conditions: Attribute AT activeinA’s
Registrar MT IN IN Applicant and in B and C's Registrar state
“System” — — — machines.

2 Applicant LA VO VO A'sApplicant receives a ReglL eave primitive from
Registrar MT IN IN the GARP Application. A preparesto issue a L eave
“System” — — — by entering the LA state.

3 Applicant VO VO VO A transmission opportunity occurs; A transmits
Registrar MT IN IN Leave Empty and entersthe VO state.

“System” | LE(AT) — —

4 Applicant VO LO LO B and C seethe Leave Empty. Their Registrars start
Registrar MT LV LV Leave Timer; their Applicants enter LO and wait for
“System” — — — atransmission opportunity.

5 Applicant VO VO LO A transmission opportunity for B occurs; it trans-
Registrar MT LV LV mits an Empty message for AT, to prompt any
“System” — E(AT) — remaining members to rejoin.

6 Applicant VO VO VO The Empty message has no effect on A, but sup-
Registrar MT LV LV presses C'sintent to transmit an Empty; C enters
“System” — — — VO.

7 Applicant VO VO VO The Leave Timers expirein B and C; their Regis-
Registrar MT MT MT trars both de-register the Attribute.

“System’” o o -
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H.2 User priorities and traffic classes

This subclause documents some of the reasoning behind the choice of default mappings between
user_priority values and traffic classes, as represented in Table 7-2.

H.2.1 Goals

There are many possible ways to assign user priority semantics, and to use a limited number of supporting
gueues. This annex does not attempt to survey the entire range of possihilities, but aims to set out a reason-
able set of defaults for usein typical LAN Bridged environments to provide integrated services, i.e., to meet
the original objectives of this standard.

This standard allows priorities, queue mappings, and queue service disciplines to be managed to best support
the user’s goals. However, it is widely appreciated that a set of well known and easily understood defaults
will greetly facilitate plug and play interworking and the deployment of integrated services. The defaults
advocated here have therefore been chosen both to support the emerging integrated services mapping work
inthe IETF (ISSLL, and 1S802 in particular), and to provide useful service without any management of the
Bridges.

H.2.2 Traffic types

A full description of the quality of service needs of an application and of the network traffic generated,
together with characterization of the traffic itself, can be complex—surely too complex to be represented by
asimple number 0 through 7. The pragmatic aim of traffic classification isto simplify requirementsradically
to preserve the high-speed, low-cost handling characteristic of Bridges. At the margin, potential bandwidth
efficiency is traded for simplicity—historically a good decision in the LAN.

The following list of traffic types, each of which can benefit from simple segregation from the others, seems
to command widespread support:

a) Network Control—characterized by a“must get there” requirement to maintain and support the net-
work infrastructure.

b) “Voice’—characterized by less than 10 ms delay, and hence maximum jitter (one way transmission
through the LAN infrastructure of a single campus).

c) “Video"—characterized by less than 100 ms del ay.

d) Controlled Load—important business applications subject to some form of “admission control,” be
that pre-planning of the network requirement at one extreme to bandwidth reservation per flow at the
time the flow is started at the other.

e) Excdlent Effort—or “CEQO’s best effort,” the best-effort type services that an information services
organization would deliver to its most important customers.

f)  Best Effort—LAN traffic as we know it today.

g) Background—bulk transfers and other activities that are permitted on the network but that should
not impact the use of the network by other users and applications.

H.2.3 What are we managing?
User priorities and traffic classes facilitate management of

a) Latency, to support new applications;
b)  Throughput, to meet service level agreements centered around bandwidth for types of traffic.
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With distinct traffic classification and Bridge queuing, latency and bandwidth guarantees can be supported at
higher levels of network loading. With few classes the focus is on meeting latency requirements—the band-
width surplus required in a bursty data environment to guarantee sub-10 ms delays without distinct traffic
classification is uneconomically large. As the number of traffic classes that can be used increases, the focus
can shift to managing throughput.

The simple default queue servicing policy defined in this standard, strict priority, supports latency manage-
ment. Active management of bandwidth sharing necessarily requires some Bridge management, to deter-
mine shares, etc.

H.2.4 Traffic type to traffic class mapping

Table H-14 describes a grouping of the traffic types introduced above as the number of Bridge queues
increases. Each grouping of types is shown as { Distinguishing type, Type, Type, . . .}. The “distinguishing
type” isnot treated in any way differently in a Bridge, but isitalicized here to illustrate, for any given num-
ber of queues, which traffic types have driven the allocation of types to classes.

Table H-14—Traffic type to traffic class mapping

Number of

queues Traffic types

1 {Best Effort, Excellent effort, Background, Voice,
Controlled Load, Video, Network Control}

2 { Best Effort, Excellent effort, Background}
{\oice, Controlled Load, Video, Network Control}

3 { Best Effort, Excellent effort, Background}
{Controlled Load, Video}
{\oice, Network Control}

4 { Background}

{Best Effort, Excellent effort}
{Controlled Load, Video}
{Voice, Network Control}

5 { Background}

{Best Effort, Excellent effort}
{Controlled Load}

{Video}

{\oice, Network Control}

6 { Background}

{Best Effort

{Excellent effort}
{Controlled Load}
{Video}

{\oice, Network Control}

7 { Background}
{Best Effort}
{Excellent effort}
{Controlled Load}
{Video}

{\oice}

{Network Control}
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This grouping is proposed as the default user priority to traffic class mapping, with the correspondence of
traffic types to user priority numbers as shown further below. It is designed to work with default queue han-
dling. The remaining user priority value (only seven instead of eight traffic types have been discussed) isaso
assigned within the priority hierarchy.

The logic behind the step by step breaking out of traffic types as more classes become available runs as fol-
lows:

a) With asingle queue, there are no choices, everything functions as with Bridges conformant to SO/
IEC 10038: 1993. If a distinguishing traffic type were to be identified, it would be Best Effort.

b) In order to support integrated services (voice, video, and data) in the presence of bursty best effort
data, it is necessary to segregate al the time-critical traffic. In addition, further traffic that is to
receive superior service and that is operating under admission control also needs to be separated
from the uncontrolled traffic. The amount of priority traffic will be restricted by the need to support
low latency (better than 10 ms one way for the local LAN infrastructure) for Voice, which becomes
the defining type for the additional queue.

c) A further queue is best used to separate Controlled Load, i.e., well-behaved traffic with admission
control or policy constraints, from the very latency sensitive Voice traffic. This allows rather more
controlled load (and video) traffic than with two queues, while still allowing voice latencies to be
met. However, al the traffic in the new queue will still have to meet interactive video latencies (if
any such traffic is present), so there may till be artificialy low limits on the throughput of well-
behaved traffic.

d) Uptothispoint, additional queues have been used first to address latency issues, and next to recover
throughput for well-behaved traffic with less onerous latency constraints. This has now been largely
achieved for the major bandwidth users, and the focus can shift to distinguishing between the differ-
ent types of uncontrolled bursty traffic, distinguishing between them on the basis of business impor-
tance. The first step is to deal with high throughput background traffic, which may cause TCP
windows and timers for normal best effort (and excellent effort) traffic to slow, by segregating Back-
ground traffic.

e) Allocating the next queue to (interactive) Video, traffic with latency and jitter less than 100 ms, frees
the controlled load traffic from the latency constraint, raising the achievable throughput.

f)  The next queue is devoted to a little extra job security by separating business critical applications
that are not sufficiently well behaved to have been classified as controlled load into their own Excel-
lent Effort category.

g) Finaly, Network Control can be segregated from Voice, though the benefits of this are unlikely to be
felt with default queue handling, since network control is likely to be less delay sensitive than Voice
(but probably more than background), but requires a higher delivery guarantee.

h)  Eight queues are not shown, since only seven distinct types of traffic are shown. From the point of
view of defining defaults at the present time it seems reasonable to allocate an additional priority
around best effort to support bandwidth sharing management for bursty data applications.
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Table H-15 shows the correspondence between traffic types and user_priority values used to select the
defaultsin Table 7-2, and defines a set of acronyms for the traffic types:

Table H-15—Traffic type acronyms

user_priority Acronym Traffic type
1 BK Background
2 — Spare

0 (Default) BE Best Effort

3 EE Excellent Effort
4 CL Controlled Load
5 VI “Video,” < 100 mslatency and jitter
6 VO “Voice” <10 mslatency and jitter
7 NC Network Control

Table H-16 compresses the lists of traffic types for queues shown in Table H-14, using the acronyms defined
in Table H-15, and shows just the defining traffic types for the given number of queues.

Table H-16—Defining traffic types

N:Tgue;s of Defining traffic type
1 BE
5 BE VO
3 BE CL VO
4 BK BE CL Vo
5 BK BE CL | VI VO
6 BK BE | EE | CL | VI VO
7 BK BE|EE| CL VI |VO|NC
8 BK | — | BE|EE|CL | VI|VO|NC

H.2.5 Traffic types and user priority values

The default user priority used for transmission by token ring stationsis O, asis the default assumed by 1SO/
|EC 10038: 1993-conformant Bridges for frames currently received from an Ethernet. Changing this default
would result in some confusion, and likely some lack of interoperability. At the same time the default traffic
typetoday is definitely Best Effort. The proposed solution to this dilemmais to continue to use zero both for
default user priority and for best effort data transmission, and associate Background, the spare value, and
Excellent Effort with user priority values of 1, 2, and 3, respectively. This means that the values 1 and 2
effectively communicate alower priority than O.
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